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Abstract

The big data revolution along with the success of black-box machine learning models have given
us access to large volumes of information. These models are then used to inform all manner of
algorithmic and decision-making tasks. However, black-box machine learning models can be
unreliable in ways that are hard to predict, and we are far from having a full characterization of
the failure modes of these methods. If the black-box model could be arbitrarily wrong,
conventional worst-case analysis may suggest that the best an algorithm can do is to ignore it, as
it could be as hurtful as it might be helpful. This is pessimistic, as model predictions are often
useful and valuable, even if it is hard to predict failure. In many high-stakes applications it is
unreasonable, if not irresponsible, to fully disregard model predictions.

An alternative is to evaluate an algorithm both on reliability, and on how well it uses the black-
box model. This thesis develops new algorithmic methods that simultaneously utilize the model
as well as possible when it is correct, while also remaining robust in the setting where the model
is not useful, or even misleading. A key aspect of this thesis is simultaneously providing (1)
pessimistic guarantees: that the method is reliable even when the black-box model is not, and (2)
optimistic guarantees: that the method provably distills useful information if the black-box model
provides it.

This work extends the areas of algorithms with predictions and conformal prediction, and
develops new algorithmic techniques that make new connections to other areas of algorithms
including robust statistics, and online algorithms.
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Abstract

The big data revolution along with the success of black-box machine learning models have
given us access to large volumes of information. These models are then used to inform
all manner of algorithmic and decision-making tasks. However, black-box machine learning
models can be unreliable in ways that are hard to predict, and we are far from having a
full characterization of the failure modes of these methods. If the black-box model could be
arbitrarily wrong, conventional worst-case analysis may suggest that the best an algorithm
can do is to ignore it, as it could be as hurtful as it might be helpful. This is pessimistic,
as model predictions are often useful and valuable, even if it is hard to predict failure. In
many high-stakes applications it is unreasonable, if not irresponsible, to fully disregard model

predictions.

An alternative is to evaluate an algorithm both on reliability, and on how well it uses the
black-box model. This thesis develops new algorithmic methods that simultaneously uti-
lize the model as well as possible when it is correct, while also remaining robust in the
setting where the model is not useful, or even misleading. A key aspect of this thesis is

simultaneously providing

(1) pessimistic guarantees: that the method is reliable even when the black-box model is

not, and

(2) optimistic guarantees: that the method provably distills useful information if the black-

box model provides it.



This work extends the areas of algorithms with predictions and conformal prediction, and
develops new algorithmic techniques that make new connections to other areas of algorithms

including robust statistics, and online algorithms.
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Chapter 1

Introduction

The big data revolution and with the explosive recent successes of large foundation models
have given us access to large volumes of information. This information, in the form of

black-box models, is used to inform all manner of algorithmic and decision-making tasks.

However, black-box models are often unreliable in ways that are hard to predict. They can
exhibit systematic biases, which sometimes reflect biases in their training data [see the survey
of Bommasani et al., 2021, §5.1]. They are often miscalibrated (over- and under-confident),
a phenomenon that could be a byproduct of the training method [see the survey of Geng,
Cai, Wang, Koeppl, Nakov, and Gurevych, 2024]. Unexpected issues also arise because
capabilities of these models seem to be linked in ways that we do not fully understand. For
example, post-training adjustments to the way a model addresses one task often result in
mysterious side-effects in how the model addresses seemingly unrelated tasks [Betley, Cocola,

Feng, Chua, Arditi, Sztyber-Betley, and Evans, 2025].

In recent years, we have been discovering new techniques for designing foundation models,
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and the new capabilities they unlock at an extraordinary pace. However, we are also dis-
covering new issues equally rapidly. Because these models are already being deployed in
high-stakes settings, this has quickly cemented reliable machine learning or Al safety as a

defining scientific problem of our time.

While exciting work is being done on understanding the forces that drive foundation models,
we are still decades away from having a full scientific understanding of how, when, and
why these models work and fail. Because our current understanding of foundation models
is largely heuristic, the reliability and safety patches that are deployed to these models in
practice are often also heuristic. That is, the reliability and safety measures do not come
with rigorous guarantees. This results in them being vulnerable to security attacks and
jailbreaks, both in academic settings [see survey of Yi, Liu, Sun, Cong, He, Song, Xu, and
Li, 2024], and in real-world settings [see e.g. Schaul and Tiku, 2026]. Thus these reliability

measures are themselves not very reliable.

This large gap between the theory and practice of machine learning seems to lead us to the

following choice when performing a task with access to an unreliable black-box model:

(a) Optimism. Blindly trust the black-box model to make decisions, and achieve high per-

formance most of the time, while failing unpredictably some of the time.

(b) Pessimism. Ignore the black-box model, and fall back on an alternative method with a

worst-case quarantee, and achieve mediocre performance all of the time.

Both options are unsatisfying. In high stakes situations, it is not clear whether it is more
responsible to prioritize the potential benefit of trusting the model, or the reliability of

ignoring it.

Recent lines of work in algorithms and statistics have explored a way to bridge these options
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and achieve the “best of both worlds:”

(¢) Cautious optimism. Without knowing the quality of the prediction in advance, perform

as well as a hypothetical alternative that did know the quality of the prediction.

Designing such methods requires a new algorithmic viewpoint. Traditionally in algorithm de-
sign, we fix an input model (e.g. worst case, average case, etc.) and then we design methods
to optimize performance for that model. In this new viewpoint, we must design algorithms
that simultaneously do well under multiple input models (e.g. accurate black-box predic-
tions versus misleading black-box predictions). This requires us to establish simultaneous

guarantees of

(1) Reliability. The method achieves reasonable worst-case guarantees even when the black-

box model is misleading,

(2) Informativeness. The method provably takes advantage of the black-box model when it

1S accurate.

In this thesis, we develop two natural and complementary approaches. The first is a task-
agnostic approach, where the goal is to “wrap” a black-box model in a layer that provably
ensures reliability for any downstream use of the model. We do this by using the model to
generate reliable and informative confidence sets. The second approach we develop is task-
specific. In settings where we are repeatedly solving related instances of the same algorithmic
task, we would like to use a learned model that can identify patterns in the instances that
allow us to solve them more efficiently. This approach allows us to take advantage of structure

in natural data, without sacrificing the reliability of algorithms with guarantees.

The work in this thesis builds on lines of work such as algorithms with predictions, data

driven algorithms, and conformal prediction. Each of these frameworks was designed to
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address different aspects of reliability in machine learning. In this thesis we will leverage the
strengths of these frameworks, and also extend them to account for aspects in which they

are insufficient.

The methods we design for these problems make new connections between diverse areas,
including data structures, online algorithms, optimization, convex geometry, high-dimensional
probability, statistics and learning theory, to establish a new toolkit to reason about reliable

machine learning with unreliable black-box models.

1.1 Volume Optimal Conformal Prediction

Part T of this thesis focuses on a task-agnostic way of “wrapping” a black-box model with a

layer that ensures reliability.

Consider a regression problem, where we want to predict some target Y from some features
X. To do this, we have access to a black-box regression model f(-) that gives us a prediction
Y=7f (X) for Y. We would like to post-process f(-) so that it satisfies a provable notion of

reliability.

A popular paradigm that has seen a wealth of work in the last few years is conformal
prediction. In conformal prediction, our goal is to provide a prediction set C'(X) for Y, such

that for an input miscoverage parameter a € [0, 1], we have
PYeCX)>1—-a. (1.1)

A key property of conformal methods is that they require access to only a small amount
of calibration data to work, and they are designed to be distribution free, so that they are

widely applicable in practice.
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The property (1.1) is called coverage, and gives a provable notion of reliability. In addition
to providing coverage, we would like that our conformal prediction algorithm is efficient, i.e.,

it outputs prediction sets that are as small as possible.

Typically in the literature, conformal methods provide provable guarantees of coverage. Ef-
ficiency, however, is usually evaluated empirically. In particular, this often requires new be-
spoke conformal methods for every new setting of interest, which goes against the distribution-
free spirit of the problem. A few works also provide provable guarantees of efficiency: that
they output the smallest possible prediction set for Y given X and f(-). However, these
works are limited in the kinds of data distributions that they can handle (see “prior work”

in Section 2.2 for discussion).

In this thesis, we design conformal methods that are the first, to the best of our knowl-
edge, to provide valid prediction sets of minimum volume in a distribution-free setting. In
Chapter 3 (based on [Gao, Shan, Srinivas, and Vijayaraghavan, 2025b]), we formalize the
volume optimality framework, and provide guarantees for the setting of one-dimensional Y.
In Chapters 4 and 5 (based on [Gao, Shan, Srinivas, and Vijayaraghavan, 2025a, 2026]) we
design algorithms for the setting of high-dimensional Y. In Chapter 6 (based on [Srinivas,
2026]), we consider volume optimal conformal prediction in the online setting. In Chapter 7,

we explore the statistical limits of learning prediction sets.

An in-depth overview of Part I can be found in Chapter 2.

1.2 Solving Related Instances

Part IT of this thesis focuses on solving a sequence of related instances of a specific algorithmic

task. For example, perhaps we have a routing problem that must be solved every day with
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different demands. If the instances are related, we could hope to learn information that
allows us to solve them more efficiently than tackling them one at a time with a worst-case

algorithm.

This is a classic idea that is used in practice in many settings, including problems in com-
puter vision that require learning a prior [Lu, Lin, Wu, Luo, Zheng, Xiong, and Wang, 2023],
optimizing computer systems based on workloads [Kraska, Beutel, Chi, Dean, and Polyzotis,
2018, Akgun, Aydin, Burford, McNeill, Arkhangelskiy, and Zadok, 2023], and data compres-
sion schemes [Liu, Han, Liao, Li, Peng, Du, and Chen, 2024], to list just a few. With the
advent of powerful foundation models, a hope is that this approach will be applicable to an
even broader set of problems. However, a risk with such an approach is that these learned
models for different tasks may not always generalize well to new instances. This requires us
to develop new methods that can take advantage of these learned models, while also ensuring

reliability in the case that they fail.

We explore this in two natural settings. The first leverages learned information about the
instances in the sequence. The second leverages learned information about the solutions in

the sequence.

Dynamic algorithms with predictions. In Chapter 9, based on [Liu and Srinivas, 2024],
we show how to leverage unreliable black-box predictions to speed up dynamic algorithms.
In the dynamic model, we solve a sequence of instances that changes slowly from one day to
the next. An important aspect is that, while the instances only change in small increments,
the solutions could be very different from one day to the next. The goal of the algorithm is

to minimize the total time it takes to solve the entire sequence of instances.

Our work is in the paradigm of algorithms with predictions. We equip our algorithm with
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black-box predictions of future updates to the instances. Our guarantee is twofold. If the
predictions are even moderately correct, we prove that our algorithm will take advantage of
them to significantly speed up computations. We also show that, in the spirit of worst-case
analysis, even if the predictions of the black-box model are misleading, our algorithm will
never perform worse than the best algorithm that ignores the model completely. This allows
us to rigorously argue that we are taking advantage of the learned model, without sacrificing

the worst-case guarantee.

We design a framework that applies to several dynamic problems including all-pairs shortest
paths, k-connectivity, depth-first-search trees, mazflow/mincut, strongly connected compo-

nents, sparsest cut, and submodular maximization (see Figure 9.1 for detailed list).

Fast algorithms for sequences of related instances. In Chapter 10, based on [Blum
and Srinivas, 2025], we show how to solve sequences of instances of a problem faster than
solving each from scratch, by learning information about the solutions on the fly, when

possible.

The model we consider is more general than the setting of dynamic algorithms, in that the
instances do not have to change slowly over time. We provide new methods that are able
to solve these sequences quickly, if the solutions of the instances are related. We quantify
how related the solutions are by their clustering cost (k-server cost in the online setting).
This allows us to rigorously argue that we are taking advantage of learnable information.
This work builds on and extends the areas of algorithms with predictions and data driven

algorithms.

The framework we design applies to a broad range of problems that admit warm-start algo-

rithms, including bipartite matching, maxflow via Ford-Fulkerson, and other problems with
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local search algorithm such as convex optimization.

An in-depth overview of Part II of the thesis can be found in Chapter 8.

1.3 Conclusions

In this thesis, we design a new toolkit for reliable algorithms that extract value from black-
box machine learning models. We establish that this setting requires new kinds of methods
that simultaneously guarantee reltability in the worst case, and provably take advantage of
the black-box model when it is accurate. Addressing these two objectives simultaneously

requires new algorithmic and statistical techniques.

We explore two different natural approaches to ensuring reliability. The first approach is
task-agnostic, and “wraps” a black-box model in a layer that ensures reliability, regardless
of the downstream task. The guarantees we establish are distributional, and show that the
method will perform well on average, for any data distribution. The second approach is
task-specific, and designs algorithmic methods that take unreliable black-box predictions
into account to efficiently provide reliable output. The guarantees we establish hold in the

worst-case, for even “one shot” of the algorithm.

This thesis provides a broad toolkit for designing and reasoning about these methods, that
spans and connects techniques from diverse areas, including data structures, online algo-
rithms, optimization, convex geometry, high-dimensional probability, statistics, and learning

theory.
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Chapter 2

Introduction to Volume Optimality in

Conformal Prediction

2.1 Goals of Conformal Prediction

Conformal prediction is a family of methods that has become one of the most popular ways to
ensure reliability and perform uncertainty quantification for black-box models in recent years
[Gammerman, Vovk, and Vapnik, 1998, Vovk, Gammerman, and Shafer, 2005]. The goal of
conformal prediction is to take an unreliable black-box predictor f(-), and post-process it to
satisfy a guarantee of reliability.

Problem 2.1.1 (Conformal prediction (marginal coverage)).

Let (X1,Y1), ..., (Xni1, Ynr1) € X X Y be exchangeable random variables. That is, the data

points (X;,Y;) are in uniformly random order (formally Definition 2.1.2).

A conformal predictor that achieves marginal coverage takes
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e a target miscoverage rate a € (0, 1]

e a black-box model Y = f(X) to predict target variable Y € Y from feature variable
Xex,

e calibration data (X1,Y7),...,(X,,Y,), and
o the test feature X, 11,

and outputs a prediction set C' = C((X1,Y1),...,(Xn, Yn), Xnt1) C Y such that

P Yo €Cl>1—a. (MC)

(X1,Y1),05(Xnt1,Yn41)

In addition, we would like the conformal predictor to be efficient, in that it outputs prediction
sets C' that are as small as possible.

Definition 2.1.2 (Exchangeability). A sequence (Z1,...,7Z,) is exchangeable if

(Zr,. . Z0) £ (Zoy, - - s Zory)s

for all permutations o : [T] — [T], where 2 means they are equal in distribution.

Conformal prediction is posited as a way to ensure the reliability of a model. The coverage
guarantee (MC) ensures the accuracy of the prediction sets that are output by the conformal

predictor. This means that, in some sense, the model can be taken at “face value.”

Achieving marginal coverage (MC) alone is trivial. For example, a completely uninformative

predictor that predicts the entire solution space,

C= C((X17)/1)7 ey (Xnvyn)aXnJrl) == y
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achieves (MC). It is the added goal of efficiency that makes conformal prediction challenging.

Typically, conformal predictors are designed to provably satisfy the coverage guarantee (MC),
and have their efficiency empirically validated on data. The most commonly studied settings
are where the target space ) is a discrete label space or where ) = R?. Our focus will be on
the Euclidean setting, in one dimension and many dimensions. In this setting, the efficiency
or informativeness of a conformal predictor is usually measured by the Euclidean volume or

Lebesgue measure of its prediction sets.

Score functions and efficiency. Most prior work designs these conformal predictors via
the score-function abstraction, which we overview in Section 2.4. This abstraction allows a
designer to pick an arbitrary score function. The split conformal framework is then able to
prove the coverage guarantee (MC), without requiring any properties of the score function.
This makes the framework extremely flexible and applicable. However, the sizes of the
prediction sets depend very heavily on the choice of score function. This results in having to
hand-design new ad hoc score functions for each new domain of interest, which come with

no guarantee of optimality.

The overhead of designing these score functions, along with the inefficiency of these methods,
is a major bottleneck in the practical uptake of conformal methods, especially in high-
dimensional settings. Ideally, we would like to design adaptive methods that are able to
automatically fit any data distribution, without an expert having to guess the shape of the

data via a hand-designed score function in advance.

Uncertainty quantification. Conformal prediction is also often used to perform wuncer-
tainty quantification. For a black-box model f(+), a popular method is to design a conformal

“wrapper” for f(-). Then, the size of the prediction set C' produced by the conformalized
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model on an input X is taken to be a measurement of the model f(-)’s uncertainty on the

input X.

For the above method to be sound, we must have a guarantee that the size of the prediction
set C' is indicative of the true underlying uncertainty of the black-box model f(-), rather

than inefficiency of the conformal method.

2.2 Introduction to Volume Optimality

In this thesis, we spearhead a new approach for conformal prediction. We explicitly for-
mulate efficient conformal prediction as an optimization problem. Armed with this new
formulation, we can design methods that have provable guarantees of optimality. In addi-
tion, the statistical and computation tractability of this problem is an interesting direction
of study in its own right, with connections to many fundamental problems in algorithms and
statistics.

Problem 2.2.1 (C-Restricted Volume-Optimal Conformal Prediction). Let C be a hypothesis

class of prediction sets over Y = R%, and let P be an arbitrary distribution over R.

For a volume-approximation factor u > 1 and a coverage slack factor e > 0, A conformal

predictor satisfying C-restricted volume optimality, takes
e « target miscoverage rate a € (0,1], and
e n samples Yy, ...,Y, that are exchangeable with an unseen test example Y, 1

and outputs a prediction set C' = C(Y1,...,Y,) C R? such that C achieves coverage,

P(C)>1-a. (cov)
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and, with high probability, C s approximately volume-optimal,
vol(C) < - OPT¢ (P, 1 — a+¢), (VO)

where

OPT¢(P,1 — «) := inf{vol(C) : C € C,P(C) > 1 — a}.

To design such conformal methods, we will reduce to the problem of learning small-volume
confidence sets. This is relevant in both the empirical and the population settings.

Problem 2.2.2 (Learning small confidence sets, empirical). Fiz a hypothesis class C, a
target miscoverage rate o € [0,1], coverage slack factor § > 0, and approzimation factor

p>1.

Let yy,...,yn € R? be an arbitrary dataset of points. The goal is to find a set C € C such

that C approzimately achieves the target coverage,

T

%21[%66] >1—a—9,

=1

and C is approximately volume optimal,
vol(a) < - vol(C*),

where C* € C is the minimum volume set that achieves coverage 1 — v over the dataset.
Problem 2.2.3 (Learning small confidence sets, population). Fiz a hypothesis class C, a
target miscoverage rate o € [0, 1], coverage slack factor § > 0, and approzimation factor

p>1.
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Let y1,...,Yn ~iiqa. P for an arbitrary distribution P over RY. The goal is to find a set

C €C such that C approzimately achieves the target coverage,
P (6 > >1—a—09,

and C is approximately volume optimal,
vol(C) < pu - vol(C*),

where C* € C is the minimum volume set that achieves coverage 1 — o over the P.
Remark 2.2.4. In the case that C has bounded VC-dimension, a guarantee for the empirical
problem (Problem 2.2.2) essentially immediately implies a guarantee for the population

problem (Problem 2.2.3) via uniform convergence. See the proof of Theorem 2.5.1 for details.

We discuss a few important aspects of this problem formulation.

Distribution-freeness. An important aspect of Problem 2.2.1 is that the data is an ar-
bitrary exchangeable sequence. This ensures that the user does not need to know anything
about the shape of the data distribution in order to get volume optimality guarantees. This
is especially important in our setting, where the values Y; are typically the errors of a black-
box model on datapoints. To address the setting of black-box models, we would like to avoid

distributional assumptions on the types of errors that are made.

Hypothesis class C. Unfortunately, Problem 2.2.1 is not statistically tractable when com-
peting against fully arbitrary prediction sets for arbitrary distributions. Informally, if one
only sees samples from P, it is impossible to know whether the distribution is discrete and

admits a prediction set of volume 0, or if the distribution is continuous and requires a predic-
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tion set of finite measure. The formal statement can be found in Theorem 3.2.2 in Chapter 3.

Thus to get a meaningful guarantee, we must restrict the problem in some way.

One option is to make parametric assumptions about the data distribution. This is unsatis-
factory, since a core principle of conformal prediction is to be distribution-free. A common
and important application of conformal methods is in uncertainty quantification, where the
size of the conformal set is taken to be a measure of the uncertainty in the distribution.
For such a measure to be meaningful, we would like that size of the conformal set is truly
a property of the distribution being spread, rather than misspecification of the parametric

model.

We take an alternate approach, where we constrain the form of the prediction sets, rather
than the distribution. Thus our guarantees give competitive guarantees against a specified
hypothesis class C, and avoid the issue of misspecification. This is similar to the setting of
distribution-free PAC learning. Similarly to the PAC case, we see that complexity of the
problem is now governed by the complexity of the hypothesis class of prediction sets, rather

than the complexity of the distribution or the black-box model.

Restricting the hypothesis class also allows us to explicitly constrain shapes of the prediction
sets to be interpretable, or otherwise convenient for downstream tasks. This avoids producing

prediction sets that achieve coverage but are difficult to describe or use downstream.

Unsupervised setting. The conformal prediction problem (Problem 2.1.1) is typically
stated in the supervised setting, where the goal is to predict some target y € ) from features
x € X. In the simplified statement of volume-optimal conformal prediction above (Prob-

lem 2.2.1), we have chosen to focus on the unsupervised case, where there are only targets

yey.
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The unsupervised setting can be thought of as a special case of the supervised setting,
where all of the datapoints have the same feature X, and the data captures the remaining
uncertainty in Y given X. Thus any supervised algorithm must also handle this case. To the
best of our knowledge, volume-optimality even in this simplified case has not been studied

prior to our work.

Lifting to supervised setting. Moreover, our results in the unsupervised setting can
translate to supervised methods. Most existing approaches for the supervised conformal
prediction problem go through a reduction to the unsupervised problem. A simple example
is to do unsupervised conformal prediction on the residuals S; = || f(X;) — Yi||. Then, a
prediction set for the S; and the value of X, ; naturally translate to a prediction set for

Y.

More generally, the standard paradigm for supervised conformal prediction is the score-
function abstraction, which uses a hand-designed score function to collapse the feature-label
pair (X;,Y;) € X x Y to a one-dimensional score S; € R. The conformal method can then
be seen as an unsupervised method run on the scores S;. We overview this strategy in

Section 2.4.

Another group of strategies, including distributional conformal prediction [Chernozhukov,
Wiithrich, and Zhu, 2021] and conformalized quantile regression [Romano, Patterson, and
Candes, 2019], use a black-box predictor for the distribution of Y| X, and apply unsupervised
methods to these distributions. In Section 3.3 in Chapter 3 we will see that the methods
that we design for the unsupervised setting can also be ported to the supervised setting in

this way.

Overall, volume optimality in the unsupervised setting is a fundamental problem that needs
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to be understood before considering the supervised setting. We will see examples of why this
problem is interesting in its own right, and how it can apply to the supervised setting. We
also note that there are many interesting questions left to explore related to the extension

to the supervised setting.

Previous work. The volume of the prediction set in conformal prediction is also sometimes
referred to as “efficiency” has been stated as an important consideration in many prior
works [see e.g., Shafer and Vovk, 2008, Vovk, Fedorova, Nouretdinov, and Gammerman,
2016, Angelopoulos and Bates, 2023]. However, most works that we are aware of do not
give theoretical guarantees of volume optimality, and mainly reason about volume control

through empirical evaluations.

Notable exceptions include the works of Lei, Robins, and Wasserman [2013] in the unsu-
pervised setting, Lei [2014], Vovk, Fedorova, Nouretdinov, and Gammerman [2016], Sadinle,
Lei, and Wasserman [2016] in the classification setting, Lei, Rinaldo, and Wasserman [2015]
for functional data and recent works of Izbicki, Shimizu, and Stern [2020a,b] and Kiyani,
Pappas, and Hassani [2024] in the regression setting. As summarized by Angelopoulos, Bar-
ber, and Bates [2025], a sufficient condition that leads to volume optimality of conformal
prediction is consistent estimation of the conditional density function of Y given X. This
is essentially the strategy adopted by previous work [Lei, Robins, and Wasserman, 2013,
Izbicki, Shimizu, and Stern, 2020a,b]. In comparison, our method, by incorporating a frame-
work of Chernozhukov, Wiithrich, and Zhu [2021], builds on the estimation of the conditional
CDF via a new conformity score computed by dynamic programming, and thus also works

in settings where good conditional density estimation is impossible or density does not even

!Some works also guarantee that the coverage is not much more than 1 — «, e.g.,
P (Yn+1 € G(Xnﬂ) | Xn+1) <1—a+o(1) to argue that the prediction set is not too big. However, small-

ness according to the measure of the Y; does not necessarily reflect a small volume (or Lebesgue measure)
for the set.
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Volume Optimality in
Conformal Prediction

(Chapter 2)
One-dimensional ngh dimensional
target variables target variables
(Chapter 3)
/ \ Euclidean balls Ellipsoids
Supervised Online conformal (Chapter 4) (Chapter 5)
(labeled) setting prediction

(Chapter 3) (Chapter 6)

Statistical limits
of learning
prediction sets
(Chapter 7)

Figure 2.1: Organization of chapters in Part I
exist.

To the best of our knowledge, all prior works that provide guarantees of volume optimality
require stronger distributional assumptions than exchangeability or even i.i.d.-ness of the
data. Our framework and results are the first to provide distribution-free volume optimality

guarantees.

2.3 Overview of Results

We provide an informal chart of the results and how they are related in Figure 2.1.

Meta-theorem for volume optimal conformal prediction. We begin in Section 2.5

by showing that how to reduce the problem of volume optimal conformal prediction (Prob-
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lem 2.2.1) to fitting a small prediction set on an arbitrary dataset (Problem 2.2.2). This
uses the standard analysis of split conformal prediction, which we overview in Section 2.4,
and uniform convergence of bounded VC-classes over exchangeable random variables (Sec-
tion 2.8). Many of the later results will focus efficient algorithms for this subroutine for

different hypothesis classes of prediction sets.

Volume optimality framework. In Chapter 3 we lay out the problem of volume-optimal
conformal prediction. In Theorem 3.2.2, we show that it is impossible to achieve volume op-
timality without some restriction on either the distribution of points or the prediction sets
that we compete with. We then define the notion of distribution-free restricted volume-
optimality in Section 3.2.3, which corresponds to Problem 2.2.1, and we observe that this
notion is statistically tractable for any hypothesis class C of prediction sets that has bounded
VC-dimension. As a proof of concept, we show that this problem is algorithmically tractable
in the one-dimensional setting J = R, where we compete with the concept class that is
a union of k intervals. This is done via a simple dynamic programming procedure (Theo-
rem 3.2.6). We show that our unsupervised notion of volume-optimality has some natural
consequences for the supervised setting, when the algorithm is given a black-box predictor
for the c.d.f. of the conditional distribution y | x, via the existing framework of distributional
conformal prediction (Theorem 3.3.3). Finally, we provide experiments to validate that our

new methods outperform the state-of-the-art for in many settings (Section 3.4).

High-dimensional setting. In Chapter 4 and Chapter 5 we design efficient algorithms
for the high-dimensional setting. Specifically, we compete with the hypothesis class of high-
dimensional balls and high-dimensional ellipsoids respectively. Since both of these classes
have bounded VC-dimension, these problems are statistically tractable via a simple procedure

that simply fits the smallest volume ball (resp. ellipsoid) that captures at least the target
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fraction of the data. However, computing these minimizers is algorithmically challenging.
For arbitrary data, this problem, both for balls and ellipsoids, is computationally intractable

(Theorem 4.6.1, Theorem 5.4.2).

For high-dimensional balls, we give a volume approximation of exp(5 (v/d)) by outputting a
confidence set in the shape of an ellipsoid (Theorem 4.1.1). We think of this as an analogue
of improper learning, and it allows us to sidestep strong computational hardness of the
corresponding proper learning problem of approximating the best ball with another ball. The

design and analysis of this algorithm goes through a novel connection to robust estimation.

For high-dimensional ellipsoids, we see that any volume-approximation captures the hard
problem of robust subspace recovery. Essentially, an algorithm that achieves a multiplicative
volume-approximation against the best prediction ellipsoid must be able to tell when a large
fraction of the dataset lies on a low-dimensional subspace (and therefore the dataset admits
a confidence ellipsoid of volume 0). We sidestep this issue by designing an ellipsoid that
competes with the minimum volume confidence ellipsoid with bounded condition number (or
aspect ratio) . This allows us to get volume approximations that have a mild dependence
on the parameter 8. In this setting, we are able to design bicriteria algorithms that trade off
the volume approximation factor with an approximation factor in the additional miscoverage
they incur (Theorem 5.2.7). The algorithm and analysis develop new insights into the rich

primal-dual structure of the minimum volume enclosing ellipsoid.

As a consequence of our method to find confidence ellipsoids, we are also able to develop an
algorithm for the robust subspace recovery problem for worst-case data in certain regimes.
This is the first guarantee for this problem that makes no distributional assumptions, to the

best of our knowledge.
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Online conformal prediction. Conformal prediction guarantees are usually given under
the assumption that the test data point Y,,;; and the calibration data Yj,... Y, are ex-
changeable. This is because the goal of conformal prediction is to design methods that can

be applicable to real data, which may not conform to strong distributional assumptions.

While exchangeability is a weaker notion than, say, requiring the data to be i.i.d., it still
imposes strong restrictions on the kinds of data that we can design methods for. For ex-
ample, exchangeability imposes that there can be no time-dependent distribution shift. To
address this limitation and provide methods that are truly distribution free, some works
have considered an online model for conformal prediction [Gibbs and Candes, 2021]. In this
model, the algorithm sees a stream of arbitrary datapoints Yi,...,Yr. On each day ¢, the
algorithm must output a prediction set C; before Y; is revealed. The goal of the algorithm
is to achieve coverage on average: that is, on close to a (1 — «) fraction of days, the point

should fall within the prediction set Y; € C}.

In Chapter 6, we initiate the study of the online conformal prediction problem with respect
to volume optimality. That is, we would like to achieve coverage on average, using prediction
sets that compete in volume with the smallest-volume fized prediction set that achieves the
target coverage over the points, in hindsight. We show that this problem admits very different
guarantees from the offline case of conformal prediction, and behaves quite differently from
the related problem of online learning. We show that the algorithms developed in past work
can be very inefficient with respect to volume, and design new methods that achieve optimal

tradeofls.

Statistical limits of learning prediction sets. In Chapter 3 we make the observation
that if a hypothesis class C of prediction sets has bounded VC-dimension, then that is

sufficient to ensure that we can learn (1 + €)-approximately volume-optimal prediction sets
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from C statistically efficiently (where the sample complexity grows with the VC-dimension).

Surprisingly, while this condition is sufficient, it is not necessary. In Chapter 7 we show that
the family of convex sets, which has unbounded VC-dimension, is still learnable in the sense

of learning volume-optimal prediction sets.

2.4 The Score-Function Abstraction

Here, we overview the score-function abstraction, one of the most common ways to design
conformal prediction algorithms. It is not necessary to understand this family of methods to
understand the results in this thesis. We provide this as a comparison point, to highlight the
advantages of the new methods that we design. This also serves to introduce split conformal

prediction, which we will use to design our volume optimal conformal prediction methods.

Split conformal prediction. The split conformal method (Algorithm 2.1) essentially
splits the data into a training set and a holdout set. On the training set, it learns a black-
box score function s : X x Y — R, which tries to capture the shape of the data. For
a particular x € X, one can think of the score function as ranking the values in ) by
how much that (X,Y’) pair “conforms” to the data distribution. The method will choose a

prediction set that favors Y € ) with low scores.

The split conformal method estimates the one-dimensional score distribution on the hold-
out data. For a particular feature X, 1, it will predict the set of Y that would result in

(Xn+1, Y1) having a score in the bottom (1 — «)-fraction of scores.

An advantage of this abstraction is that it provides a guarantee of coverage using only the
exchangeability of the (Xj,Y;) and no properties of the learned score function at all. The

proof of this is simple and elegant, but in the interest of concision, instead of repeating it here,
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Algorithm 2.1 Split Conformal Prediction

Require: Calibration data (X1,Y7),...,(X,, Y,) € X x ), test feature X, 11 € X

Ensure: Prediction set C' contains unknown Y,,;; with probability > (1 — «)

: Split data into training set and holdout set of size n/2 each

2: On training set: learn a score function s : X x Y — R

3: On holdout set: compute n/2 scores s(x1,41),...,5(Xn/2,Yn/2) of each of the points
(X;,Y;) in the holdout set

4: Take 7 to be the ((1 — a) + €)th quantile of the scores s(X;,Y;)

5: Predict

—_

C={Y el s(Xyp,Y) <7}

we refer the reader to Theorem 1.2 in this recent textbook on the theoretical foundations of

conformal prediction [Angelopoulos, Barber, and Bates, 2025].

A disadvantage of this framework is that this makes it hard to reason about the efficiency, i.e.,
prediction set size, of these methods. It is straightforward to see that the score threshold
7 (Algorithm 2.1, line 4) is the tightest threshold that achieves coverage, once the score
function is fixed. However, the prediction set C' C ) is found by inverting the score function

into ), so the prediction set size depends very heavily on the choice of the score function.

The score-function abstraction also arises in other paradigms of conformal prediction. For
example, in full-conformal prediction the goal is to be more sample-efficient by avoiding
splitting the data into training and holdout samples. In online conformal prediction, methods
like adaptive conformal inference [Gibbs and Candes, 2021] achieve coverage on average over
time by predicting sets that are thresholds of the score function. For a more in depth
overview of this abstraction and how it is used, we refer the reader to Angelopoulos, Barber,
and Bates [2025]. While they use score functions in different ways, most modern conformal
methods go through thresholding a black-box score-function that was designed by an expert

for a specific application domain.



INTRODUCTION TO VOLUME OPTIMALITY IN CONFORMAL PREDICTION 47

Disadvantages of the score function abstraction. The result of this is that choosing
the score function is one of the main concerns in the conformal prediction literature, and a
large body of work focuses on designing new score functions by hand, to allow for efficient

prediction sets on their domain of interest.

On the theoretical side, while the score function abstraction makes arguing about coverage
much easier, it is not clear that it is helpful abstraction when designing efficient prediction
sets. This is because it encodes the problem of designing potentially complicated high-
dimensional prediction sets into a one-dimensional score space. This can destroy the high-

dimensional structure that we want to take advantage of.

One can see the results in this thesis as designing new conformal methods that avoid the
score function abstraction, and directly argue about the )’ space, instead of the score space

R, to achieve volume optimality.

Nested set viewpoint. We can equivalently think of a score function as a nested family
of sets. These sets correspond to the sublevel sets of the score function, with the inner sets
corresponding to the low values of the score function and the outer sets corresponding to
the high values of the score function. This view was advocated by [Gupta, Kuchibhotla, and
Ramdas, 2022|, and we expand on this in Chapter 3. This perspective is helpful for us in
designing volume optimal conformal methods, as we can directly work with the sets that
the method outputs. From this viewpoint, one can alternately think of our results as a new

paradigm for learning score functions that ensures volume-optimality.
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2.5 Meta-theorem for Volume Optimal Conformal Pre-
diction

Using uniform convergence over classes of bounded VC-dimension exchangeable data, we
can use any subroutine that can find approximately volume optimal prediction sets on some
empirical dataset (Problem 2.2.2), to construct an approximately volume optimal conformal
prediction algorithm (Problem 2.2.1). We do this in the model of split conformal prediction.
Once we have this theorem, our results in Chapter 3, Chapter 4, and Chapter 5 focus on
designing the volume-approximation subroutine for different hypothesis classes C.
Theorem 2.5.1 (Conformal prediction from volume approximation). Let C be a set family
of bounded VC dimension over R:. Let Ac be a subroutine that takes a target miscoverage
rate o € [0,1], and a set of points Y = {Y1,...,Y,} € R and outputs a set C € C such that
C approzimately achieves the target coverage on the set,

Y NC|

n

Z l—a-— 5A7
and C is approximately volume-optimal on the set,

vol(C) < iy min vol(C),

cec:X0%>1 o
where the approrimation parameters d4 > 0 and pug > 1 are fived attributes of Ac.

Let Yy, ..., Y5, Yo, 1 be exchangeable data. We design a conformal method, that given data

Y1, ..., Ys,, outputs a prediction set Ce C, such that

e regardless of the number of samples n, C achieves coverage on Yo,.1 on average
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(marginal coverage)

PV €C| 21-a,
e With high probability 1 — poly(n), C ensures volume optimality

vol(C) < pua vol(CF, )

(1—a+2+54+5uc)

where C'(*1 15 the smallest volume set that achieves coverage 1 — o + % +

—at+E4+64+5uc)

d 4+ duc over the full set of data Yy, ..., Yoni1, and dyc = 6(\/VC(C)/n+ \/logn/n),

where 6() hides polylogarithmic factors in the VC-dimension of C, VC(C).
Remark 2.5.2 (Improper learning). The above guarantee also holds for improper learners.
That is, consider set families Ceompete C Ciearns Where VC(Ciearn) is bounded. Let A¢ be an
algorithm that achieves a volume approximation against sets in Ceompete by outputting sets
in Ciearn- Then the conformal algorithm will achieve coverage and volume optimality against
the class Ceompete; With coverage slack that depends on VC(Ciearn). We write the proof for
Ccompete = Clearn fOr ease of exposition, but the proof works essentially unchanged for the case

where one is a subset of the other.

Proof. Our method proceeds via split conformal prediction with the following score func-
tion. We use the first n samples Y7,...,Y,,, along with our subroutine A¢, to calculate an
approximately minimum volume set C that captures at least 1 — o/ — 4 probability mass
of the empirical samples, and achieves a p4 approximation factor in volume to the best set
that captures 1 — o fraction of the samples. Here o/ is a modified miscoverage parameter

that we will set later.

We then define the score function via a nested set family that are its level sets as in [Gupta,

Kuchibhotla, and Ramdas, 2022]. The nested set family contains C and the set Y — the entire



INTRODUCTION TO VOLUME OPTIMALITY IN CONFORMAL PREDICTION 50

domain that is guaranteed to achieve coverage 1. The set family may also have other subsets
and supersets of C that are chosen adaptively with respect to the samples Y7, ...,Y,. These
are not necessary for our theoretical guarantees, but can only improve the performance in

practice.

By the standard analysis of split conformal prediction [see e.g. Theorem 1.2 in Angelopoulos,
Barber, and Bates, 2025], we have that regardless of the score function, the split conformal
method guarantees marginal coverage over exchangeable data. That is, it outputs a predic-
tion set C such that

]P|:}/2n+1€é\i| >1—a.

Thus it only remains to show that approximate volume optimality holds with high probabil-

ity.

Let C be the prediction set found by the subroutine on data Yi,...,Y,, with parameter o/

which we will specify later. Let P, be the empirical distribution on Y7,... Y},

1 n

By the properties of the subroutine, we have that C achieves (approximate) coverage,
Pn(é) > 1—a’—d4 and C gives us a volume approximation guarantee vol(a) < g VOl(é(l_a/)),

where 5(1_a/) is the optimal set in our family C for the observed samples Yi,...,Y,,

5(1_a/) = argmin  vol(C).
CeC: P,(C)>1—o/



INTRODUCTION TO VOLUME OPTIMALITY IN CONFORMAL PREDICTION 51

Let Py,.1 denote the empirical distribution over the (realized) 2n + 1 exchangeable samples

2n+1
1

on + 1 221511-.

P2n+1 =

Then by Lemma 2.8.1 we have with probability at least 1 — poly(n) we

sup\Pn(C) —Pgn_;,_l(C)‘ S 52, (21)
ceC

where 0, = O( V/VC(C)/n + +/logn/n), where O(+) hides polylogarithmic factors in VC(C).

Conditioned on (2.1), we have that

Py1>1—a — 64— 09

Let C,

(1—art6,) D€ the smallest volume set that achieves coverage 1 — o’ 4 d, on the true

distribution, i.e.

Clicartsy) = argmin vol(C)
CeC:Pap41 (C)Zl—a/+52

Conditioned on (2.1), we have that
Pn(Caia/Jr(h)) Z 1-— Oél.

Thus, we have that C’(*l_a, 16y WAS 2 feasible choice for 5(1_a/), and we can establish the

volume bound

vol(C) < iy VOl(é(l—a’)) < pvol(Cli_arisy))-
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Now we must argue that the approximately volume optimal C survives the conformalizing

wrapper. Let P12, = %Zf:n +10y; be the empirical distribution on the calibration sam-

ples. Again applying uniform convergence we have that for d, = O (v/VC(C)/n++/logn/n),

with probability at least 1 — poly(n), we have

sup |P[n+172n](0) - P2n+1(0>| S (52
ceC

Conditioned on this, as well as (2.1), we have that
P[n+1,2n]<é\) >1- o — 01 — 209

Taking o/ = o — d4 — 265 — % ensures that the empirical coverage of C on the calibration
samples Y, .1, ..., Yy, will be at least 1—0z+%, and therefore the set output by split conformal
prediction will be either C or a subset of C. Thus, with total probability at least 1 —poly(n),

we have that the set output by split conformal prediction has volume at most

~

vol(C) < pra vol(Cfi_yr45,)) = 1A VOI(C’(*17Q+%+6A+352)).

Setting dyc = 30, establishes the claim. O

2.6 Connections to Other Algorithmic and Statistical
Problems

Learning small confidence sets (Problem 2.2.3) has implications in many statistical inference
tasks, ranging from estimation to hypothesis testing. We will summarize a few important

applications below.
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1. Conformal prediction. The main focus of this exposition has been on the application of
learning small confidence set (Problem 2.2.3) to conformal prediction (Problem 2.2.1).
In Theorem 2.5.1, we make this connection formal: a subroutine for finding volume
optimal confidence sets, from a family of bounded VC-dimension, on arbitrary datasets,

immediately implies a volume-efficient conformal predictor.

2. Robust estimation. Suppose C is a d-level confidence set with some & close to zero.
It was suggested by Sager [1978, 1979] that one can use some point in C as a mode
estimator. More generally, robust location and scatter estimation through learning
minimum volume sets is advocated by Rousseeuw [1984, 1985]. Specifically, Rousseeuw
first computes C as the minimum volume ellipsoid (MVEE), and then the center and
the shape of the O are used as a robust location estimator and a robust scatter matrix
estimator. Other applications of MVEE are discussed in [Van Aelst and Rousseeuw,

2009].

3. Testing unimodality. The original motivation of Hartigan [1987] in learning a minimum
volume convex set is to test whether a distribution is unimodal. The paper suggested
testing statistic sup, supgee Ex(C) that maximizes the excess mass functional (2.3).
The idea was further developed and generalized by Miiller and Sawitzki [1991], Polonik
[1995], Cheng and Hall [1998].

4. Anomaly detection. The problem of anomaly detection, also known as outlier or novelty
detection, aims to find a set that is not typical. Given a distribution D with density p,
its anomaly region is {y € R? : p(y) < t}, the complement of a density level set. Thus,
the problem is mathematically equivalent to learning a confidence set. We refer the
readers to [Chandola, Banerjee, and Kumar, 2009, Ruff, Kauffmann, Vandermeulen,

Montavon, Samek, Kloft, Dietterich, and Miiller, 2021] for comprehensive review of
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this area.

5. Goodness-of-fit. Consider a null hypothesis Hy : P = F,. Whether data is generated
from P, can be determined by the value of |P,(C) — Py (C)| for some set C' that is
informative. The idea of using minimum volume sets in the goodness-of-fit test was
considered by Polonik [1999]. In particular, let C, (resp. C,) be a (1 — a)-level

confidence set computed from P, (resp. Fp). The statistic
sup (1P(Ca) = Po(Ca)l + [Pa(Ca) = Po(Ca) )

was proposed and its asymptotic property was analyzed by Polonik [1999].

2.7 Prior and Related Algorithmic Approaches

The problem of learning minimum volume sets has a long history in statistical learning
and computer science. It also goes under the names of learning density level sets, anomaly
detection, or distribution support estimation in the literature. Learning algorithms that have

been studied in the literature can roughly be categorized into the following three classes.

1. Excess mass functional. The empirical version of our problem is
minvol(C) s.t. C € C and P,(C) > § — 7, (2.2)

where P, is the empirical distribution and = is some slack parameter [Scott and Nowak,
2005]. A more general objective function called the excess mass functional proposed

by Hartigan [1987] is defined by
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where the parameter A > 0 is determined by the confidence level. In fact, maximizing
the excess mass functional over C' € C is equivalent to Equation (2.2). This approach
has been well studied in the literature. The original work [Hartigan, 1987] considers
C being the collection of convex sets. The collection of ellipsoids is considered by
Nolan [1991]. Convergence rates of the maximizer of Equation (2.3) are investigated

by Tsybakov [1997] in a nonparametric setting for star-shaped sets and convex sets.

2. One-class classification. Another type of algorithms aim to learn a nonparametric
function f: R — R, and the the confidence set is taken as {y € R?: f(y) > 0}. This
approach was pioneered by Scholkopf, Platt, Shawe-Taylor, Smola, and Williamson

[2001] and they model the function f in a feature space by

fy) = sign (w"®(y) — p), (2.4)

where ® : R? — R¥ is some feature mapping. The parameters w and p are solutions

to the following optimization problem,
IR T
max — — P — . d(Y;) — i > 0, 2.5
max o flw]|” + ;:15 postw O(Yi) —p+¢E (2:5)

where ¢ € R" is a margin vector and A is determined by the confidence level. The
optimization (2.5) is known as the one-class support vector machine (SVM) in the
literature, which is equivalent to another optimization problem called support vector
data description (SVDD) [Tax and Duin, 2004] using some particular feature mapping.
Recasting learning minimum volume sets as solving classification is natural. The ex-
cess mass functional (2.3) already suggests that the problem is equivalent to testing
between two measures, empirical distribution against volume (uniform). Formally, this

connection was established by Steinwart, Hush, and Scovel [2005]. Unlike traditional
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classification, here all the data points are generated from the same distribution, which
leads to the name “one-class classification” in the literature. Compared with directly
learning confidence sets through (2.2) or (2.3), the one-class classification perspective
is more flexible, and can be easily combined with deep learning models [Ruff, Vander-

meulen, Goernitz, Deecke, Siddiqui, Binder, Miiller, and Kloft, 2018].

3. Density estimation plug-in. The population version of the excess mass functional is

P(C) — Avol(C'), which is maximized by the density level set

{y e R": p(y) > t},

by Neyman—Pearson lemma, since the density function p can be regarded as the like-
lihood ratio between P and volume |[Garcia, Kutalik, Cho, and Wolkenhauer, 2003].
Thus, it is natural to replace p by some density estimator p. The plug-in strategy has
been considered by Hyndman [1996], Park, Huang, and Ding [2010], Lei, Robins, and
Wasserman [2013] among others. Under certain nonparametric setting, the optimality

of the plug-in strategy can be proved [Rigollet and Vert, 2009].

2.8 Uniform Convergence of Bounded VC Classes over
Exchangeable Random Variables

We show that exchangeability suffices for standard uniform convergence bounds based on
VC dimension. While this is already known, we provide a proof for completeness. Most of
the results on learning confidence sets in this thesis go through uniform convergence, and

this shows that these reasults generalize from i.i.d. data to exchangeable data.

We will consider a domain X', and a hypothesis class H comprised of functions of the form
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h:X —{0,1}.

For the sake of completeness, we write this theorem in terms of classification error (0-1
error). This is only stronger than ensuring uniform convergence of coverage, which can be

thought of as the classification error with respect to all labels being 1.

Given a set of sample points {Si,...,Sr} where S; = (z;, ;) € X x {0,1} and a hypothesis

h € H, we consider the 0-1 loss,

(€A1, Seh) = 72 3 Ihls) il

For an exchangeable sequence of samples S = (S1,...,S7), we will overload notation and
define ¢(h,S) = {(h,{S,...,ST}).

Lemma 2.8.1 (Uniform Convergence for Exchangeable Sequences). Let H be a hypothesis
class of functions from a domain X to {0,1} of VC-dimension d. Let S = (S1,...,ST) be
drawn from an exchangeable distribution P = (P, ..., Pr), with S; = (x;,y;) € X x {0,1}.
Then there exists a universal constant C' such that for any fized setting of t <T,6 > 0, > 0

such that

dlog(d/e) + log(l/é))
g2 ’

tzC(

we have that with probability > 1— 0 over the randomness of S, for all h € H simultaneously,
g(ha S) —e < E(h7 {Sla SRR St}) < é(hv S) +e.

Remark 2.8.2 (Exchangeability vs. sampling with replacement). Note that the conclusion of
Lemma 2.8.1 is stated with respect to ¢(h,S) for the realized S and not with respect to the

expectation over the distribution Eg/.p [¢(h,S’)]. In general, these are not the same. This is
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the correct object to consider because we want to argue that a classifier trained on a prefix

of a sequence will generalize well to the suffix of the same sequence.

It is a fact that any finite sequence of exchangeable variables is expressible as a mixture of
urn sequences (i.e., sampling with replacement) [Diaconis and Freedman, 1980]. In the case

that P is an urn distribution, we have that
((h,S) = S/IEP [¢(h,S")] deterministically, for any S ~ P.

However, for a mixture, this may no longer be true. Take for example

p_ (0,...,0) wp. 3
(17 a]-> w.p 2

For any S ~ P, and any hypothesis h : X — {0,1}, we have that the loss of h on a prefix
of S is exactly the same as the loss of h on the full S. However, it is not the same as the

expected loss on P, which is always %

In some sense, when we think of S as one round of sampling with replacement, then there are
many samples, so we can learn about the distribution. However, if we think of S as drawn
from a mixture distribution, it is as though we only see one draw from the mixture, so we have
no hope of learning anything about it. However, our performance is only evaluated according
to the single shot, so from our perspective, we may as well condition on the component of

the mixture that S is drawn from, and treat it as sampling with replacement.

To prove Lemma 2.8.1, we follow the standard symmetrization argument for uniform con-
vergence bounds, with some extra care to make them work with exchangeability. We use the

following Hoeffding concentration bound for sampling with replacement.



INTRODUCTION TO VOLUME OPTIMALITY IN CONFORMAL PREDICTION 59

Lemma 2.8.3 (Hoeffding [1963], Serfling [1974]). Let Xy, ..., X, be a sequence of exchange-
able random variables sampled without replacement with X; € [0,1] and mean E[X;] = p.

Then we have the following upper tail bound
1 < )
]P’[ﬁ ;:1 X, — > A] §exp<—n)\ /2),

and we get an identical bound the lower tail.

We now proceed with the proof of Lemma 2.8.1.

Proof. Every finite length exchangeable distribution can be expressed as a mixture of urn
distributions (sampling without replacement) [Diaconis and Freedman, 1980]. Thus, to es-
tablish the lemma, we can condition on the mixture component of P that S is drawn from,

and assume without loss of generality that S is sampled without replacement.

From the projection property of exchangeable sequences, the subsequence S = (51, ... 5;) is
also exchangeable. The proof of uniform convergence follows the standard symmetrization

approach as given by Bousquet, Boucheron, and Lugosi [2004].

Let 8" = (57, ..., 5;) be an independent sample from the same urn distribution as (51, ..., S)

(i.e., §" is sampled without replacement from the elements in the realized S).

First from Hoeffding’s bound for sampling without replacement (Lemma 2.8.3), we have

P |0(h,S)—((h,S,) > A} < exp (—t/\2/2>, and P [z(h, S))—((h,S) > A] < exp (—tA2/2>.
(2.6)
We first prove the following claim through symmetrization. The claim allows us to relate

the error on one sample to the discrepancy between two independent samples from the
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distribution.

Claim 2.8.1. For any A > 0, such that t\* > 2,

P | sup £(h,S) — €(h,S,) > )\} <2P [sup Uh,S}) — U, S,) > \/2 (2.7)
heH heH

Proof. Let h* € ‘H be a hypothesis that achieves the supremum on the left side of (2.7). We
will lower bound the probability of the event on the right by showing that it is satisfied for
h*. For any h € H,

1 [E(h, S)) — ¢(h,S,) > A/Q} >1 [(E(h, S) = £(h,S)) > A) A (£(h,S) — £(h,S}) < A/Q)]

Note that (conditioned on the mixture component of the exchangeable distribution, i.e. the
multiset of values in S) S} is independent of S;. Taking expectation on both sides w.r.t. S},
P |¢(n,S)) — ¢(n,S,) > )\/2] > 1[((h,S) — £(h,S) > \] - P [é(h, S)) — ¢(h,S) > —A/2].

S St

(2.8)

The above inequality holds for any fixed hypothesis h € H, including any hA* that achieves the
supremum of the left side of (2.7). The event on the right does not depend on S;, and follows
by applying the Chebyshev inequality on the exchangeable sequence S} = (57, ...,S;). Hence
for any fixed hypothesis h (including h*)

Var[l(h, S})] < 1
A2 T 4tA?

P [e(h,S) — (1, S) < ~A/2] <

N —

The variance upper bound for ¢(h,S}) is due sampling with replacement. Substituting in
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(2.8) and taking expectation w.r.t. S;, we have

1
P [supah, S)) — (R, S,) > >\/2] > P [supl(h,S) — £(h,S,) > A] x .
heH St " hen 2

By rearranging terms, we get the claim. O

We now upper bound the right side of (2.7). For a fixed h € H, we have from (2.6)

P |¢(h,S)) — 6(h,S,) >

S¢,S,

| >

] <P [e(h, S)) — ((h,S) >

tA\2
f%xp(—s—ﬂ

| >~

| +® ) —ans) > 2]

Now we observe that for a given hypothesis h € H, ¢(h,S}) — ¢(h,S;) is an empirical sum
and only depends on the 2n samples Sy,...,5; 57, ...,5;. Hence the number of distinct

hypothesis that we need to union bound over is at most the shattering number N(2t,d) =

ijl (%). Hence

P [sup (1, 9) — (.8 > A] <2 B [sup ((1,8)) = (1.8, > 3
2
< 4N(2t,d) - exp ( - %) < 0,

for our choice of ¢t and A. This finishes the proof. n
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Chapter 3

The Volume Optimality Framework

This chapter is based on Volume Optimality in Conformal Prediction with Structured Predic-
tion Sets, which is joint work with Chao Gao, Liren Shan, and Aravindan Vijayaraghavan,
and appeared at the International Conference on Machine Learning (ICML) 2025 [Gao, Shan,

Srinivas, and Vijayaraghavan, 2025b)].

In this chapter, we study conformal prediction with volume optimality in both the unsu-
pervised setting and the supervised setting. We begin by formulating a new definition of

restricted volume optimality, which is tractable in a distribution-free sense.

For the one dimensional setting, where J = R, we achieve this definition with new confor-
mity score computed via dynamic programming. In the supervised setting, when consistent
estimation of the conditional CDF is available, we prove that the proposed method not
only achieves conditional coverage, but the output of prediction set also has approximate

conditional volume optimality with respect to the class of unions of k intervals.

Our method is especially suitable to settings where the data generating process is multi-
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modal or has a mixture structure. The numerical experiments show that the performance of
the method is quite insensitive to the choice of k, whenever it is not smaller than the number

of modes of the distribution.

3.1 Introduction

Conformal inference has emerged as a powerful black-box method for quantifying uncertainty
in model predictions, providing confidence sets or prediction sets that contain the true value
with a specified probability [Gammerman, Vovk, and Vapnik, 1998, Vovk, Gammerman, and
Shafer, 2005]. Recall the standard conformal prediction problem introduced in Chapter 2.
Problem 2.1.1 (Conformal prediction (marginal coverage)).

Let (X1,Y1),. .., (Xpns1, Yar1) € & X Y be exchangeable random variables. That is, the data

points (X;,Y;) are in uniformly random order (formally Definition 2.1.2).
A conformal predictor that achieves marginal coverage takes
e a target miscoverage rate a € (0, 1]

e a black-box model Y = f(X) to predict target variable Y € Y from feature variable
Xex,

e calibration data (X1,Y7),...,(X,,Ys), and
o the test feature X, 1,

and outputs a prediction set C'= C((X1,Y1), ..., (X, Yo), Xpy1) C Y such that

Yo €Cl>1—a. (MC)

(X1,Y1),5(Xng1,Yn+41)
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In addition, we would like the conformal predictor to be efficient, in that it outputs prediction

sets C' that are as small as possible.

The above definition assumes exchangeability of the random variables. We recall the defini-
tion of exchangeability.

Definition 2.1.2 (Exchangeability). A sequence (Z1,...,7Z,) is exchangeable if

(Zyyo s Z0) 2 (Zoys - - Zo(r),s

for all permutations o : [T] — [T, where L means they are equal in distribution.

Here the probability P refers to the joint distribution over all n 4+ 1 pairs of observations
(X1, Y1), ..., (X0, Vo), (Xni1, Y1) including the test sample (X411, Y,11). Unlike tradi-
tional approaches, conformal inference is distribution-free, relying only on the assumption of

exchangeability of the joint distribution PP over the (n + 1) samples.

While most conformal methods provide guarantees on coverage, they do not provide any
control on the size or volume of the prediction sets.” In fact, the choice of C (Xps1) =Y
also satisfies the coverage requirement. Consequently, the size of these sets is often vali-
dated empirically, without formal guarantees. This raises the important question of volume
optimality, which is the focus of this chapter:

Question 3.1.1 (Volume-optimal prediction sets). Given calibration samples (X1,Y1), ...,
(Xn,Yy) drawn ii.d. from a distribution P, can we find among all data-dependent sets
Cc Y satisfying the desired coverage requirement for (X,i1,Yni1) ~ P, the one with the

~ ~

smallest volume, as quantified by the Lebesgue measure vol(C) = A(C)?

The volume of the prediction set in conformal prediction is also referred to as “efficiency” has

! Although conformal prediction ensures that the coverage probability does not exceed 1 — a + 1/n, it
does not prevent overly conservative predictions.
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been stated as an important consideration in many prior works [see e.g., Shafer and Vovk,
2008, Vovk, Fedorova, Nouretdinov, and Gammerman, 2016, Angelopoulos, Barber, and
Bates, 2025]. However, most works that we are aware of do not give theoretical guarantees of

volume optimality, and mainly reason about volume control through empirical evaluations.?

Notable exceptions include the works of Lei, Robins, and Wasserman [2013] in the unsu-
pervised setting, Lei [2014], Vovk, Fedorova, Nouretdinov, and Gammerman [2016], Sadinle,
Lei, and Wasserman [2016] in the classification setting, Lei, Rinaldo, and Wasserman [2015]
for functional data and recent works of Izbicki, Shimizu, and Stern [2020a,b] and Kiyani,
Pappas, and Hassani [2024] in the regression setting. As summarized by Angelopoulos, Bar-
ber, and Bates [2025], a sufficient condition that leads to volume optimality of conformal
prediction is consistent estimation of the conditional density function of Y given X. This
is essentially the strategy adopted by previous work [Lei, Robins, and Wasserman, 2013,
Izbicki, Shimizu, and Stern, 2020a,b]. In comparison, our method, by incorporating a frame-
work of Chernozhukov, Wiithrich, and Zhu [2021], builds on the estimation of the conditional
CDF via a new conformity score computed by dynamic programming, and thus also works
in settings where good conditional density estimation is impossible or density does not even

exist.

3.1.1 Results in Chapter 3

An Impossibility Result. We first prove an impossibility result in a one-dimensional
setting where any distribution-free method that satisfies the coverage requirement can only

find a trivial solution whose volume is sub-optimal. See Theorem 3.2.2 for a formal statement.

2Some works also guarantee that the coverage is not much more than 1 — «, e.g.,
P (Yn+1 € C(Xns1) |Xn+1) < 1—a+o(l) to argue that the prediction set is not too big. However,

smallness according to the measure P does not necessarily reflect a small volume (or Lebesgue measure) for
the set.
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This result provides an explanation for the lack of such volume-optimality guarantees in the
conformal prediction literature, and also motivates our new notion of volume-optimality that

we introduce in this work.

Structured Prediction Sets and Restricted Volume Optimality. Motivated by the
impossibility result, our goal is to find a prediction set C € ¢ c 2¥ whose volume is

competitive with the optimum volume of any set in the family C as given by
OPT¢(P1—a) = énfc {vol(C): P(C)>1—a}. (3.1)
S

As long as C has bounded VC-dimension, for any distribution P we can obtain good empirical
estimates of the probability measure of any set C' € C via a standard uniform concentration
inequality, which allows us to overcome the impossibility result in Theorem 3.2.2. In the rest
of the chapter, we focus on the setting when )) = R and C = C; which is the collection of

unions of k intervals.

Conformalized Dynamic Programming. Equipped with our new notion of volume op-
timality, we propose a new conformity score function for JV = R based on dynamic program-
ming. The proposed method is shown to not only achieve approximate conditional coverage
as in Chernozhukov, Wiithrich, and Zhu [2021] and Romano, Patterson, and Candes [2019],
but also conditional volume optimality with respect to unions of k intervals, as long as a rea-
sonable estimator of the conditional CDF is available. Our method of learning a predictive
set via CDF can be regarded an extension of the framework of Izbicki, Shimizu, and Stern

[2020a], Chernozhukov, Wiithrich, and Zhu [2021].
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3.2 Unsupervised Setting

3.2.1 Approximate Volume Optimality

Suppose Y1,...,Y,, Y, 1 are independently drawn from a distribution P on R. The goal is
to predict Y, based on the first n samples Yi,...,Y,,. To be specific, we would like to

construct a data-dependent set C' = C (Y7,...,Y,) such that
P(Y,1 €C)>1—a. (3.2)

Among all data-dependent sets that satisfy (3.2), our goal is to find the one with the smallest
volume, quantified by the Lebesgue measure vol(C) = A(C). When the distribution P is
known, one can directly minimize A(C'), subject to P(C') > 1 — « without even using the

data. In particular, when P < A, an optimal solution is given by the density level set

dP
Oopt = {ﬁ >t} UD,

for some ¢ > 0 and D is some subset of {dP/d\ = t}.

In general, P may not be absolutely continuous and the density need not exist. Nonetheless,

we can still define the optimal volume by
OPT(P,1 — «a) = inf{vol(C) : P(C) > 1 — a}.

Note that without any assumption on P, the above optimization problem may not have
a unique solution. Moreover, it is possible that the infimum cannot be achieved by any
measurable set. Therefore, a natural relaxation is to consider approximate volume optimality.

Problem 3.2.1 (Approximate Volume-Optimal Conformal Prediction). For an arbitrary
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distribution P over Y, a target miscoverage rate o € [0,1), and a parameter € > 0, ap-
proximately volume-optimal conformal method sees n i.i.d. samples from P Yi,...,Y,, and

outputs a prediction set C' that

(1) achieves coverage,

P[C]>1 - a. (3.3)
(2) achieves volume optimality,
vol(C) < OPT(P,1 — a+¢), (3.4)

where

OPT(P,1 — ) :=inf{vol(C) : P(C) > 1 — a}.

The notion of volume optimality defined in Problem 3.2.1 is quite different from those con-
sidered in the literature. A popular quantity that has already been studied is the volume
of set difference vol <6A00pt) [Lei, Robins, and Wasserman, 2013, Izbicki, Shimizu, and
Stern, 2020a, Chernozhukov, Wiithrich, and Zhu, 2021]. However, this much stronger notion
requires that the optimal solution C,, must not only exist but also be unique. Usually
additional assumptions need to be imposed in the neighborhood of the boundary of Co in
order that the set difference vanishes in the large sample limit. In comparison, the definition
(3.4) only requires the volume to be controlled, which can be achieved even if C is not close
to Copt, or when Cop does not even exist. Indeed, from a practical point of view, any set
with coverage and volume control would serve the purpose of valid prediction. Insisting the
closeness to a questionable target C,p, comes at the cost of unnecessary assumptions on the

data generating process.
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Another notion considered in the literature is close to our formulation Problem 3.2.1. Instead
of relaxing the coverage probability level from 1—« to 1—a+-¢, one can consider the following

approximate volume optimality,

~

vol(C) < OPT(P,1 — a) +¢. (3.5)

Results of interval length optimality in the sense of (3.5) have been studied by Chernozhukov,
Wiithrich, and Zhu [2021], Kiyani, Pappas, and Hassani [2024]. However, the ¢ in (3.5) is
usually proportional to the scale of the distribution P, or may depend on P in some other
ways. In comparison, the £ in Problem 3.2.1 has the unit of probability, and as we will
show later, can be made independent of the distribution P, which leads to more natural and

cleaner theoretical results with fewer assumptions.

3.2.2 Impossibility of Distribution-Free Volume Optimality

It is known that conformal prediction achieves the coverage property (3.3) in a distribution-
free sense, meaning that (3.3) holds uniformly for all distributions P. One naturally hopes
that the approximate volume optimality (3.4) can also be established in a distribution-free
way. Perhaps not surprisingly, this goal is too ambitious. The theorem below rigorously
proves the impossibility of the task. The detailed proof is deferred to Section B.3.1.

Theorem 3.2.2. Consider observations Y1, Ys, ..., Y., Y1 sampled i.i.d. from a distribu-
tion P on R. Suppose C = a(Yl, -, Y,) satisfies P(Y,41 € 6) > 1 — « for all distribution
P. Then, for any ¢ € (0,«), there exists some distribution P on R, such that the expected

volume of the prediction set is at least

Evol(C) > OPT(P,1—a +¢).
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The above impossibility result can be regarded as a consequence of a nonparametric testing

lower bound. Consider the following hypothesis testing problem,

H()I P:P()

Hi: Pe{P:TV(P,P)>1-4}.

It is well known that a testing procedure with both vanishing Type-1 and Type-2 errors does
not exist without further constraining the alternative hypothesis, even when ¢ is arbitrarily
close to 0 [LeCam and Schwartz, 1960, Barron, 1989]. In the setting of distribution-free infer-
ence with simultaneous coverage and volume guarantees, two different probability measures
naturally arise. The coverage guarantee is defined with respect to the joint distribution P"*!,
which governs the full dataset of n training samples and one test point. In contrast, the ex-
pected volume of the prediction set is measured under the product distribution P*® \, where
P™ represents the joint distribution of n training samples. When restricting the support of
P to the unit interval [0, 1], A becomes the uniform probability, and thus both P"*! and
P"™ ® X are probability distributions. It turns out achieving approximate volume optimality

is related to hypothesis testing between P"™! and P ® A\ with total variation separation.

3.2.3 Distribution-Free Restricted Volume Optimality

The impossibility result implies a volume lower bound OPT(P, 1 —a+¢), where the coverage
level 1 — v 4 ¢ can be arbitrarily close to 1. This means that, at least in the worst case, the

volume cannot be smaller than that of the support of P.

To avoid this impossibility, we introduce restricted volume optimality (restated from Chap-
ter 2).

Problem 2.2.1 (C-Restricted Volume-Optimal Conformal Prediction). Let C be a hypothesis
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class of prediction sets over Y = R%, and let P be an arbitrary distribution over R?.

For a volume-approzimation factor u > 1 and a coverage slack factor e > 0, A conformal

predictor satisfying C-restricted volume optimality, takes
e « target miscoverage rate a € (0,1], and
e n samples Yy, ...,Y, that are exchangeable with an unseen test example Y, 1

and outputs a prediction set C' = C(Yy,...,Y,) C R? such that C achieves coverage,
P(C)>1-a. (cov)
and, with high probability, C' is approzimately volume-optimal,
vol(C) < - OPTe (P, 1 — a+¢), (VO)

where

OPT¢(P,1 — «) :=inf{vol(C) : C € C, P(C) > 1 — a}.

In this chapter, we focus on the setting where ) = R. In this setting, a natural class of

prediction sets is the set of unions of k£ intervals, which we denote Cy,

k
Ck = {S . U[Ui,?]i], (% S v; € R} .

i=1

We give efficient algorithms that are able to achieve volume approximation factor u = 1 for
this class of prediction sets.
Remark 3.2.3. We remark that we are still in a distribution-free setting, since no assumption

is imposed on P. Instead, the restriction only constrains the shape of the prediction set. From
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a practical point of view, it is reasonable to require that Ce Ck, since a more complicated
prediction set would be hard to interpret. Moreover, as long as P admits a density function

with at most k£ modes, the two notions match,
OPT¢, (P, 1 —a) =OPT(P,1— a).
More generally, it can be shown that
OPT¢, (P, 1 —a) <OPT(P,1—a+e¢),

for some ¢ € (0, @), whenever P can be approximated by a distribution with at most & modes.
This, in particular, includes the situation where the density of P can be well estimated by a

kernel density estimator. A rigorous statement is given in Appendix B.2.

Given the observations Y7, --- .Y, we define the empirical distribution P, = % Yoy 0y, To

achieve restricted volume optimality, one can use

C = argmin {vol(C) : P,(C) > 1 —a}. (3.6)
CeCy,

According to its definition, the prediction set (3.6) satisfies both P, (C)) > 1—a and vol(C) =

OPTy(P,,1 — «). The coverage and volume guarantees under P can be obtained via

sup |P,(C) — P(C)| = Op (\/VC(C) /n> , (3.7)

CeCy

with VC(C) = O(k). Therefore, approximate optimality can be achieved by (3.6) whenever
(3.7) holds.

In particular, for general prediction set families C, this means that bounded VC dimension of
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C is sufficient to achieve a volume approximation of y = 1 statistically efficiently. However,
different choices of C may or may not admit computationally efficient algorithms to achieve

small volume approximations.

For C = Cy, a naive exhaustive search to find (3.6) requires exponential computational time.
We show that an efficient dynamic programming algorithm (Algorithm 3.1) can solve (3.6)
approximately with some additional slack v € [1/n, «), which controls the trade-off between

volume approximation accuracy and the computational complexity.

The dynamic programming table DP(i, j,[) stores the minimum volume of i intervals that
cover lyn points in Y(yy,...,Y(; and the right endpoint of the rightmost interval is at Y{;,
where Y(yy,...,Y(,) are training data points Y7,...,Y, sorted in non-decreasing order. For
each state in DP table, we enumerate all possible left endpoint of the rightmost interval and
the right endpoint of the previous interval (if it exists). After filling the table, a standard

backtracking procedure is used to construct the final prediction set C*Dp.

Theoretical guarantees of Algorithm 3.1 are given in the following proposition.
Proposition 3.2.4. For any~ € [1/n,«a), Algorithm 3.1 computes a prediction set Chp € Cy,

by dynamic programming with time complexity O(n3k/~) such that
1. ]P)n(aDp> Z 1— (6%
2. vol(Cpp) < OPT4(P,, 1 — a + 7).

Together with (3.7), the coverage and volume guarantees of the dynamic programming can

also be generalized from P, to P.
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Algorithm 3.1 Dynamic Programming Solving (3.6)

Require: data points Yi,...,Y, € R, coverage level 1 — « € (0,1) and slack v € (0, a),
number of intervals k
Ensure: £k intervals that cover [(1 — a)n| points with minimum volume
1: Sort data in non-decreasing order Y(;) < --- <Yy,
2: Set DP(4,j,1) = oo for all i € [k],5 € [n],l € [1/7]
3 fori=1tok,j=1ton,l=1to[1/y] do
4 for j/ =i to j do
5: for j"=i—1toj —1do
6: Set I'=1—[(j —j +1)/(yn)]
7: if ' <0and i=1 then
g DP(i,j,1) = min{DP(i. j. ), Yy — Yiy}
9

: end if
10: if DP(i — 1,5",1') # oo then
11: DP(i, j,1) = min{DP(i, j,1),Y;) — Y + DP(i — 1, 5",1")}
12: end if
13: end for
14: end for
15: end for

16: Find the minimum volume among all DP(k, j, [(1—«)/7]) for j = 1,...,n and backtrack
to construct theAprediction set Cpp.
17: Return the set Cpp.

3.2.4 Conformalizing Dynamic Programming

Having understood the generalization ability of dynamic programming, we are ready to
conformalize the procedure to achieve a finite-sample coverage property. For simplicity, we
will adopt the framework of split conformal prediction, though in principle full conformal

prediction can also be applied here.

In the split conformal predicition framework, the data set is split into two halves. The first
half is used to compute a conformity score, and the second half determines the quantile level.
For convenience of notation, let us assume, from now on, that the sample size is 2n. The

split conformal procedure is outlined below.

1. Compute a score function ¢(-) using Y3, -, Y.
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2. Evaluate ¢(Y,11), - ,q(Ysn), and order them as ¢; < --- < g,

3. Output the prediction set

C={y:4¥) > qina }- (3.8)

By the exchangeability of Y, .1, -, Ys,, Yo,.1, the prediction set C satisfies
P (Va1 €C) 210,

where the above probability is over the randomness of (Y;,---,Y,,), that of (Y11, -+, Yan),

and that of Ya, 1.

To conformalize the dynamic programming that approximately computes (3.6), we will first
compute a nested system S; C --- C S, C R using the data Y7, --- ,Y,. The nested system
is required to satisfy the following assumption.

Assumption 3.2.5. The sets S; C --- C S,, C R are measurable with respect to the o-field
generated by Yy,---,Y,. Moreover, for some positive integer k, some o € (0,1) and some

8,7 such that 36 + v +n~' < «a, we have
1. P,(S;) = L and S; € Cy, for all j € [m].

2. There ezists some j* € [m], such that
P.(Sj+) >1—a+n"143d and
vol(Sj+) < OPTy(Py, 1 — o+ L +35 4 7).

Here, P, denotes the empirical distribution %Z?:l dy, of the first half of the data.

To construct a nested system {S;};cm that satisfies the above assumption, one only needs
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to make sure that there exists one subset Sj- in the system that is computed by the dynamic
programming (Algorithm 3.1) with confidence level 1 — o + n~! + 36 and slack parameter
7. The rest of the sets in the system can be constructed just to satisfy P,(S;) = £
In Section 3.4.1, we will present a greedy expansion/contraction algorithm that satisfies

Assumption 3.2.5.

With a nested system {S;};cpm satisfying Assumption 3.2.5, we can define the conformity

score as
m

qly) =D Ny e S} (3.9)

j=1

The equivalence between nested system and conformity score was advocated by Gupta,
Kuchibhotla, and Ramdas [2022]. Intuitively, ¢(y) quantifies the depth of the location y.
A higher score implies that y is covered by more sets in the nested system, and thus the
location should be more likely to be included in the prediction set. Applying the standard
split conformal framework, our prediction set based on conformalized dynamic programming
is defined by (3.8) with the conformity score (3.9).

Theorem 3.2.6 (Unsupervised volume optimal conformal prediction). Consider exchange-
able observations Yi,...,Yo,, Yoni1 on R. Let acp_[)p be the split conformal prediction set
(with training and calibration samples Y1, . .., Ya, ) defined by the score (3.9) based on a nested

system {S;}jemm) satisfying Assumption 3.2.5. Suppose the parameter § in Assumption 3.2.5
satisfies 6 > \/Hl%. Then the following properties hold.

1. Coverage:

P <Y2n+1 € 60P-DP> >1-a.
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2. Restricted volume optimality:
~ 1
vol(Cep_pp) < OPTY (P, l—a+—4+6+ 7) ,
n

with probability at least 1 — poly(n).

We emphasize that Theorem 3.2.6 guarantees both distribution-free coverage and distribution-
free volume optimality properties. In practice, k can be chosen to be a constant for pre-

diction interpretability. By setting v = O (\ / k’%)? the volume sub-optimality is at most
Li45+y=0 (,/10%).

Proof. Direct application of our meta-theorem for volume optimal conformal prediction,

Theorem 2.5.1, using the dynamic programming procedure as a subroutine. O

3.3 Swupervised Setting

3.3.1 Problem Setting

In this section, we consider conformal prediction with labeled data. Suppose data points
(X1, Y1),y (Xon, Yon),(Xona1, Yons1) are i.i.d. drawn from a distribution P on X' x ) with
Y = R. Using the first 2n samples, our goal is to compute a prediction set C (x) for each

r € X. We will study the following properties for the prediction set.

1. Marginal Coverage:
P (Yans1 € C(Xoni)) 21— 0,

where the probability P is jointly over all 2n + 1 pairs of observations.
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2. Conditional Coverage:
P <}/2n+1 S a(Xgn_H) | X2n+1> >1—a, (310)

with high probability.

It is well known that the conditional coverage property cannot be achieved without additional
assumptions on P [Vovk, 2012, Lei and Wasserman, 2014, Foygel Barber, Candes, Ramdas,

and Tibshirani, 2021]. Therefore, some form of relaxation of (3.10) is necessary.

In addition to the coverage properties listed above, we will also extend the notion of restricted
volume optimality (VO) from the unsupervised setting to the supervised setting. Define the
conditional CDF by

Flylz) =P (Y11 <y | Xop1=12).

The conditional restricted optimal volume is given by
OPTy (F(- | x),1 — )
= inf{vol(C) ; / dF(- | x) > 1—04,CECk}.
c
With this definition, we can list the following volume requirement.

3. Conditional Restricted Volume Optimality:

~

VOl(C(XQ,H_l))

< OPTy(F(|Xons1), 1 —a+e), (3.11)

with high probability, for some ¢ € (0, @).
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Similar to the conditional coverage property (3.10), the conditional restricted volume opti-
mality (3.11) is only required for a typical value of the design point. We will show that based
on an extension of distributional conformal prediction [Chernozhukov, Wiithrich, and Zhu,

2021], these two properties can be achieved under the same assumption.

3.3.2 Distributional Conformal Prediction

Conformal prediction based on estimating the conditional CDF has been considered inde-
pendently by [Izbicki, Shimizu, and Stern, 2020a, Chernozhukov, Wiithrich, and Zhu, 2021].
We will briefly review the version by Chernozhukov, Wiithrich, and Zhu [2021], and then
extend it to serve our purpose. Suppose F (y | x) is an estimator of the conditional CDF,
which is computed from the first half of the data (Xi,Y1),--,(X,,Y,). The prediction set

proposed by Chernozhukov et al. [2021] is

aDCP(XQn-H) = {y eR:

—~ 1 Y
F(y|X2n+1)_§‘ St},

where t is an appropriate quantile of

1

) F\(}/Qn|X2n)__‘}

~ 1
{'F(Yn-H | Xn-i—l) - 5 ) 9

Since aDCP(X2n+1) is in the form of split conformal prediction, the marginal coverage prop-
erty is automatically satisfied. When F(y | z) is close to F(y | x) in some appropriate sense,
it was proved by Chernozhukov et al. [2021] that asymptotic conditional coverage also holds.
However, in general, 6DCP(X2n+1) is not optimal in terms of its volume. A modification was
also proposed in Chernozhukov et al. [2021] to achieve volume optimality within the class
of intervals. Though not explicitly stated in Chernozhukov et al. [2021], we believe that the

DCP procedure essentially achieves (3.11) for £k = 1. Our goal is to achieve the conditional
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restricted volume optimality for a general k by combining the ideas of DCP and dynamic

programming (DP).

3.3.3 DCP meets DP

To achieve (3.11) for a general k, we will modify the DCP procedure by considering a different
conformity score that generalizes (3.9) to the supervised setting. Recall that F(y | z) is
an estimator of the conditional CDF, and it is computed from the first half of the data
(X1,Y1),- -+, (X,,Y,). Our first step is to construct a nested system for each z € X. To
be specific, for each x € X, we will construct a collection of sets {.S;(x)};cim based on the
function F(- | #). The requirement of the nested system is summarized as the following
assumption.

Assumption 3.3.1. The sets Si(x) C --- C Spu(z) C R are measurable with respect to the
o-field generated by F(- | z). Moreover, for some positive integer k, some a € (0,1) and

some 8,7 such that 36 +~v +n~! < «, we have
1 fy iy dF( | 2) = £ and S; € C for all j € [m].

2. There exists some j* € [m|, such that
/ dF(-|z) >1—a+n"'+36
Sj*(:r)

and vol(S;-) < OPT,(F(- | 2),1 —a+ 1 4+ 35 + 7).

The construction of nested systems satisfying Assumption 3.3.1 is similar to that in the unsu-
pervised setting. That is, one can apply dynamic programming (Algorithm 3.1) and obtain
Sj«(x), and the rest of the sets can be constructed via the greedy expansion/contraction

procedure described in Section 3.4.1 to satisfy |, S:(z) dF(- | z) = L. The main difference here
J
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is that Algorithm 3.1 is directly applied to the data in the unsupervised setting, while we
only have access to F (+ | «) in the supervised setting. This issue can be easily addressed by
computing quantiles Y;(z), -+, Yz (x) from ]3( | ) on a grid, and then apply Algorithm 3.1
with Y3 (), -+, Yz (2) as input. Indeed, since the distance between F(- | z) and F(- | z) can
be controlled by the size of the grid with F(y | z) = + S I{Yi(z) <y}, Assumption 3.3.2,
which will be stated later in Section 3.3.4, is also satisfied by ﬁ(y | ) (with a slightly larger

value of §) by the triangle inequality.

The computational cost of constructing {S;(x)};epm for a single € X is O(L?k /7). Note
that there is no need to repeat the construction for each individual x € X. Since the split
conformal framework only requires evaluating the conformity score at

(X1, Yos1), - 5 (Xon, Yan), (Xont1,y), it is sufficient to compute {S;(X;)}jem) for i =n +

1,---,2n + 1, which leads to the total computational cost O(nL3k/7).

With nested systems satisfying Assumption 3.3.1, the conformity score in the supervised

setting is defined as
m

q(y.x) =Y Iy € (=)}

j=1

Let g1 < --- < g, be the order statistics computed from the set

{Q(Xn—l-l; Yn—l—l); e 7Q<X2n7 }/2n)} .

The prediction set for Y5, is constructed as

Cpep-pp(Xont1) = {?J (Y, Xong1) > QI_(n—l—l)aJ}-
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3.3.4 Theoretical Guarantees

We will show in this section that aDCP_DP(Xgn_H) satisfies marginal coverage. Moreover,
when F (y | x) is close to F(y | x) in some appropriate sense, it also satisfies approximate
conditional coverage and conditional restricted volume optimality. Given two CDFs F and

F, we define the (k,c0) norm of the difference by

/dﬁ—/dF‘.
C C

Assumption 3.3.2. The estimated conditional CDF F(y | x) satisfies

|F = Fllgoo = sup
CeCy,

P (IBC | Xanir) = F- | Xont) koo < 0) 210

where § takes the same value as the one in Assumption 3.3.1.

The theoretical properties of aDcp_Dp(XgnH) are given by the theorem below.

Theorem 3.3.3. Consider i.i.d. observations (X1,Y1), ..., (Xon, Yan), (Xont1, Yoni1) gen-

erated by some distribution P on X x R. The conformal prediction set 6DCP_DP(X27H_1)

is computed from nested systems {S;(-)};em) and F(- | -) satisfying Assumption 3.3.1 and

log(2v/n)
e

Assumption 3.3.2. Suppose the parameter § in the two assumptions satisfies 6> >

Then the following properties hold.

1. Marginal coverage,

P (YQn+1 € CDCP—DP(X2n+1)> >1—a.
2. Approximate conditional coverage,

P <an+1 € aD(JP—DP(XQn+1)|X2n+1> >1—a— 30,
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with probability at least 1 — .

3. Conditional restricted volume optimality,

vol (aDCPfDP (X2n+1)>

1

with probability at least 1 — 26.

Note that the marginal coverage does not depend on 9, which reflects the estimation error
of the conditional CDF in Assumption 3.3.2. Therefore, the marginal coverage guarantee
always holds and does not rely on Assumption 3.3.2. Theorem 3.3.3 can be regarded as a
generalization of Theorem 3.2.6. Indeed, when F'(- | ) does not depend on z and F (+]x) is
defined as the empirical CDF of Y7, ...,Y,,, Theorem 3.3.3 recovers Theorem 3.2.6. Moreover,
since the volume optimality is over all sets that are unions of k intervals, it also covers the
length optimality of intervals considered by Chernozhukov, Wiithrich, and Zhu [2021]. The
case k > 2 will be important if the conditional density of Y given X has multiple modes;

Gaussian mixture is a leading example.

3.4 Numerical Experiments

We complement our theoretical guarantees with an evaluation of our methods for both the

unsupervised setting of Section 3.2 and the supervised setting of Section 3.3.

3.4.1 Construction of Nested Systems

We first describe a procedure that generates a nested system {.S;};jc[m that satisfies Assump-

tion 3.2.5. The construction involves the following steps:
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1. Generate S;= by Dynamic Programming. For j* = [(1 —a+n~' 4 30)m], we generate

Sj» by applying Algorithm 3.1 with coverage level 1 — j*/m and slack v = 1/m.

2. Generate Sj=41,...,S5m by Greedy Ezpansion. For each j > j*, we iteratively identify
the closest uncovered data point to the boundary of the current k intervals and expand
the nearest interval to cover it. Once the intervals cover [jn/m] data points, we define

the union as S; and move on to the construction of S ;.

3. Generate Sy,...,S;+—1 by Greedy Contraction. For each j < j*, we iteratively remove
a boundary point of the current k intervals that results in the maximum volume reduc-
tion. Once the intervals after contraction cover exactly [jn/m| data points, we define

the union as S; and move on to the construction of S;_;.

In the supervised setting, the above procedure will be applied to quantiles Y (x), ..., Y, (z)

computed from ﬁ( | z) with L =m for all z € {X,,11,..., Xons1}

3.4.2 Comparison in Unsupervised Settings

The algorithm in Section 3.2 is compared against the method based on kernel density es-
timation due to Lei, Robins, and Wasserman [2013] and evaluated on several different dis-
tributions. Though the original conformalized KDE was proposed in the full conformal
framework, we will consider its split conformal version for a direct comparison. We believe
the comparison between the full conformal versions of the two methods will lead to the same
conclusion. For the conformalized DP method, the conformity score is constructed based
on the nested system described in Section 3.4.1 with m = 50 and 0 = \/m.

The conformalized KDE is also in the form of (3.8), with the conformity score given by

qkpE(z) = nip Yo K (y_le), where K (-) is the standard Gaussian kernel and p is the band-

width parameter. Both methods involve a single tuning parameter, k for conformalized DP
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and p for conformalized KDE.
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(a) The histogram of the dataset and the pre-
diction set given by conformalized DP with
k= 3 intervals (The first interval is at
[—6.03,—5.97].). The volume of the prediction
sets is 3.1438.
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(c) Volumes of prediction sets by conformalized
DP is not sensitive to the choice of k.

Figure 3.1:
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(b) The kernel density estimation with band-
width p = 0.5 and the prediction set given by
conformalized KDE [Lei, Robins, and Wasser-
man, 2013]. The volume of the prediction sets
is 4.4775.
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(d) Volumes of prediction sets by conformalized
KDE is highly densitive to the choice of p.

Conformal prediction sets on the mixture of Gaussians data from P =

$N(—6,0.0001)+3N(0,1)+1N(8,0.25). The coverage probability is 80%. The theoretically

optimal volume is 3.0178.

Figure 3.1 summarizes the results using data generated from a mixture of Gaussians

$N(—6,0.0001) + +N(0,1) + $N(8,0.25). Additional experiments on other distributions

including standard Gaussian, censored Gaussian and ReLU-transformed Gaussian are pre-

sented in Appendix B.1.
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3.4.3 Comparison in Supervised Settings

The algorithms for the supervised setting are compared against conformalized quantile re-
gression (CQR) [Romano, Patterson, and Candes, 2019], distributional conformal predic-
tion methods (DCP-QR and DCP-QR*) [Chernozhukov, Wiithrich, and Zhu, 2021], and
CD-Split and HPD-Split methods [Izbicki, Shimizu, and Stern, 2020b] against benchmark
simulated datasets in Romano, Patterson, and Candes [2019], Izbicki, Shimizu, and Stern
[2020a] (Figure 3.2 and Figure 3.3). The implementation details of all methods are given in

Appendix B.1.

Observations Observations

6 DCP-QR* prediction interval 6 ConformalizedDP prediction interval
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Figure 3.2: Results in the supervised setting on a synthetic data from [Romano, Patterson,
and Candes, 2019] for target coverage 0.7. The left plot shows the output of DCP-QR*,
the state of the art method by Chernozhukov, Wiithrich, and Zhu [2021], which outputs
prediction sets with average volume 1.29. The right plot shows the output of our method
with & = 5 intervals, which achieves a significantly improved average volume of 0.45.
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Observations 87 Observations
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Figure 3.3: Results in the supervised setting on a synthetic data with 20 dimensional feature
from [Izbicki, Shimizu, and Stern, 2020a] for target coverage 0.7. The left plot shows the
output of HPD-Split method by Izbicki, Shimizu, and Stern [2020b], with average volume
3.60. The right plot shows the output of our method with & = 2 intervals, which has an
average volume 3.55.

Table 3.1: Comparison on simulated data from Romano, Patterson, and Candes [2019].

Method Average Volume Empirical Coverage (%)
CQR 1.42 70.62
DCP-QR 1.48 71.60
DCP-QR* 1.29 71.06
CD-split 1.83 69.94
HPD-split 1.75 69.44
Conformalized-DP (k=1) 1.14 74.04

Conformalized-DP (k=5) 0.45 72.36
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Table 3.2: Comparison on simulated data from Izbicki, Shimizu, and Stern [2020a].

Method Average Volume Empirical Coverage (%)
CQR 4.10 71.54
DCP-QR 4.04 70.85
DCP-QR* 4.05 69.66
CD-split 3.69 69.86
HPD-split 3.60 69.64
Conformalized-DP (k=1) 4.00 68.98
Conformalized-DP (k=2) 3.55 69.42

As shown in Table 3.1 and Table 3.2, our method outperforms previous methods by out-
putting prediction sets that are unions of intervals. Among all other methods, the CD-split
and HPD-split [Izbicki, Shimizu, and Stern, 2020a] are also able to produce unions of inter-
vals. However, since these methods rely on consistent estimation of the conditional density,
our conformalized DP still produces prediction sets with smaller volumes. The comparison is
more pronounced on the first dataset (see Figure 3.2 and Table 3.1), where it would be inap-
propriate to assume a smooth conditional density, but our method is based on conformalizing

the estimation of conditional CDF, and thus works in much more general settings.

These experiments together demonstrate that our methods give a clear advantage over com-
petitive procedures under these different conditions. More crucially, our methods also come
with theoretical guarantees for both coverage and volume-optimality with respect to unions

of k intervals.

Finally, we remark that our focus on the family of structured prediction sets conceptually

differs from the predominant approach of designing new conformity score functions in existing
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approaches. The prediction sets that are output e.g., unions of intervals, are often more
interpretable. Apart from being more interpretable, the shift in focus to structured prediction
sets, which is in the same spirit of Gupta, Kuchibhotla, and Ramdas [2022], is what allows
us to overcome any sample efficiency concerns, to obtain distribution-free volume-optimality,

through computationally efficient algorithms.
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Chapter 4

Competing with High-dimensional

Balls

This chapter is based on Computing High-dimensional Confidence Sets for Arbitrary Distri-
butions, which is joint work with Chao Gao, Liren Shan, and Aravindan Vijayaraghavan,
and appeared at the Conference on Learning Theory (COLT) 2025 [Gao, Shan, Srinivas, and

Vijayaraghavan, 2025a].

In this chapter, we develop computationally efficient algorithms to find prediction sets that
satsify approximate C-restricted volume optimality (Problem 2.2.1), for C the family of Eu-
clidean (£5) balls in R%. Our results also naturally extend to the family of unions of Euclidean

balls in R,
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4.1 Introduction

The family of Euclidean Balls. Consider the setting where C is the set of ¢y balls
(this has VC-dimension at most d). This is a natural generalization of intervals in higher
dimensions, and is motivated by applications [see e.g., Wang, Gao, Yin, Zhou, and Blei,
2023]. It is NP-hard to find the smallest set in C that covers a 0 fraction of points from
an arbitrary set [Shenmaier, 2015].) The famous work of Badoiu, Har-Peled, and Indyk
[2002] on coresets for minimum volume enclosing balls [see also, Agarwal, Har Peled, and
Varadarajan, 2004, Ding, 2020] gives a proper learning algorithm that runs in polynomial
time and is I' = 1+ O(1/ log d)-competitive i.e., a exp (O(d/ log d)) factor approximation in
volume. To the best of our knowledge, these works using coresets [Badoiu, Har-Peled, and
Indyk, 2002, Ding, 2020] remain the state-of-the-art guarantee for learning confidence sets

competitive with Euclidean balls in d dimensions.

4.1.1 Results in this Chapter

Our main algorithmic result is an algorithm that is I' ~ 1 + d~'/? competitive against
Euclidean balls.

Theorem 4.1.1 (Learning confidence sets competitive with Euclidean balls). There is a
polynomial time algorithm that for any target coverage 6 € (0,1) and coverage slack vy €
(0,1), when given n = Q(d*/¥*) samples drawn i.i.d. from an arbitrary distribution D, finds

with high probability a set S C RY that is T = exp (O,,5(d~1/2T°W)) competitive, i.e.,

PZJND [y € S] 2 57

1On the other hand, finding the minimum volume ball that encloses all the given n points is polynomial
time solvable.
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and

VOI(S)I/d < VOI(B*)l/d (1 + O (d71/2+o(1)(,}/5>71)) .

where B* is the minimum volume ball that achieves > § + v + O(\/m) coverage over D.
Remark 4.1.2. Note that the guarantee above is stated slightly differently than in our origi-
nal definition of conformal prediction with approximate restricted volume optimality, Prob-
lem 2.2.1. First, we use 0 instead of 1 — o as our coverage parameter. We do this to
emphasize that the methods in this chapter extend to the settings where § can be less than
1/2. We also state the approximation factor in terms of I', which is the approximation in
vol/? or “radius.” We find this a natural way to state volume approximations in terms of

d-dimensional volume.

Please see Section 4.4 for more details. To compare against existing methods, consider
the setting when 0, are constants. A straightforward solution that considers balls around
the sample points that covers at least ¢ fraction of the data points achieves a factor of

2 Algorithms based on the powerful technique of

[' = 2 (due to the triangle inequality).
coresets for minimum volume enclosing balls due to Badoiu, Har-Peled, and Indyk [2002]
gives I' = 1 4+ O(1/log d)-competitive. In terms of the volume, the I' ~ 1 + d~/2 factor

corresponds to volume approximation of
I — (1 + Oém(d_l/QJrO(l)))d — exp (0%6 (d1/2+o(1))) :

which corresponds to a substantial improvement from the exp (OM(d/ log d)) volume ap-

proximation factor in existing work [Badoiu, Har-Peled, and Indyk, 2002, Ding, 2020].

2In fact this strategy achieves a I' = 2 factor approximation (with vol/ d) for any set C that consists
of scalings and translations of a fixed convex shape. However, it is NP-hard to obtain a (2 — o(1)) factor
approximation even for the ¢ ball [Shenmaier, 2015].
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Union of Balls C;,. We next consider the more general concept class C, which is the
unions of k£ Euclidean balls. This family has VC-dimension of at most kd. We obtain a
similar guarantee for unions of £ = O(1) balls, by recursively applying the algorithm from
Theorem 4.1.1.

Theorem 4.1.3 (Union of Balls). Let § € (0,1),7 € (0,1),k € N be any constants. There is
a polynomial time algorithm that for target coverage 6 € (0,1) and coverage slack v € (0,1)
when given n = Q(kd?/y?) samples drawn i.i.d. from an arbitrary distribution D, finds with
high probability a set S C R? that is T' = (1+ O45(d""*T°W)) competitive; more precisely,

it satisfies Pyp [y € S] > 9, and

vol(S)4 < vol(Cy)Y/¢ (1+ Ok (d—1/2+o(1))) _ (O(log,ik/’ﬂ))l/d

where Cf is the minimum volume union of k-balls that achieves at least § + v+ O(\/kd?/n)

coverage over D.

See Corollary 4.5.2 for details. Our algorithms are surprisingly simple and conceptually
different from existing algorithms based on coresets. It is based on a new connection to
robust estimation that follows from a structural statement about the mean and the center
of a large fraction of points in the optimal ball with the desired coverage. We give a detailed

description of the ideas in the technical overview.

4.1.2 Proper Learning: Separation Result and Algorithms

The algorithm in Theorem 4.1.1 outputs a set S C R? of small volume achieving the desired
coverage, when there is a small ball achieving the required coverage. The set S may not
be a ball, and may in general be an ellipsoid. Similarly the algorithm in Theorem 4.1.3

outputs a union of O(k/7) ellipsoids. These correspond to “improper” learners for confidence
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sets. In contrast, the best proper learning algorithms achieve a worse competitive ratio of
['=14 O(1/logd). The following theorem shows that such a loss is unavoidable assuming
P # NP, unless we are willing to make additional assumptions on D.

Theorem 4.1.4 (NP-hardness of Proper Learning for Balls). For any constant ¢ > 0,
assuming P # NP there is no polynomial time learning algorithm that given samples from
an arbitrary distribution over R? that outputs balls as confidence sets that are I' < (1 + d%)

competitive with balls.

See Theorem 4.6.1 for a more formal statement. Note that the above result is a worst-case
hardness result, and reflects the arbitrary nature of the distribution. This is reminiscent of
NP-hardness of proper learning in supervised learning [see e.g., Feldman, Gopalan, Khot,
and Ponnuswami, 2009]. The above theorem follows from a simple reduction that amplifies
the existing NP-hardness result due to Shenmaier [2015]. In Theorem 4.6.3, we also show
computational intractability (assuming the Small Set Expansion hypothesis of Raghavendra
and Steurer [2010]) that shows a similar quantitative hardness, even when the coverage
can be smaller by an arbitrary constant factor. Combined with our algorithmic result in
Theorem 4.1.1, this shows a formal separation between proper and improper learning for a

natural geometric learning problem.

Proper learning algorithms. When we are required to output a confidence set from C,
the algorithm in Theorem 4.1.1 can also be used to output a ball with a worse competitive
ratio (which is expected due to Theorem 4.1.4). When we make no assumptions about the
distribution D, our algorithm can output a ball that is ' = 1+ O(1/log d) competitive. See
Theorem 4.3.1 in Section 4.3 for a formal statement of the theorem. This guarantee recovers
the guarantee from the coreset-based algorithm which achieves I' = 1+ O(1/ log d) [Badoiu,

Har-Peled, and Indyk, 2002]. In the worst-case instances of the algorithm (and the hard
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instances in Theorem 4.1.4), the points sampled from D that lie inside the optimal ball B*

effectively lie on a lower-dimensional subspace.

On the other hand, our algorithm can give a significantly stronger guarantee when the points
inside B* are approximately isotropic. In the following theorem, we consider the setting
where we have n points Y drawn from D, and the guarantee depends on the covariance of
the sampled points within the optimal ball B*.

Theorem 4.1.5 (Bounded variance implies better bounds). Let Y C R? be a set of n points,
and 8,y € (0,1), such that there is an unknown ball B* = B(c*, R*) with Y* = B*NY
satisfying |Y*| > 8|Y|, and Y* is B(R*)?/d-isotropic for some 3 > 0. That is, if u* is the

mean of the points Y*, then

Then we can find a ball B = B(¢, R) such that |Y N B| > (1 —4)|[Y*|, and

(B < vol(B)Y4, |1 B
vol(B)"* < vol(B%) +0 ~5d )

i polynomial time.

In the above Theorem 4.1.5, Yy~ is a PSD matrix of dimension d X d with tr(3Zy+) < (R*)?,
since Y* C B*. The isotropicity condition requires the maximum eigenvalue Apax(Xy+) <
B(R*)?/d for some 3 > 0. Thus every Y* satisfies the isotropic condition with 3 < d.
When the points of Y* are very spread out, this corresponds to a setting when f < 1
(all the eigenvalues are equal). In this case, the theorem guarantees to find a ball with
['=1+0(d™"). In other words, it finds a ball whose volume is within Oj, (1) factor of the

optimum, which is significantly stronger. Finally, the ball B output by the algorithm also
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has coverage (1 — 7)d — O(4/d/n) by standard concentration arguments [see e.g., Devroye

and Lugosi, 2001] since the VC-dimension of d-dimensional Euclidean balls is d + 1.

All of our algorithmic results are distribution-free i.e., they do not make any assumptions
on the distribution D. While it may be impossible to learn the distribution or even estimate
the density at a given point (these tasks often incur an exponential dependence on the
dimension d even for smooth distributions), our results show that one can obtain polynomial

time algorithms that find approximately optimal dense sets from C covering at least § mass.

4.1.3 Application to Conformal Prediction

As a direct application of our result we get the following algorithm for conformal prediction in
high dimensions. In conformal prediction, an algorithm is given training examples Yi,...,Y,

in some set ), and a miscoverage rate o, and must output a set 6, where
P[Y,.1 € C] >1—aq,

for some unseen training example Y1, assuming only that the training and text examples
Yi,..., Y, are exchangeable.® There is a fairly simple way to “conformalize” our result to
achieve this goal, resulting in the following algorithm that always outputs a valid conformal
set when the data is exchangeable, and is additionally approximately volume optimal when
the data is drawn i.i.d. from an (unknown) distribution D.

Theorem 4.1.6 (Conformal Prediction with Approximate Volume Optimality). We have
an algorithm for conformal prediction over examples from Y = R, that achieves approx-
imate restricted volume optimality (Problem 2.2.1) with respect to the set B of Fuclidean

balls. That is, we have an algorithm that, given training examples Yy,...,Y, € Y that are

3That is, ]P’[Yl =Y, Ypp1 = y’rH-l] = ]P)[Yl = Yn(1)r--- Yoi = yﬂ(n+1)]a for all y1,...,yny+1 € Y and
permutations 7 : [n 4+ 1] — [n 4 1].
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exchangeable with an unseen test example Y,.1 € Y, miscoverage rate 0 < o < 1, and

coverage slack factor 0 < v <1, outputs a set C (not necessarily in B), such that

(a) C achieves the target coverage on Yy 1,

P[Y,1 € C >1—a. (4.1)

(b) ifn = Q(d*/~?), then C achieves approximate volume optimality with repect to Euclidean
balls,
VOl(a)l/d S (1 + O’y,& (d_1/2+0(1))> VOI(O*)l/d’

where
C* = argmin vol(C) st. PY,ne€Cl>1—a+r.
CeB
We provide an in depth discussion of this application in Section 4.7. See also Section 5.5 for
more applications in high-dimensional statistics. We now review related literature and other
methods that have been explored in literature, followed by an overview of the algorithm and

techniques.

4.1.4 Prior and Related Algorithmic Approaches

Algorithms based on Coresets. Coresets are a powerful algorithmic primitive for geo-
metric problems involving an input set of data points [Agarwal, Har Peled, and Varadarajan,
2004]. A coreset for a problem is a small summation of the data (e.g., a subset of the points)
such that solving the problem on the summation gives an approximate solution to the whole
instance. Badiou, Har-Peled and Indyk proved a surprising result about coresets for the

problem of minimum volume enclosing ball for a set of points — they showed that there is a
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coreset of size 1/e (that is independent of the dimension) whose minimum volume enclosing
ball approximates the minimum volume ball enclosing all the points up to a (1 + ¢) factor
in radius [Badoiu, Har-Peled, and Indyk, 2002].* Badoiu, Har-Peled, and Indyk [2002] show
how to find a ball enclosing § — v fraction of the given points in polynomial time whose
radius is within a factor I' = (1 + O%%)) [see Theorem 4.2 of Badoiu, Har-Peled, and
Indyk, 2002]. The subsequent work of Ding [2020] also uses coresets and seems to obtain a
guarantee of ' = <1+Ofy(@)) [see (24) following Corollary 11 in Ding, 2020}, though this is
not stated explicitly. This corresponds to an approximation factor of I'¢ = exp (6(d/ log d))

for the volume. We are not aware of any other work that get a better competitive ratio I'

for balls.

Comparison to robust mean estimation and covariance estimation. There is a rich
literature for developing robust algorithms to perform basic statistical estimation tasks in
high-dimensions when 1 — § fraction of the points are contaminated [see e.g., Huber, 2004,
Diakonikolas and Kane, 2023]. This is usually studied in the context of parameter estimation
problems like mean estimation or covariance estimation where a ¢ fraction of points are inliers
that are assumed to be drawn from a distribution with a location (mean) or covariance,
while the rest of the points are arbitrary outliers. The inlier distribution is assumed to
satisfy some nice property like bounded covariance and/or moments, or typically from a
parameteric family like Gaussians. Various contamination models have been considered. In
the famous Huber contamination model and the stronger adversarial contamination model, a
d = 1—n > 1/2 fraction of the points are inliers, while a n = 1—4§ < 1/2 fraction of the points
are outliers [Huber, 1964, Diakonikolas and Kane, 2023]. The setting when § < 1/2 has also
been studied as list-decodable robust estimation [Charikar, Steinhardt, and Valiant, 2017].

Most relevant to us are the works in algorithmic robust statistics including the important

4The coreset size of [1/¢] is also known to be tight [Agarwal, Har Peled, and Varadarajan, 2004].
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works of Diakonikolas, Kamath, Kane, Li, Moitra, and Stewart [2016], Lai, Rao, and Vempala
[2016]. which gave polynomial time algorithms for robust mean and covariance estimation in
high dimensions. Over the past decade there have been several polynomial time algorithms
proposed based on outlier removal, sophisticated convex relaxations including sum-of-squares
and many other techniques [please see Diakonikolas and Kane, 2023, for an excellent book

on the topic].

However, the robust estimation literature usually assumes various distributional assump-
tions — for mean estimation, they assume at the very least that the inlier distribution has
bounded variance in every direction; while for covariance estimation one needs various fourth
moment conditions, or other distributional assumptions like Gaussianity. Such assumptions
are necessary to define a certifiable property of the inlier distribution in parameter estimation

tasks.

In our setting, our main task is not one of parameter estimation. More importantly, the
distribution of points is completely arbitrary i.e., we cannot make any assumptions on the
distribution of both the inliers and the outliers. But in some settings we use powerful al-
gorithms for list-decodable mean estimation [Charikar, Steinhardt, and Valiant, 2017] as a
black-box subroutine once we reduce the task to mean estimation for bounded covariance
distributions. Finally, algorithms for our problem can also be used to design robust esti-
mators for various statistical tasks like mode estimation or robust support estimation, as

detailed in Section 5.5.

4.2 Technical Overview

Our goal is, given a set Y of samples from D, to find a set .S that captures (1 —~)d|Y'| points

of Y, and has volume comparable to the minimum volume ball B* that captures a subset of
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points Y* C Y, with |Y*| > §]Y|. If we could estimate the center of B* well, then we could
find B* approximately by guessing an appropriate radius. We can focus on the worst-case
problem over the samples Y because we will choose our output set S to be an ellipsoid. Since
the class of ellipsoids in d dimensions has bounded VC-dimension, the empirical coverage of
all ellipsoids enjoys uniform convergence. This means that the coverage of all ellipsoids will
simultaneously generalize from the empirical samples to the population setting, so it suffices
to find an ellipsoid that approximately minimizes volume subject to a coverage constraint

on the empirical samples.

Intuitively, one could interpret our problem as trying to recover the center of the points
Y* CY,|Y*| > 4|Y| in a way that is robust to adversarial contamination, i.e., we only have
access to Y. However, the center of the ball could depend on only a few points, i.e., a sphere
in d dimensions can be defined by d + 1 points.> Thus, it appears that the center is not a
quantity that can be robust to outliers. This is in contrast to other quantities, such as the
mean or median, that inherently depend on the whole dataset, and are not largely influenced

by a few points.

In fact, the goal of recovering the center of B* is too strong. Properly learning the minimum
volume ball B* within an approximation factor I' = 1 + 1/d®, for any constant € > 0 is

NP-hard. So we should not expect such a strategy to work in the worst case.

However, it turns out that for certain non-worst-case instances, it is indeed possible to recover
B* within a better approximation ratio than in the worst case. Our first main technical
insight is that when the variance of the points is well-spread (i.e., the sampled points do
not have too much of their total variance concentrated in any one direction), the mean of

the points serves as a good proxy for the center. As a side result, this implies strong proper

°In fact the coreset is a subset of size only [1/e] that determines a ball that is within a (1 + ) approxi-
mation in radius.
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learning guarantees for non-worst-case instances, where the approximation ratio improves as

the variance is more controlled (see Theorem 4.3.1 and Theorem 4.1.5 in Section 4.3).

This assumption on the variance of the sampled points is quite strong, and we cannot expect
it to hold for arbitrary distributions. Our second main technical insight is that it is possible
to precondition the sampled points by applying a linear transformation 7' to the points,
to move them into a position that meets the strong variance criterion above. Then, we can
solve the non-worst-case proper learning task in the transformed space, and apply the inverse

transformation 7! to the resulting ball to construct a confidence set for the original points.

The transformation T necessarily distorts the space, so when we apply the inverse transfor-
mation 7! to a ball there are two things to keep in mind. First, the result will no longer be
a ball, rather it will be an ellipsoid. This falls in the regime of improper learning, and allows
us to sidestep the strong lower bounds against proper learning. Second, the transformation

T “shrinks” the space, so the inverse transformation 7! will expand the volume of the ball.

Our final result follows from carefully choosing the transformation 7" to balance two com-

peting objectives:

(a) We must control the variance of the transformed points to minimize the approximation

ratio of the non-worst-case proper learning algorithm.

(b) We must control the distortion of 7' to minimize the volume blow up from applying 7!

to the result of the proper learning algorithm.

Armed with these insights our final algorithm is quite simple: for each coarse set of candidate
points (points contained in a ball centered at one of the sample points, there are O(n?)
such sets), we estimate a linear transformation 7', we transform the points by 7', we find

the smallest ball centered at the mean of the transformed points that achieves the desired
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coverage, and we apply 7! to the resulting ball to get a candidate ellipsoid. Finally we take

the minimum volume ellipsoid that is found over all coarse sets of candidates.

4.2.1 Proper Learning for Non-Worst-Case Instances

To tackle (a) above, our main observation is that we can approximate the center ¢* of the
minimum volume ball B* containing Y* by using the mean p* of Y*. It is not in general
true that p* should be near ¢*. However, most points in Y* must be approximately as close

to p* as they are to ¢*. This is illustrated in Figure 4.1.

Figure 4.1: The figure shows the points Y (in red) with mean p, that are contained in ball B
with center ¢ and radius R. It is not necessarily the case that p is near ¢, as B can be defined
by just a few points. However, Chebyshev’s inequality tells us that most of the points Y
(depicted here as the points in the shaded region) are within a few standard deviations (o)
of v in the p — ¢ direction. This allows us to bound the distance of these points to u as
< /R? + (to)?. Formally, this statement corresponds to Lemma 4.2.1

Lemma 4.2.1 (For Bounded Variance Distributions, Most Points are Near the Mean). Let
Y be a set of points in RY that are contained in a ball B(c, R). Let py be the empirical

mean of Y, and Xy be the empirical covariance, where the largest eigenvalue of Yy satisifies



COMPETING WITH HIGH-DIMENSIONAL BALLS 103

Amax (Zy) < 02, Let i be an arbitrary point such that ||y — fi|l2 < 7. Then for any t > 1,

there exists a subset Y such that |Y| > (1= %) Y], and for every point y € Y,

ly = Allz < [ly = cll3 + (o + 77).

Proof. As a warm-up, we can bound the number of points that deviate significantly from puy
using Chebyshev’s inequality. Let v, = ﬁ be the unit vector in the direction of uy — c.
We have that

Pyt [y — b 2 10] < .
This means that there exists a subset ¥ C Y such that |}A/| > (1 — tiz) |Y|, and for all y € Y
we have [(y — py,v,)| < to. For each y € Y, we can decompose y — iy into the portion

that is parallel to v,: (y — puy) = (y — py, v,)v,, and the portion that is perpendicular to

v (y—py)t = (y — py) — (y — py). Let (y — ¢) be the portion of y — ¢ that is parallel to

v, (y —c¢) = (y — ¢,v,)v,. By the choice of v,, we have that (y —¢) = (y — py). Thus,

ly = pvll3 = 1y — )51+ [1(y — 1v)13
=y = )15+ 11(y — )2

<|ly —cllz + (to)*.

Instead of bounding the number of points that deviate significantly from py, we would like

to bound the number of points that deviate significantly from zi. We observe that a similar
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argument goes through. We have that

Eyunirv) [(y — D)y — 1) "] (4.2)

= Eyumitr) [(Y — oy + py — ) (y — py + py — )]

= Ey unif(v) [(y —py)(y — PJY)T} + Eyvnity) [(¥ — py)] (py — m)’
+ (py — DEyeumiery (v — 1) '] + (py — 1) (v — )7
= Sy + (py — 1) (py — )"
<Yy + 7. (4.3)

n—c

Let vy = =
[|—c]

be a unit vector in the direction of i1 — ¢. By (4.3) we have that
~ 1
Py umit(vy |[{y — 1, va)| > tVo? + 72] < "l

Thus there exists a subset ¥ C Y such that [Y] > (1—%)[Y], and for all y € Y we

have [(y — i1, vp)| < tvo? + 72, For each y € Y, we can decompose y — 7 into the portion

that is parallel to v;: (y — i) = (y — I, va)vs, and the portion that is perpendicular to vg:

(y—pn)*t = (y—1)— (y—n). Let (y—c) be the portion of y — ¢ that is parallel to vp:

(y — ¢) = (y — ¢, vz)va. By the choice of v;, we have that (y — ¢) = (y — f1). Thus we have

lly = All3 = [ty = 7115 + Iy — DI
=ty — o 1l + Iy — B3

< ly = cll3 + *(o* + 7).
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4.2.2 Reducing Worst-Case Improper Learning to Non-Worst-Case

Proper Learning

Our goal is to use Lemma 4.2.1 to get a guarantee for learning a small ellipsoid, that does
not depend on the variance of the points. As a stepping stone to our population statement,
we first prove the following statement about the sample points.

Theorem 4.2.2 (Finding small volume ellipsoid for n points). Suppose we are given a set
of points Y CR|Y|=n, and 0 < § < 1,0 <~ < 1, such that there exists a subset Y* C Y,
|Y*| > 6|Y|, that is contained in an unknown ball B* = B(c*, R*). Then we can find an

ellipsoid E such that |E\ NY|>d1—)Y], and

vol(E)Y4 < vol(B*)Y4 . (1 + O (472 /44)) .

Intuitively, the case where our non-worst-case proper learning algorithm fails is when the
points have most of their variance concentrated in only a few directions, see for example
Figure 4.2. This makes it hard to estimate the position of the center accurately in the
large variance directions. However, this also means that the variance of the points in the
other directions must be low, so it is easier to estimate the position of the center in these
directions. Applying the correct linear transformation to the points essentially allows us to
“reweigh” the accuracy that we are aiming for across the different directions, and trade off

error in the high variance directions for accuracy in the low variance directions.

Our strategy is to find a good preconditioner M-V 2 for the points in Y, such that the

1/2

transformed points have small variance. (Writing the preconditioner as M ~'/* is convenient,

as we can then argue about the distortion in terms of the eigenvalues of M , which we will
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Figure 4.2: The figure shows a ball B* of radius R* = v/d containing a set of points, whose
the covariance matrix Xy~ is not isotropic and has some directions of high variance. In this
case, we can try to find a smaller ellipsoid containing many of the points.

choose to be positive definite.) Then, we can apply our procedure to find an approximately
minimum volume ball on the transformed points, which will return a strong approximation
since the variance of the points is controlled (via Lemma 4.2.1). Transforming this ball back

into the original space will result in a confidence region that is shaped as an ellipsoid.

Our goal is to choose M so that the largest variance of the transformed points in any one
direction is comparable to the average variance across all the directions (i.e., the variance
is well-spread, and the distribution is “approximately isotropic”). We choose M to have
eigenvectors aligned with those of the covariance Yy of the points Y’, where Y’ is some
subset of Y contained in a ball of radius R, so that the average variance across the d directions
is at most R?/d. We choose M to have the same eigenvectors as Yy, with eigenvalues a? of
M satisfying a2 = d if A; > 72R?/d and a2 = 1 if \; < 72R2/d, where 7 is a parameter that

we choose later.
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Essentially, this means that M~Y2 will shrink the large variance directions by a factor V/d,
ensuring that the resulting variance in those directions is constant (depending only on R).
It does nothing for the small variance directions. This choice of M has the following nice

properties.

(i) M %= I, and therefore M2 s “shrinking” (non-expanding) in all directions. This
ensures that there exists a ball in the transformed space that contains Y* and has

volume at most that of B* in the original space.

(ii) We have that the variance of the points Y in the transformed space is bounded, i.e.,

the points in the transformed space are approximately isotropic:

o o ~2 N2
M2 MV <0 <7f ) I,

This allows us to bound the approximation ratio of applying Lemma 4.2.1 to the trans-

formed points.

(iii) At most d/72 eigenvalues of M are set to d. This bounds the distortion of M. That is,

for any shape S,

VOI(S) < dd/?2 S exp (dlnd) '

vol(M~1/28) 72

Properties (i) and (ii) allow us to reduce to the non-worst-case setting, and property (iii)
ensures that this translation does not lose too much in volume. We will set 7 = d*/* to
trade-off the different losses from (ii) and (iii) and obtain the final guarantee. The full proof
of this theorem can be found in Section 4.4.

Remark 4.2.3. Our main result (Theorem 4.1.1) gives a volume approximation guarantee

of exp(d'/**°M) in the worst-case. At the same time, Theorem 4.1.5 gives a O(1) factor
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approximation guarantee in volume, when the distribution of points inside the optimal ball
B* is approximately isotropic. We leave as an open question whether or not there exists a
polynomial time (improper) learning algorithm that obtains an O(1) volume approximation

in the worst-case.

4.3 Proper Learning of Euclidean Balls

The main technical insight that allows us to get a proper learning algorithm for Euclidean
balls in a non-worst-case setting is Lemma 4.2.1, which tells us that for a set of points with
bounded variance, the mean of the points is a good proxy for the center (up to a slack factor

in coverage).

We use this result as a subroutine in our main result for improper learning. In this section we

provide some additional results that extend our result for proper learning to other settings.

In particular, Theorem 4.3.1 gives a proper learning algorithm for fully worst-case instances,
1

and achieves an approximation ratio of (1 + 5%5 <@>> in radius, which is comparable

to the factor of <1 + 5%5 (@)) due to [Badoiu, Har-Peled, and Indyk, 2002, Ding, 2020].
While we do achieve a slightly weaker approximation guarantee in this setting, our techniques
are significantly different than the coreset based techniques of the prior work, and extend well
to non-worst-case settings, as evidenced by our improper learning result. We also provide
Theorem 4.1.5, which shows a way to achieve a better approximation ratio, assuming non-
worst-case properties only on the inlier points.

Theorem 4.3.1 (Finding approximate minimum volume d-coverage ball). Given a set of

points Y C R Y| =mn, and 0 < § < 1, 0 < v < 1, such that there exists a subset

Y* CY, |Y*| > 0|Y]|, that is contained in an unknown ball B* = B(c*, R*), we can find a
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ball B = B(¢, R) such that |Y N B| > (1 —~)|Y*|, and

~ loglog d
1(B)Y® < vol(B*)Y4 ( 1 —_o
vol(B)"* < vol(B*) +0 ~oTos d

i polynomial time in n,d.

The algorithm for finding this small volume coverage ball is given in Algorithm 4.1. By
using the fact that the VC-dimension of Euclidean balls in d-dimensions is at most d + 1, we
immediately get the following corollary.

Corollary 4.3.2 (Population version of Theorem 4.3.1). Suppose Y C R? is a set of n i.i.d.
samples generated from an arbitrary distribution D. For a target coverage § € (0,1) and a
coverage approzimation factor v € (0,1) such that n = Q(d), in poly(n,d) time, with high

probability, we can find a ball B such that with high probability,
PyND[yEEIY] 25,

and

~ loglog d
vol(B) " < vol(B%) <1 +0 (75 logd))

where B* is the minimum volume ball that achieves at least § + v+ O(\/d/n) coverage over

D.

Our approach starts with the following structural observation about the true high-density
ball B*. It is not in general true that the mean p* of the points Y* = B*NY should be near
the center ¢* of B*. However, it turns out that if the mean is far from the center, taking a
ball centered at the mean of B* must still capture most of the points in Y*. This is a simple
consequence of Chebyshev’s inequality— if we are able to control the variance of the points

in Y* (Lemma 4.2.1, Figure 4.1). Thus our problem reduces to the following. Given only the
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full set of points Y, we must estimate the mean of Y*, while also controlling the variance of

the points that we are taking the mean of.

The following simple lemma from robust statistics shows that the empirical mean of a set of
points with bounded covariance that contains both inliers and outliers is close to the true
mean.

Lemma 4.3.3 (High probability event has close-by mean). [see e.g., Lemma 2.1 of Stein-
hardt, 2019] Let X € RY be a random variable with mean p € R? and covariance matriz 3,
where the largest eigenvalue satisfies Amax(X) < 02. Then for any event E with probability

at least 0 > 0, the conditional expectation satisfies:

IE[X[E] = pll2 < - /2(1 = 6)/6.

The following simple claim shows that the variance does not increase much when we condition
on an event with non-negligible probability.

Claim 4.3.1 (High probability event has similar variance). Let X € R? be a random variable
whose mazimum variance in any direction at most o2, and let E be an event that occurs with
probability at least . Then the maximum variance in any direction of X conditioned on E

. 2
15 at most %.

Proof. This follows from a simple averaging argument. Let p be the mean of X. We have

that the variance of X is at most o2. That is, for all unit vectors v,

E [(X — p,v)?] <o
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Now, we can decompose this into the variance conditioned on F,

o > E [(X — p,v)?]
> E [(X — p,v)*|E] P[E] + E [(X — p,v)*|-~E] P[~E] > E [(X — p,v)*|E] §
7> B(X — o)),

where in the last line pg is the mean of X conditioned on F, and the last line follows because
the mean minimizes the squared deviation. Thus we can conclude that the variance of X

given F is bounded by %2 in every direction. O

To use the above observation to find an approximate center, we need to do two things. First,
we need to control the standard deviation of the points that we are considering. In particular,
to achieve a subconstant approximation of radius, we need that the standard deviation of
our points is ﬁR*. Second, we need to be able to find p* approximately, which is akin to

robust mean estimation.

In the first step, we use a simple search procedure that gives us a coarse estimate of B*. That
is, we find a ball B’ such that Y* C B’ and the radius R’ of B’ is bounded by R* < R’ < 2R*.
In the worst case, we cannot expect that the variance is less than (R')?, for example if all
of the variance of Y’ is concentrated in one direction. However, there can be at most log d
directions with variance higher than (R')?/logd. Thus we can find a list of candidate centers
for Y* by estimating the location of the center separately in the high variance space and the
low variance space. In the high variance space, we can grid search to find a list of potential
candidates for the center. This is tractable since the high variance space has dimension log d.
In the low variance space we can estimate the location of p*.

Lemma 4.3.4 (Grid search). Suppose we are given a ball B' = B(0, R) containing a set
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of points Y' € RY, such that there exists a subset of points Y* € Y' that are contained in a

smaller ball B* = B(c*, R*) with ¢* € B', where |Y*| > 6|Y"|.

2+7/R/
T/R'

q
Then for a tolerance 0 < 7 < R', there exists a list L of size ( ) , such that L contains

a point ¢ € R? such that for every y € Y*,

ly—cll < lly = [l + 7

1\ 4
Proof. We first construct a Z-net for the unit ball in R?, denoted as Lo, with size (%%f ) )

This ensures that every point in the unit ball is at most distance & from some point in
the net Ly. Next, we scale the net Ly to L = R'Ly. This ensures that every point in
B’ = B(0, R') is at most distance 7 from some point in L. Thus, for the center ¢* € B,
there is a point ¢ € L such that ||[¢ — ¢*|| < 7. By the triangle inequality, for every y € Y™*,

we have |ly —¢l| < [ly — [ + [le— || <y — | + 7. -

Lemma 4.3.5 (Coarse-to-fine refinement). Suppose we are given a ball B' = B(0, R') con-
taining a set of points Y' C R?, where the (q + 1)-th largest eigenvalue of the covariance

matriz Xy of Y', denoted as Ag41(Xy+), is bounded by
A(q_,_l)(z]y/) S 0'2.

Suppose there exists a subset of points Y* C Y’ are contained in a smaller ball B* =

B(c*, R*), where |Y*| > 6|Y'| and R < 2R*. Let v > 0 be a coverage slack factor.

Then there exists a list C' of size at most (3TR/)q and a set Y C Y* with |§A/| > (1 —7)|Y*,



COMPETING WITH HIGH-DIMENSIONAL BALLS 113

such that there exists a point ¢ € C which for every y € Y satisfies

2 2(1 =90
|w—a@snmww—fmé+%(r+iirl)+wnmayﬂﬂm+ff

gQ@—6m+O(§%)+Qa

where gy is the projection onto the top-q eigenspace of Xy+ and Ilioy, is the projection onto
the space orthogonal to the top-q eigenspace of Xy+. For ¢ = 0, we get a single estimate ¢,

and Y C Y* with |Y| > (1 — v)|Y*|, that for every y € Y satisfies

. o’ 2(1-9
Iy -all <ty - B+ Z (14 222)

Proof. We start by considering Yy, the covariance matrix of Y/ and partition its eigenvalues
into two groups. The directions associated with the largest ¢ eigenvalues of Xy are referred
to as the “high variance directions”; while the directions corresponding to the remaining
eigenvalues are the “low variance directions”. Let I, : R? — R? denote the projection
onto the “high variance” eigenspace and Il : R? — R979 denote the projection onto the
“low variance” eigenspace. We estimate the mean p* of Y* separately in the high variance

and low variance directions.
First, if ¢ > 0, we estimate the location of y* in the high variance directions. Let Yy, =
I}ign Y denote the projection of points in Y onto the high variance directions. Note that the

/

set Yy, lies within the g-dimensional ball By, = Il B’, which is centered at the origin

and has a radius of at most R'. Next, consider the projection of Y* onto the high variance

directions, denoted by Y}, = HuienY ™. Then, this set Y}}

. . . A
‘eh nigh 1 contained in the ball Bj, , =

Iyign B* centered at Ilyigne™ with radius at most R*. Since By, C By, and pu* € Bj,, as
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7\ 4 ,
well, by Lemma 4.3.4, there exists a list L C RY with size |L| < (%) < (%)q such

that there is a point 7 € L such that for every point y € Y*,

[MThighy — £l < [|Mpighy — Mpigne™[| + 7 (4.4)

Next, we estimate the location of p* in the low variance directions. Let Y] = oY’
denote the projection of Y’ onto the low variance directions. By construction, the set Y|,
has variance at most A(g41)(Xy7) < o? in every direction. Since the set Y* contains at least
a d-fraction of the points in Y, by Claim 4.3.1, we have Y}, = I, Y™ has variance at most
02 /4 in every direction. By Lemma 4.3.3, the mean pf, of Y{*  is close to the mean pj, of

Y/

low»

ie.,

| Hiow = Hiowll2 < 0= /2(1 = 6)/6. (4.5)

Since the variance of Y%, is bounded by ¢2/4, and p , is close to pf, , Lemma 4.2.1 tells us

low

that, for a fixed choice of 7, there exists a subset Y C Y* such that [Y| > (1 — 7)[Y*|, and

for every point y € 17,

o? 2(1 -9
H]i[lowy_M{OWH% S HHIOW(y_C*)"g—i_? (1+ ( ) >> '

For ¢ = 0, this gives the final bound.

For ¢ > 0, we take ¢ such that IIy,nc = 7 and MowC = pi,,,- Putting the bounds together,
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we have that there exists a set Y C Y*, with |?| > (1 —)|Y™*], such that for every y € Y,

1y = 218 = 1y — D15 + Ty — D
. o? 2(1-96 .
< Mt = B + S (1 2522 ) 4 (Ut = )l + )

sow—&m+0(j%)+ﬁa

where both the tighter bound (second line) and looser bound (third line) will be useful in

applications of the lemma. O

Lemma 4.3.6 (Most directions are low variance). Let Y be a set of points contained in

B(0, R) with mean py . The covariance of Y can have at most q eigenvalues greater than %2.

1

Proof. Denote the covariance of Y by ¥y = v Zyey(y — py)(y — py) ", where py is the

mean of the points Y. We have that

1
Yy < mznyy

yey

since the mean minimizes the deviation. Since trace follows the PSD domination, we have

that

tr(Sy) < tr <ﬁ Zny> :

yey

Since trace is a linear operator and Y is contained in B(0, R), we have that

1 1 1
tr —Zny> == > tr(y') == > Iyl < R
(wua V] 2 v

yey

So we have that tr(Xy) < R?. Since the trace is equal to the sum of the eigenvalues, and Xy
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Algorithm 4.1 Algorithm DENSE_BALL for finding a small volume ball that contains at
least ¢ = 6(1 — ) fraction of points

Input: a set of point Y € R, target fraction 6 € (0,1), and slack v € (0, 1)
Output: an ball B C R?
1. Create a list of coarse balls B = {B(y1, |ly1 — v2l|) | y1,92 € Y} and remove from B
all balls that contain less than dn points in Y.

2. Set Ry to be the minimum radius among all balls in 8. Then remove from 85 all
balls with a radius greater than 2R,;,.

3. Create a list of refined balls B, as follows:
(a) Create a list of candidate centers Cp/ for each ball B” in 9B as follows.

(b) Compute the eigenvalues Aq,..., A\ and eigenvectors vy, ..., vy of the covariance
Yy of points Y =Y N B.

(c) Set Ilpign be the projection onto the eigenspace of ¥y, with eigenvalues greater
than (R')*loglogd/logd and Iliey = I — Ilygn. Set Bjy,y, = HygnB' and Yy, =
MowY’. Note that there are at most ¢ = logd/loglogd eigenvalues of Yy is
greater than (R')?loglogd/logd. When ¢ > 0, we run a grid search over these

high-variance directions; however, when ¢ = 0, no grid search is needed.

(d) Set the list Cpr = {c : Hpignhe = £, Hiowe = 4y, ¢ € L}, where p, is the mean of
Yy, and L is the 7-net of the ball By, for 7 = Ry, /logd.

(e) Combine all candidate centers € = UprepCpr.
(f) Set the list By ={B(c,|ly —¢||]) | c€e €,y € Y}.

4. Return the ball B € B, with the smallest volume that contains at least & (1—+) points
inY.

is positive semidefinite and thus has all non-negative eigenvalues, we have by an averaging

argument that Xy can have at most ¢ eigenvalues > %2. O]

4.3.1 Completing the Proof of Theorem 4.3.1

Proof of Theorem 4.3.1. We begin by finding a list of coarse guesses for B*. We create a list
of balls

B ={Byv lys —v2l) [ y1,02 € Y}
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Note that |B| < n? since |Y| = n. Consider the subset Y* C Y contained in ball B* =
B(c*, R*). Choosing

Y1, Y5 = argmax ||y; — 12|,
Y1,Y2€Y*

gives us that the ball

B'= By, llyt — wl) (4.6)
contains all points in Y*, has radius R’ < 2R*, and B’ € 8.

We now do a filtering step to get a coarse estimate of R*, and remove any balls from ‘B that
are too large. In particular, let R, be the minimum radius among balls in 8 that contain
at least dn points. Since B* is the volume optimal ball that contains at least J-fraction of

Y, we have R, > R*. Thus, we know that
R* S Rmin S 2R*

We filter B to only contain balls that contain at least dn points from Y, and have radius at

most 2R < 4R*. Finding Ry and filtering the list take O(n3) time.

Now we apply the coarse-to-fine refinement of Lemma 4.3.5 to each ball in (the filtered)

B, to generate a list of candidate centers for B. In particular, we apply the procedure for

q= lolgolgo Z s and 7= ﬁfgi;. For each ball B in the filtered B, we have that the radius R of B

is at most 2R,;,. Thus, by Lemma 4.3.5, the size of the list of potential centers C'g that we

generate for B is at most

O] < <3R
-

q log d 3
< (6logd)Feloed < 3,

Aggregating over the up to n* balls in B, we collect a list € = (Jz.3 Cp of most n*ds
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potential centers.

Now, we do a more refined search for B* using the candidate centers in €. That is, we
generate the list

By ={Blclly—cll) [ceCyeY}.

Note that |B,| < |€|-n < n®dz. Then, we output the minimum volume ball B € B, such
that [BN Y| > §(1 —~)n. Finding this ball can be done in time O(|Bs| - n) = O(n*d?).

Thus the total runtime of our algorithm is bounded by O(n*d?).

Now we argue that 28, contains a ball that is a good approximation to B* in volume. Consider

the ball B’ from (4.6). We have that B’ contains all points in Y*, has radius R’ < 2R*,

and is in the list B. Let Y’ = Y N B’ be the subset of points of Y that are captured by
R/Z

B'. An averaging argument (Lemma 4.3.6) tells us that Agi1)(Xy) < 5=, where Xy is

the covariance of the points Y, and Ag41)(Xy~) is the (¢ + 1)-th largest eigenvector of ¥y-.

loed and 7 = Lwin

Thus, when we apply the procedure of Lemma 4.3.5 to B’ with ¢ = Toglog d oo

we

2R*)2logl .
(2R")*loglogd  rpy .o

also have that the eigenvalue \(g41)(2y+) is upper bounded by 0% < RT,Z < Tog 4

guarantees that, for the list of potential centers Cp that we get for this ball B’, there is a

center ¢ € Cy and a subset Y C Y*, [Y| > (1 — ~)[Y*|, such that for every y € Y,

0.2

Iy = 1 < Mhowy = I3+ 075

)+ Mgy = <)l + 7%

where Ily;gn is the projection onto the top-q eigenspace of ¥y and I,y is the projection onto

the space orthogonal to the top-¢q eigenspace of Yy-.

To bound the second term, we use the fact that

1
(a+b)?<(1+e)a®+ (1+ g)b2, Ve > 0.
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Rmin — 1
logd’ and € = logd”’

Using 7 = we get

R?loglogd
by = I < [Ty — ) + O (ﬁ)

~vologd
2

1 R~
14+ —— ) [Mpien(y — |2 + (1 + logd) - —=n
(14 1ogg ) Moy = Ol + (1 4 loge) -

1 (R*)*loglogd
< 1 - _ * |12 O NS o
- ( + logd) ly = <llz + ( ~v6 log d

log log d
< (R (1+0(—==)].
=) < i <7510gd)>
Thus, it is guaranteed that the list of potential centers Cp/ that we get for this ball B’

contains a center ¢ € C such that B = B (c, ﬁ) contains at least (1 —~)|Y™*| points for

~ loglog d 1/2
RSR(1+0
N ( i ('Vélogd)) ’

which corresponds to a volume bound of

~ dloglogd
< * _— .
vol(B) < vol(B*) exp (O ( ~olog d ))

Since ¢ € €, we are guaranteed that the smallest ball By = B(¢, ||y — ¢||) for y € Y that
contains at least (1 —~)|Y*| points can have radius at most that of B. Since B, € B,, we
know that the minimum volume ball in B, that contains at least §(1 — v)n points from Y

can only have radius at most that of By, which is at most R. [
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4.3.2 Better Volume Approximation for Almost Isotropic Distri-

butions

Our strategy starts by finding a ball in B’ that contains all of the points in B* and has radius
at most twice that of B*. (More precisely, we find a list of candidate balls, which can be done
simply.) Trivially, this means that in every direction the standard deviation of the points in
B’ is at most R*. Lemma 4.3.5 tells us that choosing the mean of the points in B’ as the
center of B essentially allows us to capture most of the points in B* with radius that is R*
plus the maximum standard deviation in any direction. This gives a 2-approximation to the
radius. We note that even a slightly stronger bound on the standard deviation can improve
the approximation factor to 14+0(1). In Theorem 4.3.1, we do this by grid-searching the log d
many highest variance directions of the points in B’, and taking the mean in the low-variance

directions. This allows us to argue about the standard deviation of the (logd + 1)th highest

variance direction, which can be at most \/% (Lemma 4.3.6).

This bound on the variance that we use in Theorem 4.3.1 is the best that our approach
achieves, since it is possible that the variance of the points is concentrated in a few directions.
However, if the points in B* (the “inliers”) are not worst-case, and are instead approximately
isotropic, we expect the standard deviation in any direction to be bounded by %, which
we can use to give a better bound on the radius of the ball that we output. In our earlier
argument, we bounded the variance not only of the inliers— the points in B*— but also all of
Y”’, which includes some of the outliers. To utilize this weaker assumption on the variance,
we appeal to algorithms for list-decodable robust mean estimation, which work exactly in

this setting where the inliers are well-behaved, but the outliers may be arbitrary.

This observation is also useful as a subroutine for our algorithm that finds a small volume

ellipsoid in Section 4.4. At a high level, that algorithm will first estimate a linear transforma-
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Algorithm 4.2 Algorithm DENSE_BALL_ISOTROPIC for finding a small volume ball that
contains at least ¢’ = 6(1 — ) fraction of points for isotropic distributions

Input: a set of point Y € R?, target fraction § € (0, 1), slack v € (0, 1), isotropic parameter
pe(0,1)
Output: a ball B C R¢
1. Create a list of coarse balls B = {B(y1, [|[y1 — v2||) | v1,¥2 € Y} and remove from B
all balls that contain less than dn points in Y.

2. Set R, to be the minimum radius among all balls in B.

3. Create a list of candidate centers L by running the list-decodable mean estimation
algorithm [Diakonikolas, Kane, Kongsgaard, Li, and Tian, 2021, Diakonikolas and

Kane, 2023] on points Y, target fraction §, and variance 8(Rumin)?-

4. Create a list of refined balls By = {B(c, ||y —¢||) | c € L,y € Y}.

5. Return the ball B € 8B, with the smallest volume that contains at least & (1—7) points
inY.

tion that limits the variance of the points in B*. Then, after applying this transformation,
we essentially use Algorithm DENSE_BALL_ISOTROPIC (Algorithm 4.2) to search for a ball
in the transformed space with a better volume approximation. In that application, we will
apply the transformation to and control the variance of all of our points, inliers and outliers,
and thus avoid the need for list-decodable robust mean estimation.

Theorem 4.1.5 (Bounded variance implies better bounds). Let Y C R? be a set of n points,
and 8,y € (0,1), such that there is an unknown ball B* = B(c*, R*) with Y* = B*NY
satisfying |Y*| > 8|Y], and Y* is B(R*)?/d-isotropic for some 3 > 0. That is, if u* is the

mean of the points Y*, then

Then we can find a ball B = B(¢, R) such that Y N B| > (1 —4)|[Y*|, and

vol(B)"? < vol(B)"/4, |1+ O (%)
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i polynomial time.

Proof. We begin by finding a coarse estimate of R*. We do this as in Theorem 4.3.1: we can

create a list of coarse guesses for B*:

B = {Byw|lyr —v2ll) | y1,y2 €Y}

By taking v, 32 to be maximally distant points in B*, we have that there is a B € B such
that the radius R of B satisfies

R* < R < 2R*.

Taking the minimum radius R, over all balls in B that covers at least dn points gives us

an estimate of R* such that B* < R, < R < 2R*.

Let p* be the mean of the points in Y*. We know that Y* has covariance p.s.d. dominated

by @I , which is in turn p.s.d. dominated by me‘fl‘i“F] . The polynomial-time algorithm
for list-decodable mean estimation [Diakonikolas, Kane, Kongsgaard, Li, and Tian, 2021,
Diakonikolas and Kane, 2023] outputs a list L of length O(log(1/p)/d) such that with prob-

ability 1 — p, there exists a ;i € L such that
e si=0((2) ") 0((2) ).

By Lemma 4.2.1 we have that there exists a subset ¥ C Y N B*, such that [Y| > (1—7)[Y N
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B*|, and for points y € 37,

h L (8
Iy =8 < = '8+ (5

< (R)*+0 (v 1o (B/d)(RY))

R

Now, we can do one more search step and create a refined list of candidate balls

(Ban)? + O (6—1<@/d><R*>2))

B, = {B(ii. |li—yll) | fie Ly eY}.

Since |®Bs| < |L| - Y|, we have that this list is polynomially sized. We output the minimum

volume ball B € B, such that |§ NY| > (1 —)d]Y|. This guarantees that B has radius R

~ | B
R<R 1+O(W).

with

4.4 Finding Confidence Sets (I' = 14+d~'/*"°())-Competitive
with Euclidean Balls

In this section, we provide an algorithm to find a confidence set whose volume is within a
exp(O(d/?+°M))-factor of the volume of the smallest ball that contains a & fraction of Y.
Theorem 4.1.1 (Learning confidence sets competitive with Euclidean balls). There is a
polynomial time algorithm that for any target coverage 6 € (0,1) and coverage slack ~ €

(0,1), when given n = Q(d*/~*) samples drawn i.i.d. from an arbitrary distribution D, finds
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with high probability a set S C R? that is I' = exp (0%5 (d*1/2+°(1))) competitive, i.e.,
PyND [y € S] > (S,

and

vol(S)? < vol(B*)*/* (1 +0 (d*1/2+0(1)(,}/5>71)) ‘
where B* is the minimum volume ball that achieves > d + v + O(\/m) coverage over D.

The above is an immediate consequence of the following theorem which is for the empirical
version of the problem, using standard concentration tools [Devroye and Lugosi, 2001] by
incurring an additive O(\/M) term in the coverage probability (since the VC-dimension
of d-dimensional ellipsoids is at most d? + d).

Theorem 4.2.2 (Finding small volume ellipsoid for n points). Suppose we are given a set
of points Y CRY|Y| =n, and 0 <6 < 1,0 <~ < 1, such that there exists a subset Y* CY,
|Y*| > 6|Y|, that is contained in an unknown ball B* = B(c*, R*). Then we can find an

ellipsoid E such that |[ENY| > 6(1 —y)[Y|, and

VOl(E)Y4 < vol(B*)Y/4. (14 O (V0 /46)) .

Proof of Theorem 4.2.2. We begin by finding a list of coarse guesses for B*, as in Theo-

rem 4.3.1. We create a list of balls

B = {B(yb ||y1 - y2||) | Y1, Y2 € Y}>

(step 1 of Algorithm DENSE_ELLIPSOID). Note that |B| < n? since |Y| = n. Consider the
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Algorithm 4.3 Algorithm DENSE_ELLIPSOID for finding a small volume ellipsoid that con-
tains at least ' = §(1 — ) fraction of points

Input: a set of point Y € RY, target fraction 6 € (0,1), and slack v € (0, 1)
Output: an ellipsoid £ C R
1. Create a list of coarse balls B = {B(y1, |ly1 — v2l|) | y1,92 € Y} and remove from B
all balls that contains less than dn points in Y.

2. Create an ellipsoid E; for each coarse ball Bj in the list B as follows:
(a) Set 7 = d"/* and R! be the radius of B/,

(b) Compute the eigenvalues i, ..., \; and eigenvectors vy, ..., vy of the covariance
Yy of points Y/ =Y N Bj.

(c) Create an elhpsmdal shape M; = Z
and a? = 1if \; < 7%(R})?/d.

avjv; , where a? = d if \; > 7°(R})?/d

(d) Compute the transformed points Z; = M Y 2Y F ind a ball B using subroutine
from Lemma 4.3.5 for ¢ = 0, A\g11)(By) < 02, 02 = T2(R')?/d, slack factor 7.

(e) Set E; = Mil/QB.
3. Return the ellipsoid E with the smallest volume in the list {£}}.

subset Y* C Y contained in ball B* = B(c¢*, R*). Choosing

Y1, Y5 = argmax ||y1 — 2|,
Y1,Y2€Y*

gives us that the ball

B' = By, lvi — vll)

contains all points in Y*. It has radius R’ < 2R* and B’ € B. Let Y’ be all points contained

in this ball B’.

For a parameter 7 that we will set later, Algorithm DENSE_ELLIPSOID chooses an ellipsoidal
shape M to have the same eigenvectors as Yy, with eigenvalues a? of M satisfying a? = d

if \; >72(R')?/d and a? = 1if \; < T2(R')?/d. M has the following nice properties.
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(i)

(i)

The eigenvalues of M are in {1,d}. Thus M = I, and in particular, for any set of
points P,
Vol(encball(ﬂ//f_l/zP)) < vol(enchall(P)), (4.7)

where encball(.S) is the minimum volume ball enclosing S.

Let Xy be the covariance matrix of Y’, and Ay, ..., A\qy be the eigenvalues of Xy.. We
show that
d
2 .
a; > ?Q(R’)2)\i for all 7. (4.8)

When \; < 72(R')?/d, we set a? = 1, which satisfies (4.8). When )\; > 72(R')?/d, we
set a? = d. We know that since Y’ C B’, every eigenvalue of Xy~ is upper bounded
as \; < (R')%. Thus (d/7?(R)*)\; < d/7% < d, satisfying (4.8). By definition, (4.8)
implies that

— d

M= ———=Yy.
- RR2T

In particular, this implies that the points in Y’ have bounded variance in the trans-

formed space M~V2(RY) = {M~1/2y : y € R},

e e ~2( 12
M125y, M V? 50 (T (f) ) L. (4.9)

Since Y’ C B’, the total variance of the points Y’ is bounded as

ZAZ- < (R

Since the )\; are non-negative, this tell us that there can be at most d/72 values of i for

which \; > 72(R')?/d. Thus at most d/7? eigenvalues of M are set to d.
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In particular, this implies that for any shape S,

1 - 1
_ VOlS) g < e (dgd) . (4.10)
vol(M~1/25) T

The algorithm transforms the points Y’ by M~/2. We denote the points in the transformed
space as 17,

T ={M"y|yev}

Recall that by the choice of Y, Y* C Y’  and we denote

T ={M Y |yevy}CT.

We apply the procedure from Lemma 4.3.5 with ¢ = 0 to the minimum volume ball B/, =
B(cy, R}.) containing T". We have that Ap.(Xy/) < 0%, where 0% = 72(R/)?/d (due to
(4.9)), and slack factor v. Let By = B(cy, Ry) be the minimum volume ball containing 7.

Lemma 4.3.5 allows us to find a ball ET = B(er, ﬁT) that contains a subset T C T" , where

~ e 02 2(1 —9)
RTS\/(RT) +7(1+ 5 ) (4.11)

(Lemma 4.3.5 has an additional parameter also named 7, that is different from 7, but this

7] > (1 —9)|T*], and

parameter does not apply here since we set ¢ = 0 and avoid the grid search element of the

procedure entirely.)

Finally, we transform ET back to the transformed space to get the candidate ellipsoid E ,

E == ]\/ZI/QET.
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Note that [Y' N E| > (1 —~)|Y*| (since |T| > (1 — 7)|T*|). We can bound the volume of £

as

- dind .
vol(E) < exp< - ) -vol(Br) by (4.10)

where ¢, is the volume of the unit ball in d dimensions. Thus,

e ((R;F + 0%y (1 + M»d/z by (4.11)

d

dind 2 2(1-6)\\"*
Sexp( ?I; )~cd ((R*)2+%<1+ ( 5 )>) R* > R} by (4.7)
dlnd " o2 2(1—-6)\\"”
e (55°) e (- 5 (155
dlnd d o? 2(1-9)
< . . : *
< exp < = ) exp <2 NDE <1 + 5 >> vol(B%)
dInd T2(R')? 2(1-9) _ , T2(R')?
< . . * =
< exp < = ) exp <27(R*)2 (1 + 5 )> vol(B*)  since o g
< exp (dlf,;d +7°- 2 (1 + 2(15_ 5))> - vol(B*) since R' < 2R*
T gl
< exp (d1/2 (lnd + 2 (1 + 2(1(5_ 5)))> - vol(B%) setting 72 = d'/?
v

~

Rephrasing the above bound in terms of vol(E)Y/¢ gives the stated bound. O

4.5 Greedy Algorithm and Unions of Sets

In this section, we provide a greedy algorithm for constructing a union of sets from a given

set system that achieves the desired coverage with a small volume compared to the minimum
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Algorithm 4.4 Algorithm GREEDY_DENSITY for finding the small confidence set

Input: points Y C R? with |Y| = n, coverage level § € [0, 1], slack factor v, number of sets
k € N, black-box algorithm A, (see description in Theorem 4.5.1)
Output: confidence set C C R?

1. Sett=0and C=9,Y, =Y.

2. While |CNY]| < on:

(a) Forie{0,...,[logyn]}, let S = A, (v, Z,~)
(b) Let

such that [S™ Y| > (1— V)i n

(c) Set C=CUSD, Y,y =Y, \ SO, t =t+1
3. Output C

volume union of k sets.

Theorem 4.5.1 (Greedy algorithm). Let Y C R? be a set of n points, and C be a set
system over R with bounded VC-dimension D, k € N, § € (0,1) be a coverage level, and
v € (0,1 —0) be a slack parameter in coverage. Let A, (Y',8',7") for approzimation factor
a > 1 be an algorithm, that given a set of points Y', and a coverage level ¢’ and a slack
v € (0,1), outputs a C € C such that |CNY'| > (1 —~+")d|Y’|, and vol(C) < a - vol(C"),

where C" is the minimum volume set in C such that |C"' NY'| > §]Y7].

Then, in poly(n,d, k) time and calls to A,, Algorithm GREEDY_DENSITY (Algorithm /.4)

outputs a set C C R such that C is a union of O(3k/~) sets from C, and

vol(C) < O (ozl%(k/v)) -vol(C™),

where C* is the minimum volume union of k sets from C such that |C*NY| > (6 + v)n.

Proof. Let Cf,...,Cf € F be the optimal k sets in F that covers at least a § + « fraction



COMPETING WITH HIGH-DIMENSIONAL BALLS 130
of points in Y. Let C* =C7U---UC}.

First we bound the number of iterations of the algorithm. For each iteration of the algorithm,
we have that |6 NY| < on. This means that |[C* NY;| > 7n, so there exists a C} € C*
such that |C; NY;| > 2*. Thus, step (b) of our algorithm will successfully find a set in

k

S® € C such that [SWNY;| > (1—7)2 -n. Setting 7/ = 1 we have that the algorithm must

(0

iterations, and output a union of at most that many balls.

terminate in

Now we bound the volume of the output set. We group the iterations into phases. In
particular, phase j consists of iterations in which |[C N Y| € [(1 — 3 )0n, (1 — 5 )on).

Claim 4.5.1 tells us that the volume of sets added in each phase is

o) (%) - vol(C™).

Since each iteration, the new picked set S® covers at least (1 —=9")4 - n points, there can be
at most log,(dk/7v) < log(k/7v) many phases. This means that the total volume of the sets

output over all phases is bounded by

0 (% : log(k:/’y)) ~vol(CH).

]

Claim 4.5.1 (Marginal volume added in each phase is bounded). In every phase j, the total
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marginal volume added is

< O(a) - (vol(CT) + -+ + vol(Cy)).

Proof. Let t; be the first iteration in phase j, and ¢;; — 1 be defined as the last iteration in

phase j.

We first show that in every iteration ¢, one of the sets CY, ..., C} is a feasible solution with
good density. Note that at the beginning of each iteration, the confidence set covers at most
J fraction of points in Y. Let C* = C; U ---UC}. Since [C*NY| > (0 +)|Y] = (0 +v)n,

we have that |C* NY;| > yn for any iteration t.

Claim 4.5.2 tells us that there is a set C; that achieves individually high coverage and high

density compared to C* over Y;. That is, there is an ¢ € [k] such that

. n CrNY:| _ |C*NY
Ny, > — d > )
cinYilz 5 an vol(C7) = 2-vol(C¥)

Since we are in phase j, we have that the number of points that we have covered thus far is

Y\ Yi| < (1= 57)dn, so [C*NYi| > 55, so

\Cg*ﬁYt]> |C* NY| S on
vol(Cy) — 2-vol(C*) = 27+2 . vol(C*)

This means that, by Claim 4.5.3, will choose a set C® € C such that

cONY| _ |CrnY on
chny>(1-+)2 a | S Y —— ‘
Cmonlz =)y ed s SqEm) 2 avel(cy) T a9 vl(CY)
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This implies that

|ICH NY,| on
vol(CW) = a - 20%2 . vol(C*)
ICONY,| - a- 272 . vol(C¥)
on

> vol(C®).

Now we can aggregate over the iterations in phase j. We first consider all but the last
iteration, that is ¢ such that t; < ¢ < ¢;;; — 2. (It can be the case that tiv1 — 2 < tj, in

which case there are no t in this category and the bound holds trivially.)

j+1—2 j+1—2
J 2]+2 1 * ]
Z\c Nyl - vol(c) >ZVOIC(t

Now, since for all iterations ¢ such that t; < ¢ <t;,; — 2, we have that ¢ + 1 is still in phase

7, we know that the chosen sets could not have covered more than —n points.

tj41—2

5n a - 2]+2 vol(C*)
o)
e > Z vol(C'
t=t,
tj41—2

O(a) - vol(C*) > >~ wvol(C¥).

t=t;

Finally, for the iteration ¢t = ¢;,; — 1, we have that |C¥ NY;| < n. So we get that

cCWnYy 1 G nY :
— by CI 4.5.
vol(C®) — 200 vol(C*) y Claim 4.5.3
cW Ny 1 |CrnY :
D by CI 4.5.2
vol(C®) = 4o~ vol(C¥) Y e
n 1o

vol(C®) = 4 vol(C*)

4—&V01(C*) > vol(C'").
v
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Thus in total, over all days in phase j, we have that the total volume of sets chosen by our

algorithm is at most

9) (%) - vol(C™).

Claim 4.5.2. Given ay,as, ... a5, b1, bo, ... b > 0 such that Zle a; > B, and

S a5 b > . Then there exists i € [k], satisfying a; > 5/(2k) and a;/b; > /2.

Proof. Let 8/ = Y2 | a;. Suppose there is no a;, b; such that a; > §'/(2k) and a;/b; > /2.
Let B={i € [k]:a; > '/(2k)}. Then, we have

Z@i:Zai— Z al>Zal—k E/:%,

i€B 1€[k] i€[k]\B

Moreover for all i € B we have a;/b; < v/2 i.e.

2 / /
IUEED SUEER S
i€B ZEB v v
But this contradicts ;b < S L ai/y = B/, which completes the proof. O

Claim 4.5.3 (Each iteration finds approximate density maximizer). In each iteration, our

algorithm chooses a set S such that

SNy 1 [CY Y
vol(S®) = 2 vol(C®) "’

and

where C" is the mazimum density set such that tn < |CW NY.
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Proof. Fix an iteration t, and let C) be the set in C such that tn < |IC MY, that

maximizes
’C(t) N Y;’
vol(C™)

Let i* € {0, ..., [logyn]} be the value that satisfies
2" <Ny <2-2".

Since C® achieves coverage at least 2-, we have that the set S .’ chosen in step (a) of the

algorithm must have

P

2
VOI(SZ-(}E)) < a-vol(CW) and |Si(f) NY > (1—-+)—.
n

Thus, we have that
SNy _ 1 [cYny
wl($9) = 20 vol(C0)

and that

(1= -n<ISY NYiL.

]

Corollary 4.5.2 (Union of Balls). We give an algorithm that, given a set of points Y C
R |Y| =n, a coverage fraction 6 € (0,1), a slack parameter in coverage v € (0,1 — &) and

k€N, can find a set C such that

vol(C) < exp (05 (d"/*1)) -0 <% : log(k/7)> - vol(C™),

and C is a union of O(%k) ellipsoids, where C* is the minimum volume union of k balls that

covers at least (§ + ) fraction of the points in Y .
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Corollary 4.5.3 (Proper Learning Union of balls). Let § € (0,1),7 € (0,1),k € N be
any constants. There is a polynomial time algorithm that for target coverage 6 € (0,1) and
coverage slack v € (0,1) when given n = Q(kd*/v?) samples drawn i.i.d. from an arbitrary
distribution D, finds with high probability a set S C R? that is a union of balls, and is
I = (1 + O%(g(log logd/log d)) competitive; more precisely, it satisfies Pyp |y € S] > 0,
and

1/
vol(5)!/? < vol(C’;)l/d(l + Oy (loglog d/ log d)) : (M> d

where Cf is the minimum volume union of k-balls that achieves at least 0 + v+ O(y/kd?/n)

coverage over D.

4.6 Hardness of Proper Learning

4.6.1 NP-hardness of Proper Learning

In this section, we show the approximation hardness of finding the smallest volume ball that
achieves the required coverage.

Theorem 4.6.1 (NP-hardness of Proper Learning). For any small constant € > 0 and there
is some constant 6 > 1/4, unless P = NP, there is no algorithm that given a set of points
Y C R? runs in polynomial time in |Y|,d that finds a ball B = B(e, ﬁ) that contains at
least a & fraction of points in'Y with radius R< (1 + d_‘f)R*, where R* is the radius of the

smallest ball B* that contains at least a 0 fraction points in Y .

We remark that the above hardness result rules out polynomial time proper learning algo-
rithms that work for arbitrary distributions— this is called “the distribution-free setting”
in PAC learning (as opposed to the distribution-specific setting). More formally, one can

consider the following reduction from the worst-case problem of finding the minimum volume
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ball containing a & fraction of an adversarially chosen point set Y C R¢, to our problem. We
construct a distribution Dy that is the uniform distribution over Y. By the construction of
Y, finding a set that contains probability mass 6 over Dy corresponds exactly to finding a
set that contains at least a ¢ fraction of Y. We can simulate running our algorithm on Dy
by sampling from Dy and providing these samples to the algorithm. Thus our problem is
only harder than the worst-case problem, because it only gets sample access to Dy, rather

than access to Y itself.

The above theorem involves a reduction from the maximum clique problem to the smallest

k-enclosing ball due to Shenmaier [2015]. We now proceed to the proof of Theorem 4.6.1.

Proof. Shenmaier [2015] proves the strong NP-hardness of the smallest k-enclosing ball in
Euclidean space through a reduction from the £ clique problem on regular graphs. We utilize
this construction in our reduction as follows. Let G be a A-regular graph with n vertices
and m edges. We construct a set of n points Y C R? with dimension d = m?® for a small
constant ¢ € (0,1). Each point y € Y corresponds to a vertex v in graph G. The first m
coordinates of y are the m-dimensional row for vertex v in the incident matrix of G. Then,
for t = 1,2,...,m, we have y; = 1 if the edge i connects vertex v; otherwise y; = 0. The
rest d —m coordinates of y have value 0. Note that this reduction takes time O(nd), which

is polynomial in m when ¢ is a small constant in (0, 1).

We now show that this construction of Y provides the hardness of proper learning. Since
the graph G is A regular, we have the distance between two points in Y is v/2A — 2 if
the corresponding vertices are connected in G; otherwise, the distance is v2A. By Lemma
3 in Shenmaier [2015], we have if G has a k clique, then the smallest ball that contains
at least k points in Y has a radius R* < /A, where 4; = (A — 1)(1 — 1/k); otherwise,
the smallest ball that contains k points in Y has a radius at least \/m Note that
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VA +2/k2 > VAL (14+1/n%) > /AL(1+1/m?). The k-clique problem is NP-hard even for
regular graphs [Fleischner, Sabidussi, and Sarvanov, 2010, Feige, 2003]. Fleischner, Sabidussi,
and Sarvanov [2010] show that it is NP-hard to find the maximum independent set for planar
three regular graphs. Note that for three regular graphs, the maximum independent set has
a size of at least n/4. The complement of a regular graph is still a regular graph and the
maximum independent set corresponds to the maximum clique in the complement graph.
Thus, for some constant § > 1/4, given a regular graph G on n vertices that contains k = on

clique, it is NP-hard to find a k clique in G.

Since we pick d = m3/¢, we have it is NP-hard to approximate the radius of the smallest ball

that contains a ¢ fraction of points in Y within a factor of

1 1
Thus, it is NP-hard to find a ball that contains a ¢ fraction of points in Y with a radius at

most 1 + d—ls times the radius R* of the minimum ball that contains ¢ fraction of Y. OJ

4.6.2 Computational Intractability even with Slack in Coverage

We give different reduction to provide evidence of strong computational intractability even
when we are allowed to violate the coverage by a constant factor. Our hardness result is
assuming the Small Set Expansion (SSE) hypothesis of Raghavendra and Steurer [2010],
which is closely related to the Unique Games Conjecture [Khot, 2002].

Conjecture 4.6.2 (SSE hypothesis of Raghavendra and Steurer [2010], see e.g., Theorem
IV.5 of Raghavendra et al. [2012]). For any constant n € (0,1/2), there is a constant T €
(0,1) such that there is no polynomial time algorithm to distinguish between the following

two cases given a graph G = (V, E) on n vertices with degree D:
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o YES: Some subset S C V with |S| = Tn satisfies that the induced subgraph on S is

dense i.e., the number of edges going out of S is |[E(S,V \ S)| <nD|S| edges.

e NO: Any set S CV with ntn < |S| < 2mn has most of the edges incident on it going

outside i.e., |E(S,V '\ S)| > (1 —n)|S|D.

We prove the following theorem.

Theorem 4.6.3 (Computational Intractability with Slack in Coverage). For any constant
v > 0, there exists a constant 6 € (0,1), such that assuming the SSE hypothesis for any
constant € > 0 there is no algorithm that given a set of points Y C R? runs in polynomial
time and finds a ball B = B(e, E) that contains at least a Yo fraction of points in'Y with
radius R < (1 + d*E)R*, where R* is the radius of the smallest ball B* that contains at least

a d fraction points in'Y .

Proof. Set n = min{%g, %} Given a D-regular graph G = (V, E) of the SSE problem
in Conjecture 5.4.1 on n vertices with parameter 7, we first construct an instance for ball
coverage in R™ where m = |E| as follows. Every edge corresponds to a coordinate, and every
vertex corresponds to a point in R™ that corresponds to its edge incidences i.e., u;(e) = 1
if vertex i is an endpoint of edge e, and 0 otherwise. Note that ||u; — u;||* = 2D — 2 if
(i,7) € E and ||u; — u;||*> = 2D when (i,j) ¢ E. Let k = 7n where 7 € (0,1) is the
parameter in Conjecture 5.4.1. Let R* = /D — %, and R = /D — %. We first prove that

it is SSE-hard to distinguish between the following two cases:
e (YES) case when there exists a ball of radius R* that contains at least dn points,
e (NO) case when every ball of radius at most R’ has at most ydn points inside it.

Completeness argument (YES case): In the YES case of SSE hypothesis, there exists a subset
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S C V of size k with |E(S,S)| > w. Consider a candidate center

el

if (i,7) € E(S,95)

0  otherwise

Let S* = {i € S : degg(i) > (1 — \/n)D}. Since |E(S,S¢)| < nkD, by Markov’s inequality,
1S*| > (1 —/m)|S| = 3/4-|S| = én where § = 37/4. We have S* C Ball(c*, R*) since
2\2 2\2
. * 2 _ 4 4 _ . . . 4
vie s, |lu—cl3 =3 (ule) = 1) = (D~ degs(i) +degs(i) (1 - 7 )

k
eck

+(1B(S,5)| — deg (@) (7)’
D — degsl() (£ = ) + (1E(S, )] — degs (1) - (-5)

kd 4  4(1—ymD 2D
< L VU e D (1 — -
<D+% 0 : <D—(1-2/0)

<(R*)?, since n < 1/16.

Soundness argument (NO case): Suppose there exists a subset of points corresponding to
vertices S” C V' with |S"| = k' for 3vk/4 < k' < k that are contained in a ball of radius R’

around a point ¢ € R™. Note that |S’| > nrn and |S’'| = k' > 3vk/4 = ydn. We have

2

(R')* = max Jui — €|1? > Avgiegllui — €[> > Avgice ||ui — Avgicou;

2|E(S", 5|

1
= —Avg o|lu —u||P=D - 22220
5 VEi jes | UJH 157|(1S"] = 1)
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Since 3vk/4 < |S’| < k, we have

2\E(S', 8")] D

D — <(RYZ<D-—
o —1) =S

3v(3vk/4—1)D
16

D 2
B(S',8) = o KK = 1) > > hd > DS,
since ¥2 > 8n. This contradicts the NO case of the SSE conjecture. This finishes the
soundness argument. Thus, we have established the hardness of approximating the minimum
radius ball containing dn points, even when we are allowed an arbitrary constant slackness

factor v > 0 in the coverage. It is hard to approximate the radius within a factor of
R D—-D / (2k)
- 14— >14
-\ D-pk =V 2k T3

Now as in Theorem 4.6.1 we can pad the instance with dummy coordinates to make it a d
dimensional instance with d = (4m)'/¢ to get the desired 1+ d~¢ inapproximability factor in

radius. O

4.7 Application to Conformal Prediction

As an immediate application of our result, we obtain an algorithm and guarantee for con-

formal prediction with approximate volume optimality in the high-dimensional setting.

We get the following sample theorem when the class C is the set of Euclidean balls. (Equiva-
lent statements go through for the other settings we consider in this work: properly learning
Euclidean balls, and properly/improperly competing with unions of balls. All of the cases
are simple applications of our meta-theorem for volume-optimal conformal prediction, The-

orem 2.5.1.)
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Theorem 4.1.6 (Conformal Prediction with Approximate Volume Optimality). We have
an algorithm for conformal prediction over examples from Y = R, that achieves approx-
imate restricted volume optimality (Problem 2.2.1) with respect to the set B of Euclidean
balls. That is, we have an algorithm that, given training examples Yy,...,Y, € Y that are
exchangeable with an unseen test example Y,y1 € )Y, miscoverage rate 0 < a < 1, and

coverage slack factor 0 < v <1, outputs a set C (not necessarily in B3), such that

(a) C achieves the target coverage on Yy 1,

P[Y,1 € C>1—a] (4.1)

(b) ifn = Q(d*/~?*), then C achieves approximate volume optimality with repect to Euclidean
balls,

vol(C)'/4 < (14 0,5 (d~1/22MY)) vol(C*) 1/,

where

C* = argmin vol(C) st. PY,peCl>1—a+n.
CeB

Proof. Application of our meta-theorem for volume-optimal conformal prediction, Theo-
rem 2.5.1 (see also Remark 2.5.2 about improper learning), using our subroutine to find

approximately volume optimal confidence balls. O
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Chapter 5

Competing with High-dimensional
Ellipsoids

This chapter is based on Learning Confidence Ellipsoids and Applications to Robust Subspace
Recovery, which is joint work with Chao Gao, Liren Shan, and Aravindan Vijayaraghavan

[Gao, Shan, Srinivas, and Vijayaraghavan, 2026].

In this chapter, we develop computationally efficient algorithms to find prediction sets that
satsify approximate C-restricted volume optimality Problem 2.2.1, for C the family of ellip-
soids in RY. Our results have a mild dependence on the condition number of the ellipsoids
that we compete with, which we show is necessary. We show that this problem is connected
to the problem of robust subspace recovery, and we use our methods to design the first

algorithm, to the best of our knowledge, for this problem in the worst-case setting.
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5.1 Introduction

Among natural classes of confidence sets, ellipsoids occupy a privileged position. Confi-
dence ellipsoids are a highly expressive family of confidence sets, as they naturally adapt to
correlations among high-dimensional outputs and highlight directions of high or low uncer-
tainty. They have been successfully applied in practical settings with structured outputs —
for instance, in time-series forecasting, where prediction errors across timesteps are highly
correlated [Messoudi, Destercke, and Rousseau, 2022, Xu, Jiang, and Xie, 2024]. Moreover,
confidence ellipsoids are universal approximators of all convexr confidence sets due to the

famous John’s theorem [John, 1948].

Recall that an ellipsoid F is parameterized by a center ¢ € R? and a positive definite matrix

M and given by E = {z : |[M~'?(z — ¢)|] < 1}. The family of ellipsoids in R? has VC

d+1

oY) + d. Given any arbitrary distribution D, we can draw n = O(d?) i.i.d.

dimension (
samples from D, and solve the following empirical version of the problem. For n arbitrary

points a1, as, . . .,a, € R, find

argminvol(E) s.t. [EN{ay,...,a,}
Ecg

> (1 —a)n, (5.1)

where £ is the family of ellipsoids in d dimensions. Any ellipsoid F that contains at least
(1—a))n of the points also achieves a coverage of 1—04—0(\/25 ) on D, via uniform convergence
for set families of bounded VC dimension. While there is a distributional flavor to the
conformal prediction problem (Problem 2.2.1), which an be thought of as a population version
of (5.1) (with C = &), the distributional and empirical problems are actually equivalent.
Given any arbitrary set of n points a;,...,a, € R? one can just consider D to be the

uniform probability distribution on these n points. This emphasizes the worst-case nature
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of the problem, as the distribution D is arbitrary. This is also crucial in many applications

where the method is used to estimate uncertainty of an (unknown) arbitrary distribution.

Problem (5.1) has been an important object of study in several different communities. In
statistics, this is the famous minimum volume estimator (MVE) of Rousseeuw [1985], that
is studied as a robust non-parametric estimator for location and scatter parameters of a
distribution. It is preferred for several desirable properties including affine equivariance
(they behave well under affine transformations of the data), and having the mazimum break-

down value* among all robust estimators of scatter and location (see the excellent survey by

Van Aelst and Rousseeuw [2009] for details).

Solving this problem exactly is known to be NP-hard [Bernholt, 2006, Ahmadi, Malioutov,
and Luss, 2014]. This is also been studied as the robust minimum volume ellipsoid, minimum
volume ellipsoid with outliers, and minimum k-enclosing ellipsoid problem in optimization,
applied mathematics and computational statistics, where many heuristics have been de-
veloped. These methods have been used as subroutines for applications in control theory,
dynamical systems, and uncertainty quantification [Candela, 1996, Ahmadi, Malioutov, and
Luss, 2014, Ahipasaoglu, 2014, Calafiore and Ghaoui, 2004, Vlahakis, Lindemann, Sopasakis,

and Dimarogonas, 2024, Henderson, Mazoyer, and Gamboa, 2025].

However, despite several decades of work, to the best of our knowledge, there is no known
polynomial time algorithm for learning small confidence ellipsoids.
Question. Can we design polynomial time algorithms that learn confidence ellipsoids with

rigorous volume guarantees?

When « = 0, this is the classic minimum volume enclosing ellipsoid problem (MVEE) which

!The breakdown value is the fraction of outliers the estimator can tolerate while providing a meaningful
estimate.



COMPETING WITH HIGH-DIMENSIONAL ELLIPSOIDS 145

can be solved in polynomial time using semi-definite programming [Boyd and Vandenberghe,
2004, Todd, 2016]. This is also the famous Lowner-John ellipsoid for the convex hull of the
given points [John, 1948]. For general a € (0,1), in Chapter 4 [Gao, Shan, Srinivas, and
Vijayaraghavan, 2025a] we study the special case of (5.1) for Euclidean balls, which is already
known to be NP-hard. We give polynomial time algorithms that achieve volume guarantees
that are competitive with that of the optimal solution up to a multiplicative factor, while

relaxing the confidence parameter o by a small amount.

The algorithmic problem (5.1) is significantly more challenging compared to balls. A special
case is robust subspace recovery which is the computationally hard problem of finding a
subspace of dimension at most a prescribed (1 — «)d that contains an 1 — « fraction of
points [Hardt and Moitra, 2013]. The NP-hardness of the robust subspace recovery problem
directly implies that it is NP-hard to get any non-trivial volume approzimation for (5.1) i.e.,
distinguish when the minimum volume ellipsoid containing a 1 — « fraction of points has
vol = 0 versus vol > 0 (see Appendix C.1). However, this hard instance is pathological,
where the optimal ellipsoid is ill-conditioned, with one of the axes lengths being 0 (or close

to 0). This motivates restricting our attention to ellipsoids with bounded condition number.

Given an ellipsoid E = {z : ||[M~Y2(z — ¢)||z < 1}, the condition number B(E) € [1,00) is

the ratio of maximum to minimum axes lengths:

P(E) =

max;e|q) i (M%) _ \/maXiE[d] Ai(M) (5.2)

mingepg A (M1/?) min,epq Ai(M)’
where A\ (M), ..., \g(M) are the eigenvalues of M. The condition number 3(F) = 1 for a
Euclidean ball, and 8 — oo as the ellipsoid becomes supported on a proper subspace of RY.
It will be instructive to think of S as being a large constant or polynomial in the dimension

d. The main question that we study in this chapter is the following.
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Question 5.1.1 (Minimum f-Conditioned Confidence Ellipsoids). Suppose there ezists a
B-conditioned ellipsoid E* that contains (1 — «) fraction of the input points ay, ..., a, € R
Can we, in polynomial time, find an ellipsoid E containing an 1 — ' fraction of the points

whose volume 1s I'-competitive with E* i.e.,
vol(E)Y? < T - vol(E*)Y, (5.3)

where the missed coverage o = f(a) goes to 0 as o« — 07
Remark 5.1.2. Here the approximation factor I'(5,d, ) is a function of 3, d,« and is mea-
sured with respect to vol'/? following the convention in Chapter 4 [Gao, Shan, Srinivas, and

Vijayaraghavan, 2025a], and the corresponding approximation factor for volume becomes I'?.

5.1.1 Results in this chapter

Our main result is a polynomial time algorithm that achieves a rigorous volume guarantee

for ellipsoids whose condition number ( is bounded.

Theorem 5.1.3 (Algorithm for S-conditioned ellipsoids). For any parameters a € (0,1),
€ (0,1), B > 1, there exists a universal constant ¢ > 0 such that the following holds. There

is an algorithm that given a set of n points A = {ay,...,a,} € R? for which there exists an

ellipsoid E* C R that is 3-conditioned and |[E* N A] > (1 — a)n , finds in polynomial time

an ellipsoid ECRY withD = b7 e,

vol/4(E) < (45)27(1+%)~V011/d(E*), and encloses at least |ENA| > (1—%>n points. (5.4)
Y

(See Theorem 5.2.7 in Section 5.2 for more details.) This immediately implies a corresponding
guarantee for the distributional version, using the VC dimension bound on ellipsoids.

Corollary 5.1.4 (Distributional version of Theorem 5.1.3). For any parameters o € (0,1),
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and v € (0,1),8 > 1, there is an algorithm that given n i.i.d. samples from an arbi-
trary distribution D over R™ with an (unknown) B-conditioned ellipsoid E* C RY satisfying

Pp[E*] > (1 — «) , finds in polynomial time an ellipsoid E c RY with

N N a2
vol/(E) < (48)08) - vol M (E*), and B[E] > 1 0(g + —). (5.5)
0l n
Implication: I' = 3°) approximation. Consider the setting when o = o(1) (or a

very small constant). We can compare against an algorithm that uses as a black-box the
guarantee given in Chapter 4 [Gao, Shan, Srinivas, and Vijayaraghavan, 2025a] for Euclidean
balls. Since the ellipsoid E* is S-conditioned, there is also a Euclidean ball whose volume is
within a ¢ multiplicative factor of it. The result in Chapter 4 computes an ellipsoid whose
volume is within a 2°(9) factor to the volume of the best ball (while also incurring a small
loss in coverage). This leads to a volume approximation factor of 2°(Y 3%, In other words,

this achieves an approximation factor I' ~ 3.

In comparison, our algorithm achieves a guarantee of I' = 37 i.e., a volume approximation of
7, with miscoverage /7. This achieves a I' = 4°() factor for any choice of v = o(1). For
example, by setting v = /«, the ellipsoid encloses at least (1—O(y/a)) fraction of the points,
and achieves Alternatively, by setting v = w(1/log /), we can achieve an approximation

factor I' = exp(o(d)), which is independent of .

As we will see later, the I' = 5°(Y) guarantee is key to getting an algorithm for robust subspace
recovery. This gives an example of how this guarantee is qualitatively different and more

challenging than the weaker I' = 3 guarantee.

Moreover, our algorithm deviates significantly from the approach in Chapter 4 which lever-

ages a new connection to robust high-dimensional estimation. In contrast, we design and
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analyze a natural iterative algorithm based on the rich primal-dual structure of the mini-
mum volume enclosing ellipsoid problem, and the D-optimal design problem,? and serves as

a potential subroutine for other robust estimation tasks.

Our next result shows that the dependence on f in the factor I' (and the volume approxi-
mation) is unavoidable (up to a constant factor in the exponent), even when we allow for
some slack in the missed coverage «. This is assuming the well-studied small set expansion
(SSE) conjecture of Raghavendra and Steurer [2010], which is closely related to the unique
games conjecture [Khot, 2002]. In fact the hardness holds for I' = %(): hence achieving a
factor I' = °() requires some loss in coverage.

Informal Theorem 5.1.5 (SSE-hardness). Assuming the Small-Set Expansion conjecture,
there exist small constants o, 6 > 0 and By > 1 such that for any (sufficiently) large 5 > Py,
no polynomial-time algorithm when given as input n points with a B-conditioned ellipsoid

containing a 1—a fraction of them can achieve a factor I' < B°=°M) with coverage 1—(1+6)a.

See Theorem 5.4.2 in Section 5.4 for a formal statement. This hardness result is based on the
hardness for robust subspace recovery due to Hardt and Moitra [2013], and already suggests

a strong connection between the two problems.

Robust Subspace Recovery and Other Applications

Our algorithm from Theorem 5.1.3 gives a new algorithmic tool for robust estimation prob-
lems in high-dimensions. We show that we can use our algorithm to obtain polynomial time
algorithmic guarantees for the challenging robust subspace recovery problem. Recall that we

are given as input n points ay, ..., a, € R? (which we can assume are unit vectors), an out-

2The dual to the minimum volume enclosing ellipsoid SDP is the well-studied D-optimal design problem
or equivalently the G-optimal design problem in statistics and experimental design, that tries to weight the
covariates of a linear regression problem to minimize the variances of the predictions [Todd, 2016]. See also
[Nikolov, 2015, Nikolov and Singh, 2016] for the “integral” version of the problem and other interesting
variants.
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lier fraction a € (0, 1), and a closeness parameter € € (0,1). The goal is to find a subspace
S C R? (passing through the origin) of smallest possible dimension (or largest co-dimension)
that is e-close in /5 distance to at least (1 — a)n points. This is a well-studied problem in
statistics, with motivation as a variant of PCA that finds a low-dimensional subspace even
in the presence of outliers [Lerman and Maunu, 2018, Hardt and Moitra, 2013]. Due to the
NP-hardness of the problem [Khachiyan, 1995], previous works that provide polynomial time
guarantees need to make structural assumptions on either the outliers, or the inliers (points

on the subspace).

Prior algorithmic results on robust subspace recovery. The work of Hardt and
Moitra [2013] assumes genericity (similar to a smoothed analysis assumption) on the outliers
and gives elegant polynomial time algorithms when the dimension of the subspace k con-
taining (1 — a)n points satisfies £ < d(1 —«a). They complement their result with a hardness
result in the worst-case setting when k > (1 — a)d assuming the SSE conjecture, even in
the noiseless setting where ¢ = 0 [Hardt and Moitra, 2013]. The work of Bhaskara, Chen,
Perreault, and Vijayaraghavan [2019] improved the condition on « in the smoothed analysis
setting, and also provided some noise tolerance € ~ 1/poly(n). More recent works based
on sum-of-squares (SoS) relaxations assume distributional assumptions (e.g., Gaussianity or
rotational invariance) on the points in the subspace [Bakshi and Kothari, 2021] with stronger
noise tolerance. In contrast we study the worst-case version of the problem, and make no
assumptions on either the inliers or outliers. We are unaware of any non-trivial algorithmic
guarantee in the worst-case setting of the problem prior to our work. We show that the
algorithm for learning small volume confidence ellipsoids can be used as a subroutine to
provide algorithmic guarantees for robust subspace recovery in the worst-case.

Informal Theorem 5.1.6. For any v € (0,1), there is a polynomial time algorithm, that

given as input points A = {ay,...,a,} € R with a subspace S* of dimension (1 — 8v)d that



COMPETING WITH HIGH-DIMENSIONAL ELLIPSOIDS 150

is €, < €7 close to at least (1 — a)n of the given points, finds w.h.p. a subspace S C R? of

dimension at most (1 —~)d such that at least (1 — O(a/7))n points are € close to S.

See Theorem 5.3.1 for the formal statement. When we know that there are many points that
lie exactly on the subspace S, we have e, = 0. We can pick € to be whatever desired accuracy
(that can be arbitrarily close to 0) and apply the above algorithm to find a subspace that
is e-close to the desired number of points. On the other hand, we also get guarantees when
the desired accuracy ¢ is a small constant (for e.g., v is a constant and &, is a sufficiently

small constant) or ¢ is inverse polynomial in d” (when ¢, < 1/poly(d)).

To use this approach, it is crucial that we use an algorithm that can approximate a confidence
ellipsoid up to a factor better than I' = 8. Our algorithm uses the fact that the points that
lie close to the true underlying subspace must lie in a thin slab. Thus, they also lie in an
ellipsoid that is thin in many directions, corresponding to the co-dimension of the subspace.
Our algorithm applies a small random perturbation to all of the points, ensuring that we
can control the width of this ellipsoid in all of the thin directions. Then, we argue that a
guarantee of I' = 37 (i.e. 47 approximation in volume) to the ellipsoid can only blow up
~ ~vd of these directions. To recover subspaces of nontrivial dimension < d, we use that
vd < d so we do not blow up too many directions. This gives an example why the I' = 5°()
guarantee is qualitatively different and more challenging than the trivial I' = g guarantee.
To the best of our knowledge, this provides the first rigorous polynomial time guarantee for

robust subspace recovery in the worst-case setting.

Statistical Applications. Our algorithm for learning confidence ellipsoids has some direct
applications to other related problems. One implication of our algorithm is that it gives an
algorithm for learning convex confidence sets with bounded condition number that are of

approximately minimum volume (Theorem 5.5.2). This is because any convex set can be
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well-approximated by an ellipsoid, and our algorithm can provide a good approximation to
the ellipsoid. An interesting aspect of this guarantee is that the family of convex sets has
infinite VC dimension. We know that bounded VC dimension is a sufficient condition for a
family of confidence sets to be statistically efficiently learnable. However, our result suggests
that bounded VC dimension is not a necessary condition for learning an approximately

volume optimal confidence set in the family.

Another implication of our result is for high-dimensional conformal prediction (Theorem 5.5.4).
In conformal prediction, the goal is to use training examples to construct a prediction set
that contains an unseen test example with probability at least 1 —«. An algorithm for finding
small confidence sets on arbitrary samples directly implies an efficient conformal prediction

algorithm. Please see Section 5.5 for details.

5.1.2 Technical Overview
Approximate Minimum Volume Confidence Ellipsoid

Given a set of points A = {ay,...,a,} € R% our goal is to find a small ellipsoid that contains
(1 — a)-fraction of the points in A. Let E* be the optimal ellipsoid that encloses (1 — a)n
points of A, and has condition number at most 3. We will refer to the points enclosed by

E™ as the inliers, and the an points of A that are not enclosed by E* as the outliers.

Origin-centered setting and SDP formulation. For the purpose of the technical
overview, we will focus on the origin-centered setting, when the center of the ellipsoid is
fixed to be the origin. This special case is already challenging and well-motivated, as it
captures the application to the robust subspace recovery problem. Moreover it will inspire
the main ideas in the algorithm and analysis — the general setting where the center is not

the origin is handled by solving an appropriate origin-centered problem in d + 1 dimensions.
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In Section 5.2, we present the full algorithm for the general setting where the center of the
ellipsoid can be arbitrary. In the rest of this overview, we will present the main algorithmic

ideas, and give a proof sketch of the entire analysis.

For the classic problem of finding the minimum volume enclosing ellipsoid (origin-centered)
containing all of the points in A, then there is a very well-studied formulation of this problem

as a semidefinite program (SDP):

mgx log det

s.t. Vi, a; Qa; < 1 (MVEE-OC)

Q= 0.

Note that the volume of the resulting ellipsoid £ = {z : 2"Qz < 1} is kgdet(Q~'/?), where
kq > 0 is the volume of the unit radius ball in d-dimensions. For the purposes of this
chapter, we can ignore this fixed constant k4, as all the d-dimensional volumes will be scaled
by the same amount. This SDP can be solved in polynomial time up to desired accuracy
7 in polynomial time in d,n,log(1/n). The goal is now to choose an points of A to leave
out, such that it brings down the objective value of the above SDP (MVEE-OC) as much
as possible. The above SDP seems challenging to work with directly when we only need to

enclose 1 — « of the distribution.

Which points contribute to increasing the volume of the enclosing ellipsoid the most? Intu-
itively, this is a problem that has to be addressed somehow by the SDP itself, as these points
are the ones that the solution has to work hardest to cover. This motivates us to look at the
dual formulation, which has a variable that captures how hard it is to satisfy the constraint

from each point.
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Dual SDP and D-Optimal Design. The dual of the minimum volume enclosing ellipsoid
problem is the classic D-optimal design problem, which is (a scaled version of) the problem
of finding a distribution supported on the points a;, that maximizes the determinant of the

covariance or second moment matrix (centered at the origin).

=1

log det aa,)
wi,nvl?e}([:n] Og (§] (Zwaaz)

s.t. Vi, w; >0 (dual-MVEE)
i=1

The weights w; corresponding to the optimal solution of the dual can be shown to satisfy

Intuitively, far-away outliers will contribute the most to increasing the volume of the enclosing
ellipsoid. The dual SDP will likely place a significant fraction of weight on outliers that lie
far outside the desired small ellipsoid. Another interpretation of this is via complementary
slackness. The points that are assigned non-zero weight in the dual solution are exactly the
points that lie on boundary of the optimal ellipsoid in the primal SDP solution. Deleting
a point with w; = 0 i.e., one that is contained in the interior of the ellipsoid cannot, by
itself, bring down the volume of the enclosing ellipsoid. Hence the weights (w; : i € [n]) can
be interpreted as a measure of how important the point is to the volume of the enclosing

ellipsoid.

Iterative algorithm based on dual and progress in outlier removal. The above
intuition suggests the following natural iterative algorithm. Our algorithm proceeds by
iteratively solving the dual program (dual-MVEE) on the set of points A = (a; : i € [n]).

This gives us weights (w; : ¢ € [n]), which are essentially a distribution (the weights sum
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to d instead of 1). We remove each point a; from the dataset with probability proportional
to w;. If significant fraction of the weight (w; : i € [n]) is supported on the outlier points,
then this strategy makes progress in removing many outliers. We think of this in terms of
a tunable parameter v > 0. If in some iteration, the dual solution places at least yd (out
of the total d) weight on outlier points, then in expectation, out of the d discarded points
at least v > « fraction of it will be outliers. Hence in every iteration, as long as the dual
program (dual-MVEE) puts > -d mass on the outliers, we will continue making progress by
decreasing the fraction of outliers in the remaining points, while throwing out approximately

a -y /a factor more points than the target an.

Bounding the volume approximation. FEventually, once we have thrown out many
outliers, on some iteration the dual will place less than vd weight on outlier points. In
this case, the dual solution (w; : ¢ € [n]) is mostly supported on the inlier points i.e., on
the boundary of the optimal solution, most of the points, by weight, are inliers. The main
challenge is to prove that the volume of the enclosing ellipsoid in this iteration is a good

approximation of the volume of E*.

This is particularly tricky, because the SDP that we solve at this iteration is not a relaxation
of enclosing only the inliers. We must instead tie the cost of the SDP on this instance to the
cost on a different instance that contains only the inliers. This is also challenging because
we do not make any assumptions on the distribution of the inliers — recall that the inliers
are simply defined to be the points inside the optimal solution E*. This is different from
the standard setting in robust estimation, where the algorithm exploits strong properties
of the inliers such as isotropicity or even higher-order moment conditions, which can be

algorithmically certified.

A simple procedure allows us to assume that all of the points a; are within a bounding ball
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of radius O(f), and that the minimum axis length of E* is at least 1.

We remark that this rescaling is done once at the start of the algorithm before performing
the iterative outlier removal procedure. Essentially, we can throw away any points that are
very far from the majority of points, since E* has condition number < [, so it cannot stretch

too far from the majority of inliers.

The following lemma is the crucial claim in the analysis and shows that the minimum en-
closing ellipsoid in any iteration where the dual places at most o(d) weight on outliers has
small volume competitive with the optimal solution E* (that encloses only the inliers).
Lemma 5.1.7 (Good volume approximation when total outlier weight is o(d)). Let A be a
set of points ay, ..., a, € R with |la;|| < B, and E* = {x : 2757 x < 1} be an ellipsoid with
I XS =<0(B)-1. If the optimal dual solution (dual-MVEE) (w; : i € [n]) has total weight
at most yd on the outliers A\ E*, then the volume of the ellipsoid E corresponding to this
dual solution is upper bounded by

e _ vl
log (Kdvol(E)) — log det (;wzalaz ) < logdet(5) + O(rdlog )

—  vol(E) < vol(E*) - gO09,

Here kq > 0 is the volume of the unit ball of radius 1 in d dimensions.

(See Lemma 5.2.6 for the formal version of this lemma in the general non-origin centered

setting.)

To develop some intuition for this lemma, imagine that the weights w; are supported on
exactly d points i.e., w; = 1 for exactly d out of the n points, and w; = 0 for all others.

Then, if the total weight on the outliers is at most yd as in the assumption of the lemma,
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then there are at most vyd outlier points on the boundary of the enclosing ellipsoid. Any
ellipsoid that encloses all of these d points in the support of w also encloses all the points.
Hence we can upper bound the volume of the minimum enclosing ellipsoid of all of the n
points is by constructing another ellipsoid that contains these d points. First, we contain
the (1 — «)d inlier points by using E*. Then, there are at most yd remaining outlier points
that need to be included. For each outlier point, we will stretch E* in the direction of the
outlier point to include it. Since E* has width at least 1 in every direction, and each outlier
point is at distance O(f) away, we expand the volume of E* by a factor at most O(3) for
each outlier point that we stretch to include. Thus, in this ideal situation when the weights
w from the optimal dual solution are supported on exactly d points, with total weight of vd

on the outliers, the volume of the enclosing ellipsoid is at most

vol(E) < vol(E*) - O(57%).

Challenge: spread outliers. Of course, in general, the dual weights could be supported
on many more than d points. This presents a challenge for the type of analysis sketched
above, as that uses not only that there is at most vd weight on outlier points, but also
crucially that it is concentrated in at most yd directions. When the outlier weight could be

spread out in many directions, it can affect the value of the dual solution significantly more.

Consider an example where E* has width § in the first d/2 coordinate directions, and width
1 in the remaining d/2 coordinate directions. Then, the volume of E* is proportional to 3%/2.

Suppose the outliers are spread out at distance f in the “thin” directions of £*. Then, even
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if the outliers have total weight at most vd, M =Y, w;a;a; could look like

2(1 —’}/)52101/2 0

0 298 Lyyo

M=

b

with det(M) = BI2Y2(1 — )Wyt = g2 (46%(1 — 5)y) ¥4,

Hence, its volume of the corresponding ellipsoid could be larger than vol(E*) = Y2 by a
factor of (32y)%* ~ ). Thinking of 3 as a large constant, or even polynomially large in
d, we would like the exponent in our approximation factor to be brought down by v as it

was in the previous example with only d points.

Using optimality via complementary slackness. The key claim that allows us to
prove Lemma 5.1.7 is that this bad situation when the vd total weight on outliers is spread
in w(vyd) directions, will actually never happen in an optimal dual solution! Specifically, in
the above example, the dual would actually be able to achieve a much larger determinant by
putting &~ d/2 weight on the inliers and ~ d/2 weight on the outliers. This is good, because

then we will make progress in removing outliers.

More generally, we will use the complementary slackness or KKT conditions for the optimal-
ity of the solutions to (MVEE-OC) and (dual-MVEE). Moreover, we will use the following
important geometric inequality that uses the log-concavity of the determinant function. This
is a geometric form of the famous Brascamp-Lieb inequality due to Keith Ball that was used
to prove certain reverse isoperimetric inequalities [Ball, 1989, 1991].

Claim 5.1.1 (Geometric Brascamp-Lieb inequality). For any PSD matriz P € R¥?, weights
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w; > 0, and unit vectors ||b;|| = 1 such that >, w;bb] = I, we have

log det(P) <Y w;log(b/ Pb;).

The geometric interpretation implication of the claim is the following: the volume of any
ellipsoid can be upper bounded by an appropriate geometric mean of the projected lengths
of the ellipsoid onto a set of unit vectors that are isotropic (or more generally form a “tight
frame”). We now present a short proof of Lemma 5.1.7 assuming Claim 5.1.1. In Section 5.2
we show how it yields the general version in Lemma 5.2.6 that is needed for the analysis of

the general algorithm.

Proof of Lemma 5.1.7 for the Origin-centered Setting. Let w be the optimal solution
to the dual program. Let M = Y, wya;a. Let E* = {z : 2" S~'z < 1} be the optimal

ellipsoid that encloses the inliers. Then, the volume of E* is proportional to det(S5).

To compare the volumes of E* and E consider the PSD matrix P = M'/2S~'M'/2. Note

that S is full rank by assumption. We have

log det(P) = log det(M) + log det(S™1).

Consider all points a; with weight w; > 0 in the optimal dual solution. By the KKT condition
(complementary slackness), we have for any such point a; with w; > 0, a, M~ta; = 1. Let
b; = M~'/2a;. Then this implies that for all ¢ such that w; > 0, the transformed points have

length ||b;|]2 = 1 (i.e., they are on the boundary) and

Z U}zblbj = M71/2 ( Z wmm?) M71/2 =1.

2:w; >0 2:w; >0
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Hence the subset of points b1, ..., b, with weights w; > 0 are isotropic i.e., they form a tight

frame. By Claim 5.1.1, we have

log det(P) < Z w; log(b] Pb;) = Z w;log(a; M~Y2PM~?q;) = Z w; log(a; S™tay),

2:w; >0 2:w; >0 2:w; >0
since S™! = M~12ppY/2,

We now split the right-hand side into inliers and outliers. For the inliers a; € E*, we have
a; S7'a; < 1. For the outliers, we have ||a;|| < 8 (from the assumptions of the lemma), and
E* has condition number O(f). Hence a; S~'a; < O(B) for all outliers. We are given that

the total weight w on the outliers is at most yd. Then, we have

log det(P) < Z w;log(a; S~ a;) < vd - O(log ).

2iw; >0

Therefore, we bound the optimal dual solution value by
log det(M) = log det(S) + log det(P) < logdet(S) + vd - O(log 3).

This completes the proof of Lemma 5.1.7.

We remark that the above proof does not use optimality of the ellipsoid E* for the inliers.
In particular, the above proof uses complementary slackness conditions for M, and not for
S. Hence E* can be any ellipsoid of condition number < /3 containing (1 — «)n points, and
our algorithm is guaranteed to find an ellipsoid whose volume is competitive with it. In
fact, the algorithm does not need the knowledge of 3, and outputs an ellipsoid for which the

guarantee holds for any choice of .

We defer the proof for the general (non-origin-centered) setting, and analysis of the entire
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algorithm to Section 5.2.

Robust Subspace Recovery

We present an algorithm for robust subspace recovery by leveraging our algorithm for finding
the minimum volume confidence ellipsoid. The approach builds on the geometric intuition
that if many points lie near a low-dimensional subspace, the smallest-volume ellipsoid cov-
ering them must be elongated along that subspace. We then apply a PCA-style procedure
that selects the eigenspace corresponding to the large axes lengths of the ellipsoid as an
approximation to the underlying subspace. This is related to the example that we discussed
above where the outliers are spread out. Due to log-concavity of volume, the volume of the
ellipsoid is smaller if we stretch the ellipsoid a lot but only in a few directions, as opposed

to stretching it a little bit in many directions.

The main challenge is that the ellipsoid produced by our algorithm may not be well-
conditioned. In some directions, it can have very small eigenvalues, which makes it difficult
to bound the dimension of the recovered subspace. To address this, we introduce a random
perturbation step. The algorithm adds small, independent Gaussian noise to each point,
which enforces an anti-concentration property. This property ensures that in every direc-
tion, only a small fraction of points have very small projections. As a result, any ellipsoid
that covers most points must be sufficiently “fat” in all directions (see Lemma 5.3.2 for the
technical claim). This ensures a lower bound on the smallest eigenvalues, allowing us to

recover a low-dimensional subspace from the ellipsoid’s principal directions.

Hardness

We establish the Small Set Expansion (SSE) hardness for our problem, using the robust

subspace recovery problem as an intermediate step. Hardt and Moitra proved the SSE-
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hardness of robust subspace recovery for low-dimensional subspaces (dd-dimensional), which
shows that distinguishing whether there exists a low-dimensional subspace containing a cer-
tain fraction of points is SSE-hard [Hardt and Moitra, 2013]. We then connect this to our
algorithmic result for subspace recovery in Section 5.3, which shows that if there exists a
small-volume ellipsoid covering most of the points, then those points must lie close to some

subspace.
There are two main challenges.

(1) Our PCA-based argument introduces a small gap in the subspace dimension, while the
hardness by Hardt and Moitra [2013] assumes the same dimension in both YES and NO
cases. To bridge this, we modify their reduction to tolerate such a dimensional slack,

yielding a strengthened hardness for robust subspace recovery with a small dimension

gap.

(2) After establishing that many points lie close to a low-dimensional subspace, we still
need to argue that there exists a subspace that exactly contains a large fraction of these

points.

To address this, we replace the randomized construction used by Hardt and Moitra [2013]
with a deterministic construction of the robust subspace recovery instance. This discrete
structure ensures that when many points are close to a subspace, we can identify a sub-
space of comparable dimension that exactly contains a large subset of them (Lemma 5.4.4),
thereby completing the reduction and establishing the SSE-hardness of the minimum volume

confidence ellipsoid problem.
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5.1.3 Related Work

Finding Small Volume Confidence Sets The problem of learning minimum volume
confidence sets has been widely studied in statistics and machine learning, due to applications
in uncertainty quantification, learning density level sets, anomaly detection, or distribution
support estimation [Einmahl and Mason, 1992, Polonik, 1997, Rousseeuw, 1985, Garcia,
Kutalik, Cho, and Wolkenhauer, 2003, Scott and Nowak, 2005] The works of Polonik [1999],
Scott and Nowak [2005] design statistically efficient methods when the VC dimension of the
class of confidence sets C is bounded. This problem has also received recent attention due
to efficiency or volume optimality considerations in conformal prediction and uncertainty
quantification, see [Lei, Robins, and Wasserman, 2013, Sadinle, Lei, and Wasserman, 2016,
Braun, Aolaritei, Jordan, and Bach, 2025] and also Chapter 3, Chapter 4, and Chapter 6

[Gao, Shan, Srinivas, and Vijayaraghavan, 2025b,a, Srinivas, 2026].

The most relevant prior work is the work on small volume learning confidence balls in high
dimensions is our work in Chapter 4 [Gao, Shan, Srinivas, and Vijayaraghavan, 2025a].
The class C of Euclidean balls in d dimensions is already computationally challenging for
large d. In Chapter 4 we study both improper learning (where the confidence set that is
output does not need to be from C) and proper learning algorithms, and designs polynomial
time algorithms with rigorous guarantees of approximate volume optimality for C being the
set of Euclidean balls (or unions of O(1) balls). The best known polynomial time proper
learning algorithm for Euclidean balls achieves I' = 1 4+ O(1/logd) (volume approximation
of exp(O(d/logd)) [Badoiu, Har-Peled, and Indyk, 2002], while the best improper learning
algorithms for learning confidence balls outputs ellipsoids that achieve I' = 1+0(1/V/d) i.e., a
volume approximation of exp(O(v/d)) (Chapter 4). This is complemented by a computational
intractability result for proper learning better than I' = 1 4 d° for some constant ¢ > 0.

The main technical idea is to design a robust proxy for computing the center, inspired by
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algorithms for robust mean estimation.

These results do not give any guarantees when competing against the class C of ellipsoids
in d dimensions. For the learning confidence ellipsoids, the challenge is to learn both the
center (location), and more importantly, the shape of a good ellipsoid for the distribution.
It is an interesting open question to generalize our results to unions of ellipsoids, or use our

new algorithm to get an improved improper algorithm for learning Euclidean balls.

Comparison to Prior Work on Robust Estimation. A related direction that has
received much attention in both statistics and computer science is robust estimation, where
the goal is to develop methods for parameter estimation that are robust to outliers. Here, the
uncorrupted data points i.e., the inliers are drawn i.i.d from a nice distribution Dy over R?
with a parameter 6 that we would like to estimate, e.g., a Gaussian with an unknown mean,
or unknown covariance. In the input dataset, 1 — « fraction of the samples are drawn from
the inlier distribution, while the remaining « fraction are outliers, which are arbitrary points
in R? (stronger contamination models allow for replacing an arbitrary « fraction of the inliers
with arbitrary outliers). There is a rich body of work over the past six decades developing
robust methods for several basic parameter estimation tasks under different contamination
models [see e.g., extensive books on this topic Huber, 2004, Diakonikolas and Kane, 2023].
In the previous chapter (Chapter 4), we even used ideas from robust estimation to find small

confidence balls.

Most relevant to us are the works on robust covariance estimation, and robust estimators
for the scatter of the distribution in high dimensions. The important works of Diakonikolas,
Kamath, Kane, Li, Moitra, and Stewart [2016], Lai, Rao, and Vempala [2016] gave poly-
nomial time algorithms for robust mean and covariance estimation of Gaussians in high

dimensions, with near optimal dependencies. Over the past decade there have been several
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polynomial time algorithms proposed based on filtering, sophisticated convex relaxations in-
cluding sum-of-squares and many other techniques [please see Diakonikolas and Kane, 2023,
for a recent book on the topic|. In particular, for robust covariance estimation, these works
assume Gaussianity of the inlier distribution, or various fourth moment or higher-order mo-
ment assumptions on the inlier distribution. Such assumptions are necessary to define a
certifiable property (e.g., hypercontractivity, anticoncentration) of the inlier distribution in
parameter estimation tasks. In contrast, in our setting we do not make any assumptions on
the data points — in particular, the points in the optimal solution do not need to satisfy
any Gaussianity or hypercontractivity or anticoncentration condition. Handling arbitrary
distributions is important for applications in uncertainty quantification. Moreover, our goal
is not to estimate or recover any ground-truth parameter, but instead to find some small

volume confidence ellipsoid that contains most points.

The classic work of Rousseeuw [1985] studies the same problem as the famous minimum vol-
ume estimator (MVE) for location and scatter parameters of a distribution. See the survey by
Van Aelst and Rousseeuw [2009] for several desirable properties including its high breakdown
point and other statistical properties. As described earlier, this problem and heuristics for it
have also found applications in control theory, dynamical systems, and uncertainty quantifi-
cation. However, known algorithms for this problem are either computationally inefficient,

or do not come with rigorous guarantees of (approximate) volume optimality.

Robust Subspace Recovery. Finally, the problem of robust subspace recovery in high
dimensions has received significant attention on the algorithms side in the past decade start-
ing with the influential work of Hardt and Moitra [2013]. Polynomial time algorithms that
recover a ground-truth subspace in the presence of outliers are only known under additional

distributional assumptions about the inliers (points on the subspace) [Bakshi and Kothari,
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2021], or non-degeneracy assumptions/ the smoothed analysis setting on the outliers [Hardt
and Moitra, 2013, Bhaskara, Chen, Perreault, and Vijayaraghavan, 2019]. In particular, the
work of Hardt and Moitra gives polynomial time algorithms that recover the ground truth
subspace of dimension k& when an o < 1 — k/d fraction of outliers are in general position in
the ambient space, and the 1 — « fraction of inliers are in general position in the subspace.
One of their algorithms uses a beautiful connection to radial isotropy Hardt and Moitra
[2013]. This uses a different convex program due to Barthe [1997], which is also related to a
reverse version of the Brascamp-Lieb inequality see also [Hopkins, Kane, Lovett, and Maha-
jan, 2020, Diakonikolas, Tzamos, and Kane, 2022| for related work on the Forster transform
and the radial isotropy position. Please see Section 5.3 for a more detailed comparison to

prior work on robust subspace recovery.

5.2 Algorithm and Analysis

Let E* be the smallest ellipsoid that contains at least (1 — «)-fraction of the points in
A ={ay,...,a,}. We begin by finding a bounding ball B that contains all points in E*,
and has radius at most twice that of the maximum axis length of E*. This can be done
by a simple search over all pairs of points in A (Lemma C.3.2). Restricted to B , it suffices
to find an ellipsoid that captures close to (1 — a)n of the embedded points, with volume
approximately that of the smallest volume ellipsoid of condition number at most [ that

captures (1 — a)n points.

We will refer to the (1 — a)n points in A that are captured by the optimal E* as inliers. We

refer to the remaining an points in A as outliers.

Our algorithm proceeds by iteratively solving the dual program of the minimum volume

ellipsoid (Proposition 5.2.4). This gives us weights, which are essentially a distribution
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supported on the a; (the weights sum to d instead of 1). We remove each point from the
dataset with probability that is proportional to the weight it is assigned in the dual. For
a tunable parameter 0 < v < 1, we show the following. In a given iteration, consider the

following cases.

(a) If more than vyd weight is placed on outliers, then when we remove points, more than a

~ fraction of the points that are removed will be outliers, in expectation.

(b) If less than yd weight is placed on outliers, then the minimum volume ellipsoid enclosing
all of the remaining points is already a good approximation in volume to the minimum

volume ellipsoid enclosing only the inliers (Lemma 5.2.6).

Since we are only removing points in each iteration, the volume of the minimum volume
enclosing ellipsoid of the remaining points can only decrease in each iteration. Thus if we
iterate R ~ 07‘—3 times, we will have by the pigeonhole principle that on one of these iterations,
less than vd mass was placed on outliers, and therefore the volume approximation held on
that and all following iterations. The fact that we make progress removing outliers be
shown with Chebyshev’s inequality, after observing that the point removal process forms a
Martingale (Lemma C.3.4). We can also ensure that we do not remove too many points,

inliers and outliers, over the R rounds via Chebyshev’s inequality (Lemma C.3.5).

Finding the bounding ball, and part (a) of the outline above, which argues about the number
of points removed, have proofs relegated to Section C.3. In this section, we prove (b), which

is the main technical contribution.
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5.2.1 SDP and KKT condition

The main technical statement that we need to prove is about the form of the optimum of
SDP for the minimum volume enclosing ellipsoid. We are interested in finding the minimum
volume enclosing ellipsoid (MVEE) of arbitrary center. This can be found by the following

convex progran.

For a given set of points A, the minimum volume ellipsoid that contains all of the points A
can be found via the following convex program.

Proposition 5.2.1 (Minimum Volume Enclosing Ellipsoid, see e.g. Sun and Freund [2004],
Todd and Yildirim [2007] ). For a set of points ay,...,a,, the minimum volume ellipsoid

enclosing the points is given by
{z:(x—c) Sz —c,) <1}
for X = SH? and = = S%c, be the optimum of the convex program

min — 2logdet X

XeRdxd zcRd
st || Xa; — 2|3 <1, Vié€ln],

X = 0.

The dual of this program is the following.

Proposition 5.2.2 (Dual program of MVEE). The dual of the program in Proposition 5.2.1
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1s given by the convex program

max log det (Z w;(a; — ¢)(a; — C)T>
s.t. w; >0, Vi€ |[n]
1
C = (_Z Z w;a;

We refer to the value w; as the weight assigned to a;. While it is not given as an explicit
constraint, it is without loss of generality that in the optimal solution, every w; < 1. Fur-
thermore, strong duality holds, and the optimal value of the primal program is equal to the

optimal value of the dual program.

Another way to find the MVEE (minimum volume enclosing ellipsoid of arbitrary center) is
to reduce to the problem of finding the minimum volume origin-centric ellipsoid. That is,

for every point a; € R, we identify it with the “lifted” point
a; € RdJrl = [CLZ', 1]

Let E* be the MVEE of the original a;s. Let E be the minimum volume origin centric
ellipsoid containing the a;s. These have the nice property that E* is exactly the slice of E

corresponding to the last index being 1,
Ef=E N {z e R™ i qgy =1},

The minimum volume origin centric ellipsoid and its dual problem are given by the following

SDPs. We note that the optimal dual solution for the MVEE problem on the a;s (Propo-
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sition 5.2.2), and the optimal dual solution for the origin centric minimum volume origin
centric ellipsoid containing the a;s are exactly the same. We provide a proof in Proposi-
tion C.3.6. To prove the volume approximation guarantee, we find it convenient to adopt
the viewpoint of the origin centric dual.

Proposition 5.2.3 (Minimum Volume Origin Centric Ellipsoid, see e.g. Boyd and Van-
denberghe [2004]). For a set of points ai,...,a,, the minimum volume centered ellipsoid

enclosing the points is given by
{z: 2" (M*) 2 <1}
for (M*)~! = Q the optimum of the SDP

max logdet @)
QeRan

s.t. Vi € [n], af Qa; < 1

Q= 0.

Proposition 5.2.4 (Dual program of origin centered MVE;, see e.g. Boyd and Vandenberghe
[2004]). The dual of the program in Proposition 5.2.3 is given by the SDP

max log det (Z w,-amj)

()

s.t. Vi€ [n], w;>0

We refer to the value w; as the weight assigned to a;. While it is not given as an explicit
constraint, it is without loss of generality that in the optimal solution, every w; < 1. Fur-

thermore, strong duality holds, and the optimal value of the primal program is equal to the
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optimal value of the dual program.

Proof of Proposition 5.2.2. Let w; > 0 be Lagrange multipliers for the constraints || Xa; —

z||3 < 1. The Lagrangian relaxation of MVEE is

L(X,z,w) =—2logdet X + Zwi(HXa,- —z||2 - 1).

i=1

Stationarity in z. Taking the gradient in z and setting it to zero gives

2o Wid

OZVZ£:2Zwi(z—Xa,~) — z=Xg, c:= S

Define the matrix

M := Zwi(ai —¢)(a; —¢c)" = 0.
i=1

With z = Xe¢, the quadratic term in the Lagrangian is
ZmnXm 2|2 = sznx Ol = (XX M),
Let S = X2 Using —2logdet X = —logdet S, the Lagrangian becomes
L(S,w) = —logdet S + tr(SM) — sz

Stationarity in S. Minimizing over S = 0 yields the unique optimizer S = M~!, and the

minimum value

min £(S,w) = logdet M + d — Zwi.

S>0
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Hence, the dual program of MVEE is

max logdet M + d — sz

> Wit
Zi w; |

M = Zwi(ai —c)(a;—¢)".

s.t. ¢c=

Scaling all weights by a positive factor ¢ leaves ¢ unchanged and scales M by t. Thus, we
have logdet M = logdet M + dlogt while — . tw; = —t> . w;. Optimizing over ¢ makes

the total weight > . w; = d at optimum. Thus, we get the dual program.

Strong duality. The primal program MVEE has a strictly feasible solution. Therefore, strong

duality holds and the optimal values of the primal and dual are equal.

Bounds w; < 1 at optimum. Let (X*,2*) be any optimal primal solution. Let w} be the
optimal dual solution and M* be the corresponding matrix of w?. Then, we have (M*)~! =

(X*)?, which implies
I = X*M*X* = sz (X*(a; — &) (X*(a; — ).

Let y; = X*(a;—c). By complementary slackness (Proposition 5.2.5), if w} > 0 then ||y;|| = 1.

Thus, we have
yi Layi = Zw] v vj)? > > wily] vi)? = wi,
so w; < 1 for all 7. O

Proposition 5.2.5 (Complementary Slackness). Let (X*, z*) be any optimal primal solution

to the MVEE problem in Proposition 5.2.1, and let w* = (w?,...,w}) be any optimal dual
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solution to Proposition 5.2.2. Then, for every i € [n],

wr (| X*a; — %3 —1) =0.

In particular, if wf > 0 then | X*a; — 2*||3 = 1, and if || X*a; — 2*||3 < 1 then wf = 0.

Proof. Let (X*,2*) be any optimal primal solution and w* be any optimal dual solution.

The KKT complementary slackness conditions are

w; (| X*a; — 2*|)3 — 1) =0, i=1,...,n.

Hence, for any index with w} > 0, we have || X*a; — 2*||3 = 1. O

5.2.2 Volume Approximation

The main component of our proof is a statement that if the optimal dual solution to the
origin centric minimum volume enclosing ellipsoid problem does not put much weight on
outlier points, then the volume of the enclosing ellipsoid of all of the points is comparable
to the smallest ellipsoid of bounded condition number, that contains all of the inliers. Thus,
the outliers that are still included do not blow up the volume of the enclosing ellipsoid by

too much.

The crux of the argument is in the following claim. This inequality is related to the general
Brascamp-Lieb inequality [Lieb, 1990], and was used by Ball [1989] to prove certain reverse
isoperimetric statements. We give a simple self-contained proof here for completeness.

Claim 5.1.1 (Geometric Brascamp-Lieb inequality). For any PSD matriz P € R™? weights
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w; > 0, and unit vectors ||b;|| = 1 such that >, w;bb] = I, we have
log det(P) <Y w;log(b/ Pb;).

Proof. Let P =UAUT be the SVD decomposition of P, where A = diag(\y, -+, Ag1). Let
¢i = U'b;. Then, we have ||¢;|| = ||b;]| = 1 and >, wicie] = >, wibib] = I41. For each i,

we have

d+1 d+1
log(b; Pb;) = log(c; Ac;) = log (Z Ajc ”> > Zc?j log(A;)
j=1
where the last inequality is due to the concavity of the log function and Jensen’s inequality.

Since ), wlcl = I441, for every j, we have ) . w;c?. = 1. Thus, we have

d+1 d+1

Z w; log (b, Pb;) > Z w; Z cijlog(A Z log(A;) = log det(P).

We now bound the volume of the ellipsoid provided by our algorithm. We embed each point
a; € R? to point @; := (a;,1) € R4 by adding the (d + 1)th coordinate with value 1. We
then solve the origin-centered minimum volume ellipsoid for @, ..., @, € R Let w be the
optimal solution to the corresponding dual program in Proposition 5.2.4. Then, we consider
the ellipsoid £ in R? as follows. Let center ¢ = Y, w;a;/(d+1) and M = Y, w;(a;—c)(a;—c) .
The ellipsoid E is {z : (z —¢)TM ' (z — ¢) < 75},

Lemma 5.2.6 (Volume approximation). Let a;, ..., a, € R? be points contained in a ball of
radius 23, and E* = {z : (x — ¢,)T(S*) Y2 — ¢,) < 1} be an ellipsoid with width at least 1
in every direction that encloses the inliers. If the optimal dual solution (Proposition 5.2.4)

places at most y(d+ 1) weight on outliers, then we have the shape matriz M = d+1M of the
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ellipsoid E = {x : (x — )T (M)~ (z — ¢) < 1} satisfies
log det(M) < logdet(S*) + v(d + 1) - log(163?).
Proof. Tt is convenient to rescale the matrix (S*)~! to a matrix S~! such that

B = {x (@—c) SNz —c) < %} .

We embed each point a; € R to point a; := (a; ;1) € R¥!. Let w be the optimal solution
to the origin centric dual program (Proposition 5.2.4) for the lifted instance in R¢*!. Then,

we have S, w; = d + 1. and the lifted matrix M € R@+Dx(d+1)

-

Z W d NzNT Zz w;a;a; Zl W;a;
Swal 3w

Let ¢ = Y " wia;/(d+1) and M = > wi(a; — ¢)(a; — ¢)". We first show that for each

lifted point @; € R¥! with 5;]\7 ~1%@; < 1, its corresponding point a; € R? is contained in

the ellipsoid £ = {z : (x —¢)TM(z —¢) < 3%}. Note that M~ is scaled so that the

right-hand-side of the inequality is making it directly comparable to S~

d+1’

To show this, consider the Schur complement ]\//T/]\//TdH’dH (Fact C.3.1) of the (d+1,d+1)

entry of M , which is the d x d matrix

(d+1)c Zwl a; —c) =M.

—~ o~ 1
M/ Mgi1,441 = Z w;a; a (d+1)c- T
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Then, the inverse of M is

_— M1t —M ¢

 Tas-1 Tas—1 1
c' M c' M c+ a7

Hence, we have for every point a;

—_~ 1
a;M ;= (a; — ) "M (a; — -
a a; = (a; — ¢) (a; —¢) + Tl

which implies that a; € E for every a; with @]\/4\ —1a; < 1.

We now show that the log determinant of M is close to that of M. By the Schur complement,

we have

P n 1 n n
log det M = log(d + 1) + log det (Z wia;a; — i1 (Z wiai) (Z wiaiT))
i=1 i=1

i=1

= log(d + 1) + log det <Z w;(a; — ¢)(a; — c)T> = log(d + 1) + log det M.
i=1

Recall E* = {z: (z —¢,)' Sz —¢,) < #‘ll} is the ellipsoid with width at least 1 in every

direction that encloses the inliers. Then, the volume of E* is proportional to det(S). We

define the following lifted matrix S~ € R@+1x(@+1)

-1 -1
§_1 ) S —S Cy
Tq-1 T Q-1 1
—c, S c, S Gt o

This lifted matrix corresponds to the shape of an origin-centered ellipsoid in R*!. For each
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embedded point @; € R, we have

-~ 1
~T 1~ T 1
CLZ a; (a, CH) <CLZ C. ) +

We then show that the log determinant of S is close to that of S. By the Schur complement,

we have

log det(S™") = —log(d + 1) + log det(S~1) = —log(d + 1) — log det S.

Let P = MY2§-171/2. We have

log det P = log det M+ log det(§’1) = logdet M — logdet S.

We then use the geometric Brascamp-Lieb inequality in Claim 5.1.1 to bound logdet P.
Consider all points a; with weight w; > 0 in the optimal dual solution. By the complementary
slackness, we have ZL’,;T]\/J ~1@; = 1. For any such point @; € R, let b; = M-V 2q; € R4+,

Then, we have ||b;||o = 1 and

Z wzbzblT = ]/\/771/2 ( Z wﬁﬁj) ]/\4\71/2 = [d+1.

2:w; >0 2:w; >0
Thus, by Claim 5.1.1, we have
logdet P < Zwi log (b, Pb;) = Z w; log <5j§’16i> ,

since P = MY2S=1M M2 and b, = M~1/24,.
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We now split the right-hand side into inliers and outliers. For the inliers a; € E*, we have

~ 1 d 1
""T —1"" — L To-1 L < —
G 8@ = (0 =) ST —e) ooy S ey oy

The outliers a; ¢ E* are contained in a ball of radius 25, so ||a; — ¢|| < 45. We also have

that the width of E* is at least 1 in every direction, so S™' < I, so

~ d 1
ZiiTS‘l'di = (CLZ' — C*)TS_1<CLZ' — C*) . d——|—1 + m
d 1
<1682 —— + —— < 1632
<1657 Ty + g S 160

Suppose the weight w puts 7(d + 1) mass on outliers. Then, we have
logdet(P) < sz log < TS az> <~(d+1)-log (1662)
Therefore, we bound the optimal dual solution value by

log det(M) = logdet(S) + log det(P) < logdet(S) + v(d + 1) - log(165%).

Finally recall that, for convenience, we worked with M ~! being a scaling of M " such that

E:{$Z($—C)TM_1(ZL‘—C)§%}:{ZB:(SB—C)TM (a:—c)<1},

and similarly S™! is a scaling of (S*)~! such that

E*:{x:@—cgiy%x—@) d+1} {2:(@—c)T(S) (2 —c) <1}
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Algorithm 5.1 Approximation algorithm for the minimum volume ellipsoid covering at
least 1 — « fraction of points.

Input sample points A = {ay,...,a,} C R?, target miscoverage 0 < a < 1, parameter
0<y<1 R
Output an ellipsoid £ C R?

1. Initialize the candidate set € < @.

2. For each ordered pair (ki, ko) € [n] X [n]:
(a) Set a coarse bounding ball B = B(¢,7) with ¢ = ay, and 7" = |lag, — ag,||-

(b) Form the lifted set

A — {EiiERd“: az-EAﬂLA?}, a; = |:ai7 1]-

(c) Let J = [c- (an/vd)] for a constant c. Repeat for j =1,...,J:
i. Solve the dual SDP on A (Proposition 5.2.4) to obtain weights {w; € [0, 1]}
for a; € A.
ii. Independently remove each a; € A with probability w;.

(d) Let E be the minimum volume enclosing ellipsoid of A < {a; € RY: @ € A}
(e) If|ENA| > (1-0(a/y))n, add E to €.
3. Repeat step 2 O(logn) times.

4. Return the smallest-volume ellipsoid in €.

Thus we have

log det(M) < logdet(S*) +~v(d + 1) - log(165?).

5.2.3 Algorithmic guarantee

Theorem 5.2.7 (Approximately Optimal Confidence Ellipsoid). Fiz a set of points A C R?,
a target miscoverage rate 0 < a < 1, a condition number § > 1, a parameter 0 < v < 1,

and a success rate 0 < ¢; < 1. Then, in poly(n,d) - Tspp time, with probability 1 — o(1),
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Algorithm 5.1 outputs an ellipsoid E, such that E approximately satisfies coverage,

oz -0(())»

and is approrimately volume optimal
vol(E) < vol(E*) - (48)%/(d+1),

where E* is the minimum volume ellipsoid of condition number at most 3 that encloses at
least (1 — )| A| points of A. Here Tspp is the running time for solving the poly(n,d) sized

semidefinite programs in Proposition 5.2.3 and Proposition 5.2.4.

The running time Tspp of standard semidefinite programming solvers like the ellipsoid
method for poly(n, d)-sized SDPs including Proposition 5.2.3 and Proposition 5.2.4 is poly-
nomial in n, d and log(1/n) where n > 0 is the desired precision for solving the SDP [Todd,
2016]. Algorithms for solving the specific semidefinite program Proposition 5.2.3 for the
minimum volume enclosing ellipsoid has received particular attention, with faster algorithms
based on interior-point methods and first-order methods; see [Todd, 2016, Cohen, Cousins,
Lee, and Yang, 2019] for details and more references. We will ignore numerical precision

issues in the analysis, and assume that the SDP can be solved to optimality.

Proof. We can begin by assuming the following parameter settings. If o < %, we can simply
output the minimum volume enclosing ellipsoid containing all of A, by solving the relevant
SDP (Proposition 5.2.3, with lifted points). If v < «, then /v > 1, so a trivial ellipsoid
with 0 volume and 0 coverage satisfies the guarantee. Thus, we can assume that v > o > %

This allows us to assume that

an/vd > 1. (5.6)
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If this is not the case, we can simply include ¢ = M_ﬂ copies of each point in A. Since
the ellipsoid either covers all copies of a point or none of them, the coverage and volume
guarantees will carry over. The new number of points

d
n=0n< (L+1)n§7dn+n:poly(n),
an

is still polynomial in the original n, and thus the runtime guarantees will still hold.

We begin by using the procedure in Lemma C.3.2 to construct a set 98 of at most n? potential
bounding balls for the points in A. Let E* = {z € R?: (z — ¢*) TS~ (z — ¢*) < 1} be the
minimum volume ellipsoid (of arbitrary center), with condition number at most g, that
encloses the points A. We are guaranteed that there exists a ball B e B, such that B
contains all points in E*,

(E*NA) C B,
and B has radius at most twice the largest axis length of E*.

For the sake of analysis, for a candidate ball B € B, rescale the ball and the points in the
ball so that radius(B) = 2. For B this ensures that, in the rescaled space, the maximum
axis length of E* is at least 3, and therefore the minimum axis length of E* is at least 1.

That is, S7! < I.

For all points a; € AN B, identify a; € R? with the lifted point a; € R4,

Starting with A = {&, : a; € AN B} as the included points, the algorithm will do

J = [c-(an/yd)] < 2c- (an/yd)
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iterations of the following, where c is the constant from Lemma C.3.4, and the inequality

uses (5.6).

(a) Solve the dual SDP on the included @; to get weights 0 < w; < 1, > w; = d+1

(Proposition 5.2.4).

(b) For each included 7 independently, discard a; from the included points with probability

wj.

By Lemma C.3.4 we have that with probability > 0.99, there exists some iteration j* of this
procedure on which less than y(d 4+ 1) mass was placed on outliers in the dual solution. On
such an iteration j*, let Ej«) = {z € R : (z — c)TM(;*l) (x —¢) < 1} be the minimum volume
ellipsoid that encloses all of the a; that are included on iteration j*. By Lemma 5.2.6, we
have that

log det(M(;j+)) < logdet(S) + v(d + 1) log(163%).

On iterations subsequent to j*, we only remove points a; from being included. Thus, after
the last iteration the dual SDP value is only lower. For an ellipsoid F = {z € R? : (z —
¢)" M~ (z — ¢) < 1}, the volume of E is vol(E) = kg det(M)'/?, where kg4 is the volume of a

unit ball in d dimensions. Thus

log VOl(E) < log vol(E*) + ~(d + 1) log(163%).

By Lemma C.3.5, we have that with probability > 0.99, we remove at most cs - % points a;

over all iterations, for a constant cs. B started with at least (1 — a)n points a;. Thus, with
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probability > 0.98, E simultaneously achieves approximate coverage

oz -0(())»

and E approximates E* in volume:

vol(E) < vol(E*) - (48)21(+1).,

Finally, when we aggregate the candidate ellipsoids from each of the candidate B € ‘B,
conditioned on E achieving the desired coverage, we will have that the output ellipsoid will
achieve coverage and have volume at most that of E. Thus the output of the algorithm will
achieve coverage and volume approximation if this procedure succeeded on at least one of

the O(logn) trials, which occurs with probability at least

1 —(0.02)900e™) — 1 — o(1).

We analyze the runtime of the algorithm. There are at most n? bounding balls in 8. For
each ball, checking which points lie within it, and doing the embedding procedure can be
done in poly(n,d) time. Then, we solve the dual SDP J = O(7) times. Since v = 1/n
(see opening paragraph of proof), the number of iterations is poly(n). We solve the relevant
SDPs in Tgpp time. The outlier removal procedure takes O(n) time per iteration. Finally,
we solve one last SDP per iteration, and compare O(n?) candidate solutions. Thus, in total,

the runtime of the algorithm is poly(n,d) - Tspp. O
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5.3 Algorithm for Subspace Recovery

In this section, we will design an algorithm for the robust subspace recovery problem using

our algorithm for finding the minimum volume ellipsoid with outliers.

Robust subspace recovery. Formally, we are given n points a;....,a, € R% without
loss of generality we assume they have unit length i.e., ||a;]|2 = 1 for all ¢ € [n]. We are also
given as input a closeness parameter ¢ € (0, 1), and the outlier fraction a € (0, 1). The goal
is to find a subspace S C R? (passing through the origin) of smallest possible dimension that

is e-close in Euclidean distance to at least 1 — o fraction of the given points.?

Unlike previous works, we address the worst-case version of the problem. In particular, we
make no genericity, smoothed analysis, or structural assumptions on either the outliers or the
inliers, as is done in Hardt and Moitra [2013], Bhaskara, Chen, Perreault, and Vijayaraghavan
[2019]. More recent works based on sum-of-squares (SoS) relaxations assume distributional
assumptions (e.g., Gaussianity) on the points in the subspace [Bakshi and Kothari, 2021]. As
mentioned earlier, the worst-case problem is computationally intractable [Hardt and Moitra,
2013]; see also Section 5.4. Hence we will aim for approximation guarantees i.e., polynomial
time algorithms that is (approximately) competitive in terms of all the parameters: the
dimension, fraction of outliers «, and the closeness parameter €. Note that in the absence of
any structural assumptions on the outliers or inliers, our goal is to find a subspace of small
dimension that is close to many points; it may not be possible to recover any ground truth

subspace.

The above algorithm runs our robust minimum volume enclosing ellipsoid algorithm on

a small random perturbation applied to our given points. The random perturbation is

3Given a subspace S C R? of dimension s given by an (orthogonal) projection matrix ITg of rank s, we
will say that a point a € R? is e-close to subspace S iff |I&allz = ||(I — s)al2 < €llal|z.
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Algorithm 5.2 Algorithm for finding a subspace of dimension at most (1—-y)d that contains
at least 1 — o' fraction of points

Input: a set of points (unit vectors) ay,...,a, € R parameter v > 0, closeness parameter
e (0,1)
Output: a subspace S C R? passing through the origin

1. Set e, := %7, We randomly perturb the points to get a!, ..., a!, with @; = a;+(; where

¢~ N( ,%Id). Normalize the points to get points a; = a;/||a;||2 for each i € [n].

2. Run Algorithm 5.1 (from Theorem 5.1.3) on the points df, ..., al, to find an ellipsoid
E = {z: xT(]\/J)*lx < 1} passing through the origin satisfying the guarantees of The-
orem 5.1.3. (Note that to find an origin-centered ellipsoid, we can apply Algorithm 5.1
to the 2n points +a}, +al, ..., +al,.)

3. Let S be the top singular space of M spanned by all the singular vectors with corre-
sponding singular value > 2. Return S.

performed by our algorithm, and it is applied to all the points. We remark that this is
different from the smoothed analysis setting where the algorithm is given randomly perturbed
points as input, where the points in the subspace are assumed to be randomly perturbed
in a way that keeps them inside the (unknown) ground-truth subspace. In contrast, our
algorithm applies to an arbitrary set of points given as input.

Theorem 5.3.1. Let a € (0,1), and v € (0,1), € € (0,1) be input parameters. There exists
universal constants ci,co > 0,C > 1 such that the following holds for e, < £*7. Suppose
we are given as input n > Cdlog(d/e,) + vyd/a unit vectors A = {ay,...,a,} € RY, with a
subspace S* of dimension (1 — 8y)d that is £, close to at least (1 — a)n of the given points.
Then Algorithm 5.2 runs in polynomial time in n,d and finds w.h.p. a subspace S C R of

dimension at most (1—=)d such that at least (1—a')n points are € close to S, for o' = caar/7.

We remark that the lower bound condition on the number of samples n is essentially without
loss of generality since we can just resample (or take multiple copies of the dataset) and run
the same algorithm to get a similar guarantee; this dependence will feature in the running

time. When we know that there are many points that lie exactly on the subspace S, we have
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g, = 0. So we can pick € to be whatever desired accuracy (that can be arbitrarily close to 0)
and since g, = 27198(/9)/7 (note that the number of bits of precision is only log(1/¢)/7), and

apply the above algorithm to find a subspace that is e-close to the desired number of points.

Before we proceed to the proof, we first need the following claim that uses the random
perturbations to the points to prove that any ellipsoid that encloses a significant fraction of
the points needs to sufficiently fat.

Lemma 5.3.2. In the notation of Algorithm 5.2, there exists universal constants C,c,c >0
such that when n > C'dlog(d/e,) we have with probability at least 1 —exp(—c'n) —nexp(—2d)
(over the random perturbation of the points) that any origin-centered ellipsoid E = {z :

x" M~1x < 1} that encloses at least 4n/5 of the points a}, ..., al, has Amin(M) > c(g,)?/d.

This lemma follows directly from the following anti-concentration claim that shows that in
every direction most points are far from the origin.
Claim 5.3.1. In the notation of Lemma 5.5.2 for some universal constant ¢, > 0, we have

with probability 1 — exp(—c'n) — nexp(—2d),

2

ienl:(a,u)? < — L <o0.2n. (5.7)
256d

Vu € R s.t |jul| =1,

We defer the proof of Claim 5.3.1 to later. The choice of the constant 0.2 is arbitrary, and

can be chosen as desired.

Proof of Lemma 5.3.2. We condition on the event (5.7) in Claim 5.3.1. Consider any ellipsoid
E={x:2"M 'z <1} containing T C {d},...,ad,} with |T| > 4n/5. Let X be the smallest

eigenvalue of M, and let u be a corresponding eigenvector of unit length. Then

VieT, 1> (a))" M~ 'd]

v

— VieT, (a,u)’> <A\
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From Claim 5.3.1, we conclude that A > 2;% 5. O

We now proceed to the proof of the main theorem of the section.

Proof of Theorem 5.58.1. Set 7, = 87, e, = £*/7. Suppose there exists a subspace S* (passing
through the origin) of dimension (1 — ~,)d that is e,-close to (1 — a)n points in A. Let
II € R¥9 be the projection matrix onto the subspace S* and II+ = I — II be the projection

onto the subspace orthogonal to S*.

We first show that there is a well-conditioned ellipsoid E* of small volume containing the

points that are g,-close to S*. Consider the ellipsoid E* given by

T T1T1L
E*:{azeRd:x llz z 1 x<1}.
2 2¢e2

We have ||a;||2 = 1 for all points i € [n]. If a; is e,-close to S*, then

T Tr7l
a; Ila; a; Il+a;
HHJ_aiH2 <& — : 9 -+ Z282 : <1
*

— Q; c F*.

Moreover, the ellipsoid E* has condition number 8 = 1/¢,, and its volume is

VOL(E*) = kg - 207042 (9e2ymd/2 — 1. 9d/274d

where k4 is the volume of a unit radius ball in d dimensions.

By running the algorithm from Theorem 5.1.3 on these points, we get an origin-centered
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ellipsoid E = {IL' . :L‘T]/\f\*ll' < 1} Let T = {Z - [n] : ag € E}’ then |T| > (1 _ C/OZ/’)/)TL, and
o) 7
vol(E) < B%ol(E*) < kg - 2426014 < gy 2d/2€§%d7

since v, = 87.

Let S be the subspace spanned by the eigenvalues of M larger than ¢, and let II be the pro-
jection matrix onto the subspace S , and I+ be the projection onto the subspace orthogonal
to S. Then

T a3

B = el <2

VieT, 1> M 24|32 >
Hence every point a for each i € T' is e-close to S , as required. By triangle inequality, along
with standard length concentration of Gaussians, we have that a; is € + O(e,) < 2e-close to

S.
It remains to lower bound the co-dimension of S. Let the codimension & == d — dim(§ ). Let

M have eigenvalues 5\1 > 5\2 > > j\d > 0; then j‘d—fc > £2. From Lemma 5.3.2, we have

Aa > 2¢2/d w.h.p.. Conditioning on this, we have

d

Z . AN A

kg - 223 ¢ > vol(E) = kg H by
i—1

2d/2£§’h-d > H 5\2 H 5\2 > (Ez)d—l%(j\d)l%

i<d—k ii>d—k+1

20 224k
>e ¥ > &) ) (5.9)

where the last inequality is from e, < e,

/4

Since €, < %7 and 7, = 8y, we have £]*/" = 27 < £8. Thus, by picking closeness parameter
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e <278 we have

Tryd d/2 3~,.d 3.d 3nd
2d/28§’7 S (261*/4) / 6;1'7 S (288)d/28;1’7 S 6;1'7 )

Putting this together with (5.9), we get

,

b (Czé?*)k

s (225
d

2 k
3 k
2q,d CoE

8;1* >€*d.< *)

>
¥ >
2 j 5
025* 2vxd 7 5 log(l/E*)
Ser” = kzgmd =0
( d ) =€ =3 (210g(1/8*)+10g(d/02)> =7

where the last inequality is due to log(1/e,) > log(1/e*") > log(d/cy) by picking ¢ suffi-

ciently small. This lower bounds the codimension of S. This completes the proof. O
We now complete the proof of the helper claim.

Proof of Claim 5.5.1. This follows from a relatively standard net-based argument. Set 1 =

and consider an n-net NV, of unit vectors in R% |V, | < (2”’) . For a fixed unit vector

32\f ’
u € N, and a fixed ¢ € [n], the small ball probability (or anticoncentration) of the Gaussian

€1
P ||{(a},u)]| < ]: P [ai,u }
= >|—8\/E g~N(O,1) s ) + \/_‘ 8\/_
1
<su [ +t < } <0.1.
teﬂI&)gNN(Ol 9 | 8

For a fixed u € N, IP)[

{ie[n];w )| < 8\/_}‘>02n‘] < exp(—cin).
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By doing a union bound over all u € NV, we have that since n > % log(N,,), we have

€1

8Vd

P [ sup Hz € [n]: {a,u)| < H > 0.2n|] < NV - exp(—ein) < exp(—3cin).  (5.10)

ueNy,

Let us condition on the above event in (5.10). For any unit vector v € R? there exists
u* € N, with |lv — u*||a < 1. Moreover ||a}|| < [la;|| + [|G]] where ¢; ~ N(O,%I); SO
with probability at least 1 — nexp(—2d), we have Vi € [n], ||a;]] < 1+ 2¢; < 2. Hence

Vi € [n], [{a},v) — {(a},u*)| < 2n < o5 Thus we conclude that with high probability

€1

16V/d

IP’[ sup

veR:||v]|=1

{i € [n] : |{(a},v)| < H > 0.2n|} < exp(—3cin).

5.4 Computational Intractability

In this section, we provide evidence of the computational intractability of the minimum
volume confidence ellipsoid problem. Specifically, under the Small Set Expansion (SSE)
hypothesis of Raghavendra and Steurer [2010], we show that this problem is hard to ap-
proximate. The SSE hypothesis is closely related to the Unique Games Conjecture [Khot,
2002).

Conjecture 5.4.1 (SSE hypothesis of Raghavendra and Steurer [2010]). For any ¢ > 0,
there is a constant § € (0,1) such that there is no polynomial time algorithm to distinguish

between the following two cases given a graph G = (V, E) on n vertices with degree A:

o YES: Some subset S C V with |S| = on satisfies that the induced subgraph on S is

dense i.e., the number of edges going out of S is |E(S,V \ 9)| < eAlS| edges.
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e NO: Any set S CV with %5571 < |S| € 26n has most of the edges incident on it going

outside i.e., |[E(S,V \S)| > (1 —¢)A|S].
Define the edge expansion of a A-regular graph G at scale § by

o[BS VD)
gbG(é) o S:|r£l|1£5n A|S’
Then, the SSE hypothesis asserts that it is computationally hard to distinguish between: (1)
YES case, where ¢¢(0) < e, and (2) NO case, where ¢;(0') > 1 — ¢ for all §' € [0e/2, 24].

We now show that the minimum volume confidence ellipsoid problem is SSE-hard to ap-
proximate. In particular, for ellipsoids covering at least a (1 — «) fraction of the points, it
is SSE-hard to obtain a volume approximation factor better than 5742 for any fixed v < 4.
This hardness remains true even if one allows a small slack in the coverage requirement,
replacing 1 —a by 1 — (1 +d/2)a.

Theorem 5.4.2 (SSE-hardness). Fiz any €,0 € (0,0.1) and v € (0,0) and o € (0,1 —
(1 —¢€)d). For any C > 5/0, given a graph G, we can construct in polynomial time a set

A={a,...,a,} CRY with the property:

o YES: If pc(9) < ¢, then there exists an [-conditioned ellipsoid covering (1 —a)n points

in A with volume at most K; and

o NO: If ¢c(¢') > 1 — ¢ for all &' € [de/2,26], then every ellipsoid covering (1 — (1 +

§/2)a)n points has volume at least B7Y? K,

where B =1/, K = kg2¥20794 = = q=C and k4 is the volume of the Buclidean unit

ball in RY.

Consequently, unless the Small-Set Expansion conjecture fails, no polynomial-time algorithm
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can approximate the volume of the optimal [-conditioned ellipsoid with coverage 1 — o within

a factor of BYY? for any v € (0,6).

To prove the above SSE-hardness result, we first use the reduction from the Small Set
Expansion to the robust subspace recovery in Theorem 14 by Hardt and Moitra [2013]. Their
construction is randomized and yields hardness in the regime where one seeks a subspace
containing only a (1 — ¢)J fraction of points. We make two minor modifications. First,
we make the construction deterministic. Second, by padding the instance with additional
points at the origin, we extend the reduction to the higher-coverage regime 1 — « for any
a € (0,1 —(1—¢)d). The resulting statement is as follows.

Theorem 5.4.3. Let £,6 € (0,0.1) and o € (0,1 — (1 —€)d). There is a polynomial-time
reduction mapping a A-reqular graph G to an instance U = {uy, ..., u,} C R? of unit vectors

such that:

o YES: If (9) < e, there exists a subspace S* of dimension dd containing at least 1 — «

fraction of the points.

o NO: If ¢(8') > 1 — € for every &' € [0e/2, 28], then for every &' € [0c/2, 28], every

subspace of dimension §'d contains at most 1 — (1 + (1 —9¢)d)a fraction of the points.

Proof of Theorem 5.4.3. We construct the instance U similar to the reduction by Hardt
and Moitra [2013] as follows. Let G(V,E) be a A-regular graph on d vertices. For each
edge e = (i,j) € E, let v, = (e; + ¢;)/v/2 be the unit length vector corresponding to
e. Let U = {u},...,u/ } C R? be the instance constructed from G (with d = |V| and
m = |E| = Ad/2). Fix any parameter 1 > 0 which is specified later and set "= nm/J. Let
U be the set of points in U’ and T points located at the origin. Then, U contains |U| = m+T

points.
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Completeness. Assume ¢g(0) < €. Then, by Theorem 14 in Hardt and Moitra [2013],
there exists a dd-dimensional subspace S* containing at least (1 — &)dm points of U’. More-
over, S* is a coordinate subspace spanned by a subset of the standard basis vectors. Thus,

all T appended points at the origin lie in S* as well. Therefore, we have for our new instance

. B 1 (] A\82
|U N S| >T+(1 5)(5m_1 m — (1 5)(5m>1 d—(1—¢)d

12/ - m+T m+T - 0+

)

where the last inequality is from T = npm/é. For any a € (0,1 — (1 — €)d), we choose

the number of appended points T = nm/d such that n satisfies o = 6_(61;;)62. Then, this

subspace S* contains at least 1 — « fraction of the points in U.

Soundness. Assume ¢g(0') > 1 —¢ for all ¢ € [de/2, 20]. Fix any 0’ € [02/2, 2J] and any
subspace S of dimension r = §’d. We use the following claim to bound the number of points

in U covered by this subspace S.
Claim 5.4.1. For every integer r with %5 d < r < 26d, every set P C U’ that lies in some
subspace of dimension at most r satisfies

1P|

,
— < 4e—.
m_gd

FEquivalently, any r-dimensional subspace contains at most a 4e - (r/d) fraction of the points
inU'.
By Claim 5.4.1,

U'ns| < 4€§m = 4ed’'m < 8dm.

Hence

uns| < T + 8=om m — 8dm < 0 —8e?
. - m+T m+T — o+n
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Since € € (0,0.1), we have 1 — ¢ > 8¢. Then, we have

UNS]| § — 8ed? (1 —9¢)4?
<107 BT (1998
Ul - §+n “ S+n — = £)oa

where the last inequality is from o < 6/(0 + n). Thus, the subspace S contains at most

1—(1+ (1 —9¢)d)a fraction of points in U. O

Proof of Claim 5.4.1. Let P C U be contained in a subspace of dimension at most r, let
F C FE be the corresponding edge set, and let S := Ng(F') C V be the neighborhood of F

in the bipartite incidence graph B = (E, V).

We require the following claim, corresponding to Claim 3.4 in Hardt and Moitra [2013]. As
their argument relies on a randomized construction, we include a proof using our determin-

istic construction in Appendix C.2.

Claim 5.4.2. For every set of points P C U corresponding to a set of edges F C E, we have

Np(F
|32M < dim(span P) < |Np(F)|.
By Claim 5.4.2, we have
S
% < dim(span P) < |S]. (5.11)

Then, we have r < |S| < 2r.
We consider two cases.

Case 1: |S| < 2dd. Since |S| > r > ded, let &' = |S|/d € [6¢/2,25]. By the small-set

expansion hypothesis, the number of edges leaving S is at least |E(S,V \ S)| > (1 —¢)A|S|.
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Since A|S| =2|E(S,S)| + |E(S,V\S)|, we obtain

eA
5(5,8)| < 18]

As F C E(S,S) and |S| < 2r, we get
A
[Pl=|F| < =21S] < e

Dividing by m = Ad/2 yields |P|/m < 2¢ (r/d).
Case 2: |S| > 2dd. Set s := 20d and let S" C S be a size-s subset maximizing |E(S’, S")|.
By averaging (equivalently, taking expectation over a uniform size-s subset of .5),

B ps ) > (=

E(S,S)| > (5 > (g

2 5 \2
) IB(S, )| > (@) IF). (5.12)
Applying the expansion hypothesis to S’ (note |\S’| = 2dd) gives

1B(S, ") < %15'\ — eAdd.

Combining with (5.12) and using |S| < 2r from (5.11),

|S| 2 roal 2r \? r?
=|F < (— ) |E < (=) .eA — A —
PI=IF| < () 1B(8.9)] < (55-) -shod = A
Hence
|P| eAr?/(8d) r? r
— < —— = 26— < 4e-
m —  Ad/2 s < W

where the last step uses r/d < 26 since r < 24d.

Combining both cases yields the claimed bound |P|/m < 4e (r/d). O
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Proof of Theorem 5.4.2. We construct a set of points A as follows. Given a Small Set Ex-
pansion instance G(V, E), let U = {u;}?; be the set of points constructed by Theorem 5.4.3
with parameters (g,0). We then add random perturbations to these points and normalize
them to unit vectors. Independently sample z; ~ N (0,821,/d) with & = d~¢ for a fixed con-
stant C' > 10, and set a; = (u; + 2;)/||u; + 2. We then consider the set of points A = {a;}

and target coverage 1 — a for o € (0,1 — (1 — €)9).

Completeness. If ¢5(5) < ¢, then by Theorem 5.4.3, there exists a subspace S* C R? of

dimension dd containing at least (1 — a)n points of U.

Let II be the projection to this subspace S* of dimension dd. Then, for any € € (0,1) define

the ellipsoid

'z 't
B = { R : <1} 5.13
WS 5 + 202 ( )
If a unit vector a is e-close to S then a € E*; and
VOl(E*) = kg 204/% (28%)1-04/2 — y;  94/2 2(1=9)d (5.14)

where kg is the volume of the Euclidean unit ball in R¢.

For any points u; € S, and by a Gaussian tail, ||z;]|2 <& w.h.p., hence dist(a;, S) < €. Thus,

we have all such a; lie in the -conditioned ellipsoid E* with volume K.

Soundness. We now consider the NO case. Suppose, toward contradiction, that there
exists an ellipsoid F = {z : " M1z < 1} such that for o/ = (14+6/2)a > (14 (1 —9¢)d)a —
400d/n

IENAl > (1-d)n  and  vol(E) < pY¥%K. (5.15)
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Let E* be a minimum-volume ellipsoid in R? covering at least (1 — o) fraction of the points

in A, and let M* be its shape matrix. Then

VOl(E))Q‘

Rd

vol(E*) < vol(E) = det(M") < (
Since vol(E) < 872K, we have

det(M*) < prigdz2i-o4d (5.16)

We now bound the small eigenvalue directions in M*. Let the eigenvalues of M* be \; >

- > Ag > 0. Fix a constant threshold 7 := &2 with gy € (0,0.01), and let T C R? be
the span of eigenvectors with eigenvalues \; > 7. Let kg := d — dim(7') be the number of
small eigenvalues and H% be the projection to orthogonal directions of T. For any point
a; contained in E*, we have 1 > a] (M*)"'a; > ||H%ai||%/7'. Thus, every covered point is
go-close to the subspace T'; hence at least (1 —a/)n of the points in A satisfy dist(d;, T) < &o.

By Lemma 5.3.2, with high probability Ay, (M*) > c£2/d for some constant ¢, so

~ k
Td*kd(%) d < det(M*) < ﬁ’dedg’z(lf‘s)d, (517)

Let Y :=logd — (log(cg?) —log 7) > 0. Taking logs in the first inequality of Equation (5.17)

and rearranging gives

T, > — log det(M™*) + dlogT.

> % (5.18)
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Taking logs in the second inequality of Equation (5.17) and & = d~¢, we have

log det(M*) < log(2962=20-74) < d log 2 + (2 — 20 — ) dlog &

=—(2—-25—~)d Clogd+ O(d).

Thus, we have — log det(M*) > (2 — 20 — ) d-C'log d—O(d). We have Y = log d— (log(cg?)—

log7) = (2C + 1) logd + O(1). Therefore, by Equation (5.18), we have for sufficiently large

d,
~ (2—=20 —~v)d-Clogd— O(d) 7 C
Ty > > (1-6-2) ——d—o(d). 1
4= T @C+Dlgd+O(1)  — ( 2>(J+1 o(d) (5.19)
Then, we have
dim(T) < d—hy < (6+%+é)d+o(d). (5.20)

Since v € (0, 9), for sufficiently large C' > 5/0, we have dim(f) < 7/4-4dd. Thus, we have at
least (1 — ') fraction of the points in A are g close to this subspace T with dimension less

than 7/4 - od.

We now show that for these points a; that are close to this subspace T\, a large fraction of
the points u; before random perturbation lie exactly in a subspace with dimension at most

26d. Since a; = (u; + z;)/||w; + 2|, we have
llai — will < Jlug — (us + 25) || + | (wi + 25) — ag|| < |lzal| 4+ [1 = JJus + 2z]|| < 2]|2]]-

Thus, we have these u; are g + 2¢ close to the subspace T. In Lemma 5.4.4 below, we show
that when many points are close to a subspace in this instance, then there exists a subspace
that exactly contains a large portion of these points. By Lemma 5.4.4 and choosing 6% = 7/8,

we get a subspace with dimension at most 2dd that contains at least (1 — o/)n —400d points
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in U. Let o =o' +400d/n = (14 (1 —9¢)d)a.

Thus, we have there is a subspace S C R? with dim(S) < 2dd that contains at least (1 — )
of the points in A. This contradicts the NO case in Theorem 5.4.3. Therefore, every ellipsoid

covering (1 — o')n points has volume at least S7¢K. O

Lemma 5.4.4 (Exact containment from many near points). Let S C R be an r-dimensional
subspace and set P := Pg to be the projection matriz onto the subspace S. Fiz e € (0,1/4)

and define the set of e-close edges
F = {{Z,j} € E: H(I_P)ulJHQ S 6},

where u;; = (e; +¢;)/V2. Let 0 € (0,1) and define the heavy index set J := {i : Py > 6%}.
Then:

(a) |J| <r/6? (since Y., Py = tr(P) =r).

(b) Lett = 1_2—92 — &% > 0. Then all but at most (r/t*) edges of F have both endpoints in
J. Consequently,

.. .o r
[igrerijes}| > [F| - 5

In particular, the coordinate subspace Sy = span{ey : k € J} has dim(S;) = |J| <

r/0? and contains exactly all edges in F N E(J,J).

Proof. Part (a) is immediate from ). P; = 7.

For (b), take any edge {i,j} € F with i ¢ J (so P; < 6%). Since

1
(I = P)ull; = 1—||Pvyll; = 1_§(Piz‘+ij+2Pij) < &,
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we obtain

Pi+ Py +2P; > 2(1—¢°).

Using P;; < 6% and Pj; < 1,
2P; > 2(1—¢°) = Py — Py > 2(1-¢%) = (1+067),

hence Pj; > t := # — ¢2. For this fixed ¢ ¢ J, the number of neighbors j with P; > ¢ is

at most
d
1 2 Pm
pL =
j=1

where the equality is due to P? = P for any projection matrix. Summing over all i ¢ J

bounds the number of edges in F' with at least one light endpoint:

Py 1
FANBUD| < S5 < 53 P = &
igJ i=1

The remaining edges in F' lie in E(.J, J), and each such vector v;; is supported in J, hence

lies exactly in .S;. O]

5.5 Application to Convex Confidence Sets and Con-

formal Prediction

5.5.1 Convex confidence sets

Our routine for approximating the optimal confidence ellipsoid of a given aspect ratio 3, nat-
urally gives a guarantee for approximating the optimal convez confidence set of a distribution.

This is because any convex set is well-approximated by an ellipsoid (via John’s theorem), and
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indeed any well-conditioned convex set is well-approximated by a well-conditioned ellipsoid

[John, 1948].

This highlights an interesting aspect of the problem of learning confidence sets. We know
that for a family F of confidence sets, F having bounded VC dimension is sufficient to
ensure that we can statistically efficiently learn an approximate best confidence set in F.
However, bounded VC dimension is not a necessary condition! Indeed the family of convex
sets (and even the family of well-conditioned convex sets) has infinite VC-dimension, even

in 2 dimensions.

Bounded VC-dimension is not necessary to achieve coverage, because it is a qualitatively
different goal than achieving low binary classification error. To achieve low binary classi-
fication error, it is important to include the positive examples in the set, and exclude the
negative examples from your set. However, to achieve coverage, it is only important that
enough points are included in the set, and there is no penalty for including extra points.
Another way of seeing this is that the convex set that we are trying to approximate may have
significantly different coverage on the population than on the empirical sample. However, it
is well-approximated by an ellipsoid, and that ellipsoid must have similar coverage on the
population and the sample via uniform convergence.

Definition 5.5.1 (Aspect ratio of a convex body). Let X C R? be a convex body with

nonempty interior. Denote by

r(X) := max sup{r>0: B(z,r) C X }, R(X) := min inf{R>0:X C B(z,R) },

z€R4 zeRd

the inradius and circumradius of X, respectively, where B(x,r) denotes the Euclidean ball
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of radius r centered at x. The aspect ratio of X 1is

Theorem 5.5.2 (Competing with convex confidence sets). Let A = {ay,...,a,} C R%
Fix parameters o € (0,1) and v € (0,1). There exists a universal constant ¢ > 0 and a

polynomial-time algorithm that outputs an ellipsoid E C RY with the following property:

For the minimum volume convexr set K* C R? with |K* N Al > (1 — a)n, let k(K*) be the

aspect ratio of K*. Then the output E satisfies

Vol(E)/4 < 577 k(K*) vol(K*)YY,  and  |ENA| > (1——)n, (5.21)
Y

where ty = Vd if K* is centrally symmetric; otherwise ty = d.

Proof. Let E; be the John ellipsoid of K*. By John’s theorem, £; C K* Cty E; witht; =d
in general and t; = V/d if K* is centrally symmetric. Set E' = t; E;. Then E’ has the same
condition number as E; (scaling does not change condition number), and K* C E’, hence

IE'NA| > |K*NAl > (1—a)n.

Apply Theorem 5.1.3 to the inlier witness ellipsoid E’. Let 5; be the condition number of the
ellipsoid E;. Since E’ is §;-conditioned and covers at least (1 — «)n points, Theorem 5.1.3

yields an ellipsoid E with
vol(E)Y? < BIvol(ENY? = BTt4vol(E,)V* < B tyvol(K*)V4,

using vol(E;) < vol(K*) because E; C K*. The inlier bound |ENA| > (1- %)n is inherited

directly from Theorem 5.1.3.
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Let Apin and M. be the minimum and maximum eigenvalues of the shape matrix of Ej,
respectively. Then, v/Ann and v/ Apax are the minimum and maximum axes lengths of E;.
Since F; C K* C tyFE;, we have R(K*) > v/ Amax and tgy/Amin > 7(K*). Thus, we have

Amax R(K™)
< tq
>\min T’(K*)

5J = = td/f(K*).

]

Remark 5.5.3. We will see in Chapter 7 that the d? volume approximation factor that arises
from John’s theorem is actually avoidable, and convex sets are volumetrically learnable

(defined formally in Chapter 7) for volume approximation factor (1 + ¢) for any € > 0.

5.5.2 Conformal Prediction

A natural application of learning confidence sets is to conformal prediction. In conformal
prediction, we want to construct a prediction set that covers an unseen test point with
probability at least 1 — «, assuming only that the test point and the training (empirical)
samples are exchangeable. Our algorithm for learning confidence ellipsoids directly implies
an algorithm for conformal prediction as follows.

Theorem 5.5.4 (Conformal Prediction with Approximate Volume Optimality). Fiz param-
eters a € (0,1), v € (0,1), and a condition number upper bound § > 1. Let £z denote
the class of all origin-centered ellipsoids in R? whose condition number is at most 3. There
is a polynomial-time conformal prediction algorithm that, given Yi,...,Y, € R outputs a

prediction set c C R? such that:

(a) Marginal coverage. If Yy,...,Y, 1 are exchangeable, then

PV, €C] > 1-a.
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(b) Approximate volume optimality versus [-conditioned ellipsoids. For any § € (0,1),
whenever n = Q(d?/~%), the following holds with probability at least 1 — & over the
training sample:

vol(C)4 < g7 vol(cy)'*,

where C% s the optimal (B-conditioned ellipsoid achieving a slightly stronger coverage

constraint, such that for a universal constant ¢ > 0

P i .t. > 1-— .
C; € arggg; vol(C)  s.t YIBD[YGC’] > 1—cay

Proof. This is a direct consequence of our meta-theorem for volume-optimal conformal pre-

diction, Theorem 2.5.1, using our ellipsoid finding algorithm as a subroutine. O]
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Chapter 6

Online Conformal Prediction

This chapter is based on Online Conformal Prediction with Efficiency Guarantees, which

appeared at the Symposium on Discrete Algorithms (SODA) 2026 [Srinivas, 2026].

In this chapter, we study the problem of generating small prediction sets online, where
the goal is to achieve coverage on average over an arbitrary sequence of target variables
Y1, - .., Y, while playing sets of volume that is close to the smallest fixed set that achieves
coverage in hindsight. We focus on the simplest seting where Y = [0, 1] C R is the unit inter-
val. We see that this problem admits very different guarantees than its offline counterparts,

and minimizing volume requries significantly new techniques.

6.1 Introduction

Recall the standard distribution-free setting of conformal prediction from Chapter 3. We
state this in the unsupervised setting, with no features X.

Problem 2.1.1 (Conformal prediction (marginal coverage)).
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Let (X1,Y1),. .., (Xni1, Ynr1) € X x Y be exchangeable random variables. That is, the data

points (X;,Y;) are in uniformly random order (formally Definition 2.1.2).

A conformal predictor that achieves marginal coverage takes

a target miscoverage rate o € (0, 1]

a black-box model Y = f(X) to predict target variable Y € Y from feature variable

XeX,

calibration data (X1,Y7),...,(X,,Y,), and

the test feature X, 1,

and outputs a prediction set C' = C((X1,Y1),. .., (X, Yn), Xni1) C Y such that

P Yo €Cl>1—a. (MC)

(X1,Y1), 5 (Xn41,Yn+1)

In addition, we would like the conformal predictor to be efficient, in that it outputs prediction

sets C' that are as small as possible.
We will focus on the most basic setting where ) = [0, 1].

The reason that conformal prediction is built on exchangeability is that it is considered
to be the weakest possible assumption that still allows one to make non-trivial predictions
that are statistically valid. However, while exchangeability is much more general than, say,
assuming the data are drawn i.i.d., it still rules out many scenarios that arise in practice.
For example, if the data are time-varying, with even a minor distribution shift, the Y; are no
longer exchangeable, and standard conformal guarantees are no longer valid. This motivates

our main question.
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Question 6.1.1. Is it possible to design a provably efficient conformal predictor for fully

arbitrary data?

It is clear that the type of “one step” guarantee that is typically studied in conformal
prediction is impossible. If the Y; are fully arbitrary, then a conformal predictor essentially
has to output the whole space J.! However, in an online setting, we can aim to instead
achieve coverage on average over time.

Problem 6.1.2 (Efficient Online Conformal Prediction). Let T' € N be a known time hori-
zon. On each day t < T, an algorithm A must output a set C; C [0,1]. Then, an arbi-

trary y, € Y is revealed to A. We will refer to the (potentially adaptive) input sequence as

S=(y1,---,yr)-

We define the coverage of A on S in an average sense as

T
1
coverage 4(S5) = T Z 1y, € CY. (6.1)

=1

We will also refer to the number of points that A does not cover as the number of mistakes

that A makes (where we want this to be close to oT').

We measure the average volume (or Lebesgue measure) of the intervals played by A,

T
1
volumey(S) = T Z volume(Cy).
i=1

The goal of A is to simlutaneously achieve

coverage 4(S) 2 1 —«,  for all sequences S,

!More formally, the predictor has to cover at least a (1 — «)-fraction of [0, 1] in expectation, which results
in a very large prediction set.
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and achieve low volume approximation (competitive ratio) j, where

volume 4(5)

OpTs(a) for all sequences S.

>

In this chapter we will refer to the typical “one step” problem as standard conformal pre-
diction, and this online learning framework as online conformal prediction. We note that
there are other works that consider conformal prediction in an online setting, notably the
line of work started by Gibbs and Candes [2025]. However, they do not provide provable
efficiency guarantees, and in fact we show that the strategies developed in previous work
cannot achieve an efficiency guarantee in the sense of a small volume approximation factor

. We provide a more in-depth comparison in the related work (Section 6.1.3).

6.1.1 Results

We will study the problem for arbitrary order sequences, and exchangeable sequences. Recall
the definition of exchangeable sequences.

Definition 2.1.2 (Exchangeability). A sequence (Z1,...,7Z,) is exchangeable if

(Zaye s Z0) 2 (Zoy, - - Zo(r),s

for all permutations o : [T] — [T, where < means they are equal in distribution.

This is also referred to as the random order model in online algorithms. Note that the
class of exchangeable sequences generalizes the class of i.i.d. sequences, as i.i.d. sequences

are always exchangeable, but an exchangeable sequence need not be i.i.d..

We observe that this problem can be seen as a constrained optimization analogue of the

classical online learning problem (see Section 6.1.2 for discussion). A beautiful property of
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online learning is that going from i.i.d. sequences to arbitrary sequences is essentially without
loss— the same optimal bounds can be recovered in both cases. This motivates the following
question for our setting.

Question 6.1.3. Is it possible to design an algorithm for fully arbitrary data that recovers

the best possible bounds for exchangeable data?

Surprisingly, the conformal prediction problem exhibits very different trade-offs for these
two settings. We establish near-optimal bounds for both the arbitrary and exchangeable
settings. We also present a “no best-of-both worlds” result, that shows that we cannot hope
to design one single algorithm that achieves the best possible guarantee in both the arbitrary

and exchangeable settings.

Results for arbitrary sequences. Our first result is an algorithm for arbitrary sequences,
which achieves a given volume approximation p while making a bounded number of mistakes.
Theorem 6.1.4 (Informal version of Corollary 6.2.2). For a given scale lower bound
minwidth > 0, multiplicative volume approximation p > 3, target miscoverage rate o > 0,
and time horizon T', we give an algorithm that on any sequence S of length T plays intervals

of mazimum volume (and therefore average volume)

< pmax{OPTg (), minwidth},

and makes number of mistakes bounded by

0 (log(l/minwidth)

log (1) oI+ 1)> '

Moreover, the algorithm is deterministic and therefore robust to an adaptive adversary.

This tells us that, for example, it is possible to achieve a constant volume approximation
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Algorithm 6.1 Meta-algorithm for Online Conformal Prediction

Require: scale lower bound minwidth > 0, multiplicative volume approximation p > 1,
1: allowable error rate function R(t) : {0,..., T — 1} — [0, 1]
2: Teurrent < [0, 0]
3: for day ¢ do

4 if I.urens has empirical coverage < 1 — R(t — 1) over {yy : ' < t} then

5: F; := set of intervals that achieve coverage > 1 — R(t — 1) over {yy : t' <t}
6: // set of feasible intervals on day ¢

7 I; := arbitrary minimum volume interval € F;

8 p = pmax{l, —mv'gi’(v'ﬁ;h

9: // ensure the interval will have volume > minwidth

10: Tourrent < Iu\[t

11: // for s > 0, interval I = [a,b], define s = {x CR: |z — 2| < 5. 252}
12: end if

13: play T.uent N[0, 1]

14: Y is revealed

15: end for

pu = 5, and have number of mistakes bounded by O(log(1/minwidth)aT"). The algorithm
is simple, and is in fact an instantiation of a meta-algorithm, Algorithm 6.1, that we can
apply to the exchangeable setting as well. Algorithm 6.1 maintains an interval I ent that
has achieved error rate at most R(t) by day ¢, where for the arbitrary order setting we
choose R(t) = a%. If on any day, I.urent NO longer meets this requirement, Algorithm 6.1
resets Ieurent 10 be a p-scaling of the smallest volume interval that does achieve the error
requirement. The analysis for the arbitrary order case shows that, while this is not explicitly
enforced by the algorithm, this procedure ends up doing a doubling search for the scale of

the optimal interval.

We highlight that the analysis is not specific to the choice of R(t), and different choices of
R(t) achieve different trade-offs between p and the number of mistakes. In the introduction,
we present the result for the optimal choice of R(t) for clarity, and we refer the reader to

Theorem 6.2.1 for full details.
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Our algorithm exhibits tradeoff in the multiplicative volume approximation and the mul-
tiplicative approximation in number of mistakes. We show that this tradeoff is essentially
tight.

Theorem 6.1.5 (Informal version of Theorem 6.4.1). For any scale lower bound minwidth >
0, miscoverage rate o« > 0, and time horizon T, there is a set S of input sequences of length
T chosen oblivious to any algorithm, such that for any potentially randomized algorithm A

that outputs confidence sets over [0,1] that are not necessarily intervals,

1. If A plays sets with expected average volume < i, max{OPTg,(a), minwidth} on

every sequence S; € S, for some value ftag > 0, then A must make

(1/minwidth)
log(ftavg)

1 ,
for any ' >0, Q (min{ o8 o' T T}) mistakes

in expectation on some sequence S; € S.

2. If A plays sets with expected maximum volume < i max {OPTg, (a), minwidth} on

any sequence S; € S, for some value . > 0, then A must make

Q (min {log(l/mledth) -aT, T}) mistakes
log(ftmax)

in expectation on some sequence S; € S.

Recall that our algorithm is deterministic, robust to an adaptive adversary, proper (it outputs
sets that are intervals), and it has a bound on the volume of the largest interval it ever
outputs. This lower bound tells us that it is essentially optimal, even among algorithms that
are randomized, only robust to an oblivious adversary, improper (output sets that are not

intervals), and have a bound only on the average volume of sets that they play.
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Results for exchangeable sequences. Since conformal prediction is typically studied
in the setting where the data is exchangeable, it is natural to consider this in our online
formulation as well. Note that the guarantees we establish for this setting are incomparable
to the standard “one step” guarantees of conformal prediction: we will establish coverage on

average over time (6.1), as opposed to statistical validity on day 7" alone (MC).

We show that the same meta-algorithm Algorithm 6.1, instantiated with 4 = 1 and a different
choice of R(t) = o — O(y/log T'/T') can achieve an optimal guarantee for exchangeable data.

Theorem 6.1.6 (Informal version of Corollary 6.3.2). For a given scale lower bound
minwidth > 0, miscoverage rate o, and time horizon T, we have an algorithm that, on an
1

exchangeable sequence S, with probability > 1 — 155 over the exchangeability of S, plays

intervals of maximum volume
< max{OPTs(c), minwidth},

and achieves expected coverage > (1 — ) — O(y/1log T/ T).

This bound is essentially optimal, as the vanishing error in coverage O(y/logT/T) is what
we would get due to sampling error when the sequence is drawn i.i.d., which is a special case

of exchangeability.

Similarly to the arbitrary case, our analysis is not specific to the choice of R(t), and different
choices of R(t) achieve different trade-offs between p and the number of mistakes. In the
introduction, we present the result for the optimal choice of R(t) for clarity, and we refer the

reader to Theorem 6.3.1 for full details.

As a corollary to this analysis, we show that the interval that Algorithm 6.1 plays on day 7'/2
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is actually a statistically valid and volume optimal conformal set for y; (Corollary 6.3.3). We
note that this guarantee can also be seen as a consequence of Theorem 3.2.6 from Chapter 3,
along with uniform convergence for exchangeable sequences (Lemma 2.8.1). We view this
observation as evidence that the online conformal prediction problem is more general than
the offline version, in a similar spirit to how online learning is a generalization of the offline

PAC learning problem.

“Best of both worlds.” Since our optimal algorithms for both the arbitrary order setting
and the exchangeable setting are instantiations of the same meta-algorithm Algorithm 6.1,
it is natural to ask whether there is a single algorithm that simultaneously achieves optimal
bounds in both settings. That is, is there a single algorithm A such that, on arbitrary inputs
A achieves a given Pareto optimal tradeoff in p and number of mistakes, and on exchangeable
inputs A achieves the better tradeoff of u = 1 and coverage (1 — a) — o(1)? We show that
this is indeed not the case.

Theorem 6.1.7 (Informal version of Theorem 6.5.1). Fiz a scale lower bound minwidth > 0,
target miscoverage rate o < %, and multiplicative volume approzimation p > 1. Take any
(potentially randomized) algorithm A that on any arbitrary order sequence S plays intervals

of expected average volume

< pmax{OPTg(c), minwidth}.

Then, A must make

o i Y )

mistakes in expectation on some i.i.d. sequence S’.
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That is, an algorithm that achieves a non-trivial guarantee on every arbitrary sequence must
incur a multiplicative overhead in the number of mistakes it makes on i.i.d., and therefore

exchangeable sequences.

On the positive side, we show that Algorithm 6.1 with R(t) = 2L meets this mistake bound
on exchangeable sequences (Theorem 6.3.4). Recall that this is the same setting of R(t)
that gives an optimal algorithm for arbitrary sequences. Thus, this algorithm is optimal
for arbitrary sequences, and gets the best possible mistake bound subject to achieving a
guarantee for arbitrary sequences. We remark that Algorithm 6.1 does incur the same
multiplicative volume approximation of u for both arbitrary and exchangeable sequences,

whereas the lower bound does not rule out the case that a single algorithm can achieve a

better volume approximation for exchangeable sequences than arbitrary sequences.

6.1.2 Technical Overview

Contrast to online learning. This problem is reminiscent of classical online learning.
Think of each interval I as an “expert.” In fact, there are infinitely many intervals, and this
poses a genuine issue, but for now, assume there n < oo experts, and we will justify this
assumption later. On day t, the expert corresponding to interval I has loss 0 if 3, € I and loss
Lify, ¢ I. That is, the loss of the expert is exactly the coverage of the corresponding interval.
The classical online learning problem is to pick an expert on each day to achieve average loss
that competes with the loss of the best fixed expert in hindsight. For our particular setting,
this is trivial, as there is an expert in our set that corresponds to an interval that covers the
whole space, and achieves loss 0 on every day, but the online learning problem is of course

much more general.

In our problem, instead of loss being an objective that we are trying to minimize, loss
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becomes a constraint: we want to achieve average loss < a over the sequence. The objective
that we are trying to minimize is an average over some other function over the experts that
we choose, for us volume of the corresponding interval. In this sense, our problem becomes
an online constrained optimization problem, where the set of experts that are feasible with

respect to the constraint in hindsight depends on the input sequence.

One of the beautiful properties of classical online learning is that it is possible to design
algorithms for arbitrary input sequences that have vanishing regret, i.e., they make 1 +
O(\/W ) times as many errors as the best fixed expert in hindsight (see e.g., Blum,
Hopcroft, and Kannan [2020]). This vanishing regret term matches the sampling error that
one would face even for i.i.d. sequences. In essence, this says that going from i.i.d. (and
therefore exchangeable) data to arbitrary data is without loss, as we are able to achieve
the best possible guarantee even in the arbitrary case. Hence there is one algorithm that is
able to achieve the “best of both worlds.” Such results are also known in bandit problems
[Bubeck and Slivkins, 2012], online conformal prediction (without efficiency guarantees)

[Angelopoulos, Barber, and Bates, 2024], and other settings.

It turns out that, in contrast to classical online learning, our problem exhibits a large gap
between what is possible in the arbitrary setting and the i.i.d. setting. For exchangeable data,
we show that it is possible to design an algorithm that has volume approximation p = 1,
while having a vanishing fraction of additional mistakes, i.e., the algorithm has coverage
(1—a)— 5(\/W ), where we will make what n means in this setting precise shortly,
and O hides subpolynomial factors in 7. In the arbitrary setting however, we show that any
algorithm, even one that is randomized, only robust to an oblivious adversary, and improper
(outputs sets that are not intervals), faces a stark tradeoff between volume approximation
1 and how many times more than o' mistakes it makes. Additionally, we show that even

subject to this lower bound, there can be no algorithm that is simultaneously optimal for
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the exchangeable setting and Pareto optimal for the arbitrary setting. This rules out any

“best of both worlds” guarantee.

On the positive side, we design a matching algorithm that is able to achieve any Pareto opti-
mal tradeoff. This algorithm is deterministic, which is also in contrast to the online learning
problem which exhibits a separation between deterministic and randomized algorithms. Fur-
thermore, our algorithms for exchangeable and arbitrary sequences fit in a unified framework

that allows us to interpolate between being optimal for one and optimal for the other.

Challenges for arbitrary sequences. Designing an algorithm for arbitrary input se-
quences presents some challenges. Consider the following example. Our goal is to design a
conformal predictor for miscoverage rate o = % There are two sequences. Let ¢ > 0 be some
small parameter. S is drawn uniformly from [0, ] for the first half of the sequence, and
then expands in scale to be drawn uniformly from [0, 1] for the second half of the sequence.
S® is also drawn uniformly from [0, ] for the first half of the sequence, but then shrinks in

scale to be drawn uniformly from [0, £2] for the second half of the sequence. That is,

(

Unif[0,e] fort <7T/2
sU = (51,51, SV~ o ,

Unif[0,1] for ¢t >T/2

Unif[0,e]  for ¢t <T/2
S® = (5,...,8%), 5P~

Unif[0,e%] fort > T/2

Since half of S is at scale €, and half of S? is at scale €2, we have

OPTS(1)(a) <e, OPTs(Q)(OZ) < 52.
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Any algorithm A that captures any constant fraction ¢ > 0 of points must incur a large

multiplicative error in volume.

Since SM) and S are the same for the first 7/2 days, A must capture at least a c/2-fraction
of points in the first half of both sequences, or in the second half of both sequences. If A
captures a c/2-fraction of points on the first half of the sequences, then on sequence S, A

has large average volume, and thus large volume approximation:

ce - volume 4 (S?))
4 o= OPTS(z)(a)

volume 4(S@) > >

c
4e’
However, if A captures a c¢/2-fraction of points on second half of the sequences, then on

sequence S, A has large volume and thus large volume approximation:

volume4(SW) _ ¢
OPTS(1)(Oé) de’

v

volume 4(SV) > = u>

>0

This example highlights two issues. The first is a recurring issue in online learning. As
€ — 0, our volume approximation becomes unbounded. This arises because the aspect ratio
of our problem is unbounded. Because the problem is scale-free, a non-trivial algorithm that
outputs intervals can be forced to make an unbounded number of mistakes. We address this
by introducing a parameter minwidth > 0, and require an algorithm to compete with the
smallest volume interval that achieves coverage, among intervals that have volume at least
minwidth. This, along with the fact that ) is the bounded interval [0, 1], fixes the aspect ratio
of the problem. In essence, this tells us that we may as well think of a grid of size 1/minwidth
over the interval [0, 1], and restrict the problem to considering intervals that are between
two gridpoints. This reduces the number of intervals we have to consider to O(1/minwidth?),

which we should think of as analogous to the number of experts n in the earlier analogy to
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online learning. Similarly to online learning, we think of n & (1/minwidth)? as very large,

and aim for guarantees that depend on logn ~ log(1/minwidth).

However, there is a more significant issue. Even if minwidth is fixed, the above example still
forces any algorithm that captures a constant fraction of points to incur a multiplicative
error ©(1/minwidth) in volume, which one should think of as being extremely large. This
issue arises because we require the algorithm to achieve coverage very close to the target,
i.e., a non-trivial guarantee for a = % requires the algorithm to make < T' = 2aT mistakes.
Surprisingly, the problem actually becomes tractable for smaller values of « if we consider
a biciteria approximation, that competes with the best interval that makes at most o7

mistakes, while making a multiplicative factor more than o7 mistakes.

Algorithmically, this example illustrates the difference between online learning and our prob-
lem. In online learning, on day ¢ an algorithm can choose an expert that does well locally,
that is, does well around time ¢. While this may not be the best expert over the whole
sequence, the fact that it is doing as well as the best expert is doing right now, means that
in every local time window, the algorithm is only performing as well or better than the best
expert in hindsight. However, for our problem, choosing a different expert could incur a
vastly different cost than the best expert. For example, if A captures a constant fraction of
days in the first half of the sequence, on S5 it only has coverage even higher than the best
expert in hindsight, so it satisfies the coverage constraint. In exchange, however, it incurs
much higher cost than the best expert. Thus on some days, an efficient algorithm must

choose to abstain, and sacrifice coverage to minimize cost.

Put differently, suppose that each day’s input y; is drawn from some distribution D; (which
are potentially different for each day). For each day ¢, define I} to be the minimum volume

interval that achieves coverage 1—a over D;. We refer to the sequence of intervals (17, ..., I})
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as the daily optimum. It is not necessarily the case that the daily optimum has smaller
average volume than the best single interval that achieves average coverage 1 — a over the

whole sequence of distributions D;:

il Zvolume (I) = mevolume([t) t. ylP’Dt[y ehLl>1-a
L T
e mlmvolume(f) s.t. (f Z;ylP’Dt[y € I]> >1—a.

Thus the coverage constraint is a global constraint that requires an approach beyond try-
ing to solve each individual day’s problem. We discuss this further in the related work

(Section 6.1.3).

To approach this problem, we show that Algorithm 6.1 essentially implements a doubling
search for the volume of the optimal single interval that achieves global coverage 1 — a.
In some sense, we can think of this as implementing a optimization to feasibility reduction,
which is a classic idea in optimization. We would like to minimize volume, subject to a global
coverage constraint. It turns out to be easy to instead maximize global coverage subject to
a volume constraint. The doubling search then essentially performs a reduction from this
second “feasibility” problem to the first “optimization” problem. This reduction requires a
phases for each step of the doubling search, and therefore incurs some overhead. This leads

to the multiplicative factor in the number of mistakes.

We are able to show that this overhead is necessary, by constructing a matching lower bound.
As it turns out, the lower bound comes from exactly a “bad instance” for our algorithm, in

which we show that no algorithm can do any better.
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Challenges for Exchangeable Sequences. Our algorithm for exchangeable sequences
is another instantiation of the same meta-algorithm Algorithm 6.1. Essentially on each day
t, the algorithm plays an interval [;, which is the minimum volume interval that achieves

coverage (up to some slack) over the previous days inputs Sp,...,S; 1.

The analysis of the algorithm for exchangeable sequences is tricky because the interval I; that
Algorithm 6.1 plays on day ¢ is dependent on the first ¢ — 1 days of the sequence Sy, ..., S;_1.

This is in turn not independent of S;. Thus the coverage on day ¢
P[S; € I,(S1, ..., Si-1)],

where the probability is over the exchangeability of S, is challenging to bound. This is
actually the exact setting of standard conformal prediction. However, existing methods
only reason about coverage and do not come with provable volume guarantees, which are

necessary for this problem.?

To understand the challenge, consider the following example. Let S be a uniformly random
permutation of a multiset that has (1 — 2a)T copies of 1/2, oT copies of 0 and aT" copies of
1. S is exchangeable by construction. On day 7', we have seen all but one element, which

could have been 1/2 with probability 1 — 2«, 0 with probability «, or 1 with probability «.

Algorithm 6.1, for p = 1, R(t) = a — O(y/logT/T), will arbitrarily choose a minimum
volume interval that achieves coverage 1 — R(T — 1) on the first 7'— 1 points. The intervals
[0,1/2] or [1/2,1] will both meet the coverage requirement and have equal (minimal) volume,
so say that Algorithm 6.1 tiebreaks by choosing the interval that achieved higher coverage,

and choosing [0, 1/2] if they have equal coverage. Then, if Sy = 0, [1/2, 1] will achieve higher

2To the best of our knowledge, all known volume optimality guarantees for standard conformal prediction
require stronger assumptions than just exchangeability on the data. For example, they typically require the
data to be drawn i.i.d.. We refer the reader to Section 6.1.3 for more discussion.
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coverage on the prefix and Sy will not be in the output interval. Similarly, if S =1, [0,1/2]
will achieve higher coverage on the prefix and S7 will not be in the output interval. Thus Sy
is covered with probability < 1 — 2a;, when we are aiming for coverage 1 — . Our analysis
handles this subtle issue by showing that there cannot be many days ¢ on which this issue
arises. This allows us to amortize the loss in coverage by allowing for higher error rates both
at the beginning and at the end of the sequence. Carefully accounting for this allows us to
show that the standard analysis for i.i.d. sequences goes through even for sequences that are

only exchangeable and not necessarily i.i.d..

A key lemma that allows us to get these bounds is the fact that uniform convergence for set
families of bounded VC-dimension, for example intervals over [0, 1], holds over not only i.i.d.
inputs, but over exchangeable inputs as well (Lemma 2.8.1). While this is already known
(we provide the writeup in Section 2.8 for completeness), the contribution of this work is to

use this to amortize error across the whole exchangeable sequence.

6.1.3 Related Work

Conformal prediction is a very well-studied area in statistics with a wealth of recent work.
The theoretical work alone in this space is the topic of a recent textbook [Angelopoulos,
Barber, and Bates, 2025]. We provide a brief comparison to some of the work most relevant

to the setting we consider, and refer the reader to the textbook for a more in-depth treatment.

Efficiency guarantees for standard conformal prediction. Typically, conformal pre-
diction methods are required to provably achieve coverage (MC). Efficiency, however, is often
empirically validated on real and simulated data. There is a line of work that tries to estab-
lish efficiency guarantees subject to provably achieving coverage. The work of Sadinle, Lei,

and Wasserman [2019], which considers the problem when the set ) is a discrete label space.
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The line of work including [Lei, Robins, and Wasserman, 2013, Izbicki, Shimizu, and Stern,
2020a,b] work in settings where the data is drawn i.i.d. from a distribution that allows for
a good p.d.f. estimator, and then achieving a volume optimal prediction set corresponds to
taking a level set of that estimator. However, this approach does not work for arbitrary dis-
tributions, that may in general be hard to approximate. In Chapter 3 [Gao, Shan, Srinivas,
and Vijayaraghavan, 2025b], we show that when the data is drawn i.i.d., if one chooses a
prediction set from a family of potential sets that has bounded VC-dimension, it is sufficient
to find the most efficient prediction set that achieves coverage over the samples. To the best
of our knowledge, all known volume optimality bounds for standard conformal prediction

must make stronger assumptions on the data than just exchangeability.

Beyond exchangeability. A line of work has tried to relax the assumption of exchange-
ability for standard conformal prediction. A line of work including Tibshirani, Barber,
Candes, and Ramdas [2019], Barber, Candes, Ramdas, and Tibshirani [2022] designs con-
formal methods that work when the joint distribution of the data is “approximately” ex-
changeable. Prinster, Stanton, Liu, and Saria [2024] design conformal methods when the
joint distribution of the data is not exchangeable, but requires that the joint distribution is

known in advance.

Online conformal prediction. For exchangeable sequences, a foundational result of Vovk
[2002] shows that a standard conformal method when run repeatedly on prefixes of an online
sequence, errs with probability that is independent on each day, and is therefore valid on
every day. For arbitrary sequences, the problem of computing confidence sets that achieve
coverage on average was initiated by Gibbs and Candes [2021], and studied further by Zaffran,
Feron, Goude, Josse, and Dieuleveut [2022], Gibbs and Candes [2025], Bhatnagar, Wang,

Xiong, and Bai [2023]. Feldman, Ringel, Bates, and Romano [2023], Angelopoulos, Candes,
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and Tibshirani [2023a] give an algorithm that has coverage provably tending to 1 — « as
T — oo. This model does not explicitly optimize for efficiency. Instead, the justification
is to think of coverage as being a proxy for efficiency: by ensuring that coverage is not too
much more than the target 1 — «, this incentivizes the algorithm to leave some things out

of the prediction set.

To the best of our knowledge, ours is the first work to give provable efficiency guarantees
for conformal prediction in the online setting, even for exchangeable data. In fact, our lower
bound (Theorem 6.4.1) proves that any method that achieves coverage tending to 1 — «
on arbitrary sequences must incur a very large multiplicative volume approximation in the

worst case.

The algorithm of Angelopoulos, Candes, and Tibshirani [2023a] works by estimating the
bottom «/2 and top a/2 quantile of the data in an online fashion. The confidence interval
will then be the interval between these two estimated quantiles. This is possible since a
given quantile is the minimizer of a convex function called the pinball loss, so it is possible
to get a low regret estimator using online convex optimization. In our setting of optimizing
volume, this runs into a couple of issues. The first is that it is subject to an “equal tails”
assumption: it always outputs intervals that have approximately equal mass lying outside of

the interval on each side. This may not be volume-optimal if the data distribution is skewed.

However, even if the data is subject to an equal tails constraint, where an input sequence
must have each y; drawn from a distribution D, that is unimodal and symmetric around
median 1/2, the lower bound in Theorem 6.4.1 still holds. We can interpret this as saying
that the quantile-based algorithm is not conservative enough to achieve a strong volume
approximation. Put differently, suppose that on each day ¢, the algorithm was told the

distribution D, of 1, before outputting a confidence set for y;. In this setting, choosing the
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volume optimal set that achieves coverage 1 — « on each day does not necessarily imply that
the algorithm will compete in volume with the best set that achieves coverage 1 — « over
the sequence of y;s. The optimum in hindsight may have lower coverage on days that have
spread out distributions and higher coverage on days that have concentrated distributions.
This fact that the optimal loss over the sequence could be lower than the sum of the optimal
losses on each day poses a roadblock to any strategy that goes through regret minimization

with respect to a fixed loss function.

“Best of both worlds” for Online Conformal Prediction. We note that the work of
Angelopoulos, Barber, and Bates [2024] provides a “best of both worlds” guarantee for online
conformal prediction. This does not contradict our result that there is no possible “best of
both worlds” guarantee, as the two works are referring to different notions of optimality.
Angelopoulos, Barber, and Bates [2024] provide a guarantee that simultaneously achieves
average coverage tending to 1 — «. on arbitrary sequences, and coverage on each day tending
to 1 — « on exchangeable sequences. In this work, we are interested in optimizing efficiency.
We consider algorithms that achieve average coverage both for arbitrary and exchangeable
sequences, and we would like to show that they achieve the best possible volume approx-
imation ratio in these two settings. We show that this type of guarantee is impossible to

achieve.

6.2 Algorithmic Guarantees for Arbitrary Sequences

We begin by analyzing the performance of Algorithm 6.1 on arbitrary sequences, for general
settings of the allowable error rate R(t). In the analysis, we show that, even though it is
not explicitly enforced by the algorithm, most times that I.yyent iS reset (Algorithm 6.1,

Line 4), its size increases multiplicatively by a factor that is linear in p (the core of this
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argument is illustrated in Figure 6.1). Since the smallest width that I.yens is reset to is
minwidth, and the largest it can be is 1, the number of times it is resets essentially depends

on log,,(1/minwidth) = log(1/minwidth)/log(x).

Call the time window between two subsequent resets of I..rent & “phase.” Over a phase,
Algorithm 6.1 plays one fixed interval that is feasible over the whole phase. This allows us
to bound the number of mistakes made in a particular phase by the total number of mistakes
that any feasible interval is allowed to have made at that time.

Theorem 6.2.1 (Meta-algorithm Guarantee for Arbitrary Sequences). Fiz a scale lower
bound

minwidth > 0, a multiplicative volume approximation p > 3, and an allowable error rate
function

R(t):{0,...,T =1} — [0,1] such that R(t) <  for all t > t*.

On a sequence S = (y1,...,yr) of length T, let I, be the interval that Algorithm 6.1 plays

on each day t € [T]. The maximum volume of these intervals is bounded as

vol(I;) < umaX{OPTS ( min iR(zﬁ)) , minwidth} vt e [T].

1<e<T T

The number of mistakes of these intervals can be bounded as

XT: Yy ¢ L} < 40 (log(l/mi”Width)logT <1 + max R(t)t)) .

i=1 log(u) 0<t<T—1

Moreover, the algorithm is deterministic and therefore robust to an adaptive adversary.

Proof. Any interval that has made < R(t — 1)(¢t — 1) mistakes before day t > 2 is a feasible
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choice for I; (Algorithm 6.1, line 7). Therefore, any interval I that satisfies

1<t<T-17T

%Zl{ytgé]} < min iR(t)

is a feasible choice for I;, on every day t. In particular, OPTg (minlSKT %R(t)) satisfies the

above by definition, and is therefore always a feasible choice for I;.

Lines 7 and 10 ensure that the interval that is played has volume at most p times the
maximum of minwidth and the volume of any feasible interval. Therefore the volume played

by Algorithm 6.1 on each day t' is bounded by

vol(Iy) < ,umax{OPTS ( min iR(t)) , minwidth}, vi' e [T)].

1<t<T T

Now we bound the number of mistakes. Let t1,%5 be two subsequent times that I.ent iS
reset. That is, the same Ieyyent is played on all days [t1,t2). Call [t1,t2) a phase. We begin
by bounding the number of mistakes in a phase. Since I yrent is feasible on day to — 1,
Teurrent makes < R(ty — 2)(t2 — 2) mistakes on {y1,...,yu,—1)}. Therefore Iymens makes
< R(ty—2)(t2 —2) + 1 mistakes on this phase: {y,,...,¥,—1}. Thus the number of mistakes

that the algorithm makes on any phase is

to—1

Z H{y € Leuprens} <1+ max R(t)t. (6.2)

0<t<T-1
t=t1

Now we bound the number of phases. Consider any two days ¢, t5 such that t* < t; < s, so
R(ty —1),R(ty — 2) < %. Let I; be any interval that is feasible at ¢; and I, be any interval

that is feasible at t5. I; has captured > %(tl —1) points out of {z1, ...,z _1}. I has missed

< +(ty — 1) points out of {y1,...,y,-1} € {1,...,y,—1}. Therefore as long as 2:} <3, I
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and I, must capture some point in common and must overlap.

Partition the sequence after day t* into O(logT) epochs, where each epoch [tstart, tena] has

fend=l 3 We bound the number of mistakes that Algorithm 6.1 makes on each epoch.

tstart -1

Fix an epoch e, and consider the first time in this epoch that Algorithm 6.1 resets l.urrent-

By line 10, I.yprent is set to have volume > pminwidth.

Now consider a subsequent time ¢ in epoch e when Ioyyens is reset. Let ¢,y < t be the
previous time in epoch e when Icyrent Was reset. Let [ . and [; be the minimum volume

feasible intervals on day t,, and ¢, respectively (as chosen in line 7). Let J(Ef;;;;)t denote the

state of leument before day t (after day tprey)-

J(torev)

current

J(torev)

is not feasible on day ¢, and in particular I, I 2",

Since Ioyment 18 Teset on day t,

By the previous argument I, and I; must overlap. Any interval that contains a point

J(torev)

in I, ., and also contains a point that is not in I 7o

= ply,,.., must have volume >

=1 yol (I (Fprev) ) This argument is illustrated in Figure 6.1. Denote the state of I yrent at

2 current

By line 10, we have that M o wly, so

current =

the end of day t as 1

current*
—1
vol (IC(fl)rrent> > MTVOI <Ig1};ee‘;1)t> .

Since vol(I;) < 1 for all days t, we have that VOI(I(t)

current

) < p for all days ¢. Thus, within an

epoch, as long as p > 3, the number of times I.yrent can be reset is

<14 logss (L) 0 (log(l/minwidth)) | (63)

2\ pminwidth log ()

log(1/minwidth) 1ogT)

and the total number of times that I...ent is reset after day t* is O ( Tor ()

Our previous bound on the number of mistakes in a phase (6.2) allows us to bound the total
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top margin pl,,

bottom margin I, [“ — ’]tm-ev

. . t .
Figure 6.1: I; achieved more coverage than Ic(ul;;‘;;)t = ply,,., on the sequence so far, so I; is

not contained in ply . . We also know that I; . and I; must overlap. Thus, I; must fully
contain one of the margins that we add to I, ., to form ul, . (denoted here as the regions

between the red dashed lines). This gives a lower bound on the size of I; in terms of the size
t)

urrent

J(torev)

in terms of the size of I o

of I ..., and therefore a lower bound on the size of I(E

number of mistakes that Algorithm 6.1 makes as

a0 (log(l/minwidth)logT (1 P R(t)t>) |

log(1) 0<t<T-1

The previous analysis allows us to choose an R(t) to optimize the bounds. The following
corollary observes that R(f) = 2L gives a guarantee in terms of OPT(). This gives a
guarantee that exhibits a tradeoff between p, the multiplicative volume approximation of
the intervals played by Algorithm 6.1, and the number of mistakes that Algorithm 6.1 makes.

Later, in Theorem 6.4.1 we give a lower bound that shows that the p-mistake tradeoff that



ONLINE CONFORMAL PREDICTION 228

Algorithm 6.1 with R(t) = % achieves is optimal. That is, for any setting of p, this algorithm
makes a near-optimal number of mistakes subject to achieving multiplicative approximation

< .

R(t) = % ensures that the intervals that are feasible on day t are exactly those that have
made < o7 mistakes so far, where o7 is the total number of mistakes that OPT(«) is allowed
to make over the whole sequence. We can think of this algorithm as playing conservatively,
and not ruling out any interval until it is demonstrably not OpT(«).
Corollary 6.2.2 (Algorithm for Arbitrary Sequences). Fiz a scale lower bound minwidth >
0, multiplicative volume approrimation p > 3, target miscoverage rate o« > 0, and time
horizon T (all known to the algorithm). Set R(t) such that R(0) = 1 and R(t) = a% fort > 0.
With these parameters, on any sequence S = (y1,...,yr) of length T, Algorithm 6.1 plays
interval Iy on each day t € [T], such that the mazimum volume of any I, is approximately
optimal

vol(l;) < pmax {OPTg(«), minwidth} vt e [T,
and the number of mistakes is bounded by

T

St 1) = 0 (CEHIIE o 4 y)).

Moreover, the algorithm is deterministic and therefore robust to an adaptive adversary.

Proof. The bound on maximum volume follows directly from the volume guarantee in The-

orem 6.2.1.

For the bound on number of mistakes, this choice of R(t) ensures that an interval is feasible
on day t if and only if it has made < oT mistakes up to day ¢. Consider tq,ts such that

20T + 1 <ty < ty. Let I; be any feasible interval on day t; and I, be any feasible interval
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on day t5. Since I} and I, each make < o' mistakes over the first 2a/T" 4+ 1 days, they must
capture at least one day in common. Therefore I; and I5 overlap. Thus we can think of all
days t > 2aT + 1 as forming one epoch, and the proof of Theorem 6.2.1 (Equation (6.3))

tells us that the number of phases in this epoch is

o (1og(1l/orgzzv)vidth)) |

The proof of Theorem 6.2.1 (Equation (6.2)) also tells us that, for this choice of R(t), the
number of mistakes in each phase is bounded by < 14 «T'. Thus the total number of mistakes

made is

< (2aT 4 1)+ 0 (FELTEN ) (o7 1 1) o (LTI (o 4 ).

6.3 Algorithmic Guarantees for Exchangeable Sequences

In this section we analyze the performance of Algorithm 6.1 on exchangeable sequences.
The analysis differs significantly from the arbitrary order setting, because we want to take
advantage of concentration. That is, an exchangeable sequence S has the property that the
coverage of any interval I C [0, 1] over one subsequence of S should be similar to the coverage

of I over a different subsequence of S.

Quantitatively, we can access this property through uniform convergence. In the most com-
monly used form, uniform convergence tells us that for a set family F of bounded VC-
dimension, for us the family of intervals over [0, 1], and a set Y of n samples drawn i.i.d.

from some distribution D, the coverage of every set in F over Y simultaneously converges
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to its true coverage over D. That is, treating the VC-dimension of F and failure probability
as constants, the coverage of every set in F over Y is within £0(1/4/n) of its coverage over

D.

A similar statement holds even for sets of samples that are exchangeable but not necessarily
iid.. Let S = (Sy,...,S;) be an exchangeable sequence of length T, and let Y be some (not

necessarily contiguous) subsequence of size ¢t < T of S.

Uniform convergence for exchangeable sequences tells us that, treating the VC-dimension
of F and failure probability as constants, the coverage of every set in F over Y is within
+0(1/+/1) of its coverage over S. That is, the coverage of sets in F over subsequences of S
behaves essentially as though the elements of Y were drawn i.i.d. from ~, {Sy,...,Sr}. A

formal version of this statement can be found in Lemma 2.8.1.

In analyzing the algorithm on exchangeable sequences, we must bound the number of mis-
takes by arguing that on each day ¢, the interval I; chosen by the algorithm has high coverage.
However, this requires us to have a tight bound on the coverage of I; over the subsequence
of length 1 that only contains day ¢, and the previous argument does not give tight bounds
for short subsequences. We address this issue by instead bounding the coverage of I; on the
suffiz of the input sequence that contains all days between ¢t and T'. Considering a longer
subsequence allows us to get tighter bounds. Then, we observe that the coverage of I; on
the suffix is a property only of the unordered (multi)set of values in the suffix, and not the
order that the values appear. Thus, conditioned on the coverage bound holding, the suffix
of the sequence is still exchangeable within itself, so the coverage on day t is actually equal
to the coverage over the whole suffix.

Theorem 6.3.1 (Meta-algorithm Guarantee for Exchangeable Sequences). Fiz a scale lower

bound
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minwidth > 0, a multiplicative volume approximation p > 1, and an allowable error rate
function R(t) : {0,...,T — 1} — [0,1]. Let S be an exchangeable input sequence of length
T. Let I; be a random variable, which is the interval that Algorithm 6.1 plays on input S.

Then, the expected maximum volume of the intervals can be bounded as

0<t<T

B [mocvol(1)] < max {Opts (i [R0) — 0 (ViBT7E)] ) . minwith ) + 1

and achieves expected coverage

E{%l{ytelt}} > 1-%%3@-1)-0(@).

Proof. Fix an exchangeable input sequence S = (Y7,...,Yr), where the random variable
Y; is the input on day i. Let the random variable MS be the number of mistakes that
Algorithm 6.1 (for minwidth, u, R(t)) makes on S. Let MS be an indicator random variable
of whether Algorithm 6.1 makes a mistake on day ¢. That is, let [; be the interval that

Algorithm 6.1 plays on day ¢t. Then

Mf:l[ﬁgjt],

We analyze the algorithm’s performance on one particular day ¢t. We will refer to the days
before ¢, i.e. the window [1,¢ — 1], as the prefiz, and the days t and after, i.e. the window
[t,T], as the suffiz. For an interval I C [0,1] and a window (contiguous subsequence)
W = [t1,t3] C [1,T], define errg(I,W) to be the fraction of days in W of S that are not

covered by I. Since the set of intervals over [0, 1] has VC-dimension 2, Lemma 2.8.1 tells

1

73, for some absolute

us that the following statements hold, each with probability > 1 —



ONLINE CONFORMAL PREDICTION 232

constant C"

VI errs(I,[1,T)) —C 10g71ﬂ < errg(l,[1,t —1]) < errs(,[1,T])+C ltogji’
(6.4)

logT [ logT
— — < < - -
V_[ errs(_[, [17T t+1]) C t—l -~ errS(-[7 [t7T]) = errS(I’ [17T])+O T_t+1
(6.5)

We will refer to (6.4) and (6.5) as the uniform convergence property. Note that (6.4) and
(6.5) are properties only of the set of values that appear in the prefix and suffix, and does
not imply anything about the order that elements appear in the suffix. That is, conditioned

on (6.4) and (6.5), the suffix is still exchangeable, and we have

This allows us to bound the expected value of MP conditioned on (6.4) and (6.5). We have

deterministically that errs (I, [1,¢ — 1]) < R(t — 1) (Algorithm 6.1, Line 7).

E[MF | (6.4), (65)]

=PYie 1] (64),(6.5)]

~ Efenss(L, [, 7]) | (6.4), (6.5) by (6.6)
- (LILT) + Oy —22 1| (6.4), (6.5) by (6.5)
=g errsif, [1, T—t+ 1 “) . Yy :

[ logT’ logT'
< - B . . .
_ISE errg(I,[1,t —1]) + C T—t—i—1+c 1 ‘(64),(65)] by (6.4)
<Rt-1) 40y 8T | [loeT

T—t+1 t—1
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We also have that MS < 1. So in total this gives us that

log T logT
EMS < R(t—1) ,/ Cy/ :
[ ] il —t~|—1 t—1 T3 (6:7)

This allows us to bound MS.

T
E[v%] < 3 [01F)
t=1
T
logT logT
<) |R(t-1) \/ T—tr1 \/t— T3
t=1

T

o) (\/TlogT> + S R(t - 1),

t=1

IN

Thus the expected coverage of Algorithm 6.1 can be bounded as

T

%15’ (M5 =1-— %ZR(t— 1) -0 (MlogT/T) .

t=1

1-—

Now we bound the volume of intervals played by Algorithm 6.1. We condition on (6.4)
holding simultaneously for all ¢ € [1,T]. Since this holds with probability > 1 — Z for each

t, it holds for all ¢t with probability > 1 — %2

Consider any interval I that has coverage > 1 — ming<;<r [R(t) + C/log T/t] over S in
hindsight. Then, conditioned on (6.4) holding for all ¢, I must be a feasible choice for
I; on every day t (Algorithm 6.1, Line 7). Thus, conditioned on (6.4) holding for all ¢,

Algorithm 6.1 plays intervals of maximum volume

< ,umaX{OPTS <min [R(t) -0 (\/W)D , minwidth} .

0<t<T

Even if (6.4) does not hold for all ¢, Algorithm 6.1 plays intervals of maximum length 1. So
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Algorithm 6.1 plays intervals of expected maximum volume

0<t<T

< pmax {OPTS ( min [R(t) ) (\/W)D , minwidth} + %

From the previous guarantee, it is simple to derive a setting of R(t) that achieves volume
essentially that of OPT(a), and coverage that is within O(y/log T/T) of the target 1 — a.
The O(\/W ) term is a standard sampling error that should arise since exchangeable
sequences are only more general than i.i.d. sequences.

Corollary 6.3.2 (Algorithm for Exchangeable Sequences). Fiz a scale lower bound minwidth >
0, miscoverage rate «, and time horizon T (all known to the algorithm). Set p = 1, and
R(t) = a+ 0O (M) Let S be an exchangeable input sequence of length T'. Let I;
(a random variable) be the interval played by Algorithm 6.1, with the above parameters, on
mput S. The expected maximum volume of the I, can be bounded as

1
E [mtaXVOKIt)] < max{OpPTg(«), minwidth} + =

and the algorithm achieves expected coverage

T

% Z Hy € L}

i=1

E

> (1-a) - 0 (ViegT/T).

Proof. Follows directly from Theorem 6.3.1. O

We observe that this near-optimal algorithm for online conformal prediction on exchangeable
sequences implies a near-optimal algorithm for standard conformal prediction with exchange-

able data (i.e., equivalent to Theorem 3.2.6 in Chapter 3, for the case of k = 1 interval). We
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view this simple observation as evidence that online conformal prediction on exchangeable
sequences can be seen as a generalization of standard conformal prediction with exchangeable
data, in a similar way to how online learning generalizes PAC learning.

Corollary 6.3.3 (Efficiency Guarantee for Standard Conformal Prediction). Fiz a scale
lower bound minwidth > 0, and miscoverage rate o. Let S = (Y1,...,Yr) be exchangeable

random variables valued in [0, 1].

Given Y1, ..., Yy 1, we construct the following conformal predictor for Yr. Suppose we run
Algorithm 6.1 with parameters minwidth, u =1, a, T, R(t) = a+ O(y\/log T /t) for [t/2] days
using Y1,..., Y21 as inputs. Let Iy o) be the interval that Algorithm 6.1 predicts on day

/2]

Then, Ity is a conformal predictor for Yr, achieving coverage

log T
> (1 — _
P[Yr € Inm] > (1-a) 0( T >
and Ifj91 has volume bounded by

1
vol(If1y21) < max{OpPTg(a), minwidth}—i-,ZTQ.

Proof. This follows from the proof of Theorem 6.3.1. Let If;/21 be the interval that Algorithm 6.1
plays on day [t/2] of input S. Let M§ , be an indicator random variable of whether
Y7 & Irej91. By (6.6) we have that

Ig:[MﬁSnal | (6.4) and (6.5)] = P [Yr € Ity | (6.4) and (6.5)] = P [Yiij21 € I1ijo1 | (6.4) and (6.5)] .
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Thus (6.7) ensures that

P [Vr ¢ It = E [Mg]

smwzw—nw\/%w %Wi

log T’
<
_a+0( T )

and I7;/9 achieves coverage

on Yr.
For the efficiency bound, Corollary 6.3.2 ensures that the expected maximum volume of any
interval played by Algorithm 6.1, and therefore the expected volume of I}/ is bounded by

1
< max{OPTg (), minwidth} + Tz

Finally, we note that for the optimal algorithm for exchangeable sequences we use Algo-
rithm 6.1 with R(t) = a — O(y/log T/T) (Corollary 6.3.2). However, for the optimal al-
gorithm for arbitrary sequences we use Algorithm 6.1 with R(t) = a7/t (Corollary 6.2.2).
This raises the natural question of whether we can design a single algorithm (perhaps but
not necessarily by using Algorithm 6.1 with a unified choice of R(t)) that simultaneously

achieves the optimal guarantee on both exchangeable and arbitrary sequences.

Later in Theorem 6.5.1, we give a lower bound that shows that it is indeed not possible to

design any algorithm that is simultaneously optimal in both of these settings. Theorem 6.5.1
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quantifies this bound by showing that for a given choice of 1, minwidth, and «, any algorithm

that has volume bounded by pmax{OPTg(a), minwidth} on every arbitrary input sequence

g <min {ln(l J), 1n1/minwidth) } aT)

In i

S, must make

mistakes in expectation on some i.i.d. sequence S’. Here Q hides subpolynomial factors in

Q.

Algorithmically, we show that Algorithm 6.1 with the conservative choice of R(t) = o1/t
is able to meet this mistake bound on exchangeable data, up to a sampling error term.
We note that this algorithm has the same multiplicative volume approximation g on both
arbitrary and exchangeable data, while our lower bound does not rule out the possibility
of an algorithm having a better approximation ratio on exchangeable sequences than on

arbitrary sequences.

To match the lower bound, we must do a finer analysis of Algorithm 6.1 on exchangeable
sequences that accounts for the number of phases of the algorithm. In the analysis of
Algorithm 6.1 on arbitrary sequences (Theorem 6.2.1), we used the fact that the algorithm
plays one fixed interval for a whole phase. This allowed us to amortize the error of the interval
that the algorithm plays over the whole phase, and get a mistake bound that depends on
the number of phases which is O(log(1/minwidth)/log 11). We observe that when the number
of phases is small, a similar amortizing argument can get a tighter bound on the number of
mistakes that Algorithm 6.1 makes, even in the exchangeable case.

Theorem 6.3.4 (Simultaneous Guarantee for Arbitrary and Exchangeable Sequences). Fiz
a scale lower bound minwidth > 0, target miscoverage rate oo, multiplicative approximation p,

and time horizon T (all known to the algorithm). Set R(t) = <L. Let S be an exchangeable
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input sequence of length T'. On input S, Algorithm 6.1 with the above parameters makes

log 11 log 11

log(1/minwidth log(1/minwidth
O (min{\/TlogT\/ og(1/minwi )+ og(1/minwi )aT, \/TlogT+log(1/a)aT})
mistakes in expectation, and plays intervals of mazimum volume
< p max{OPTg(), minwidth} .

Proof. We condition on uniform convergence for every window (contiguous subsequence) of
S. For a window W = [ty, 1] C [1,T], and an interval I C [0, 1], define errg(Z, W) to be the
fraction of days in W of S that are not covered by I. For each window W, we have that

with probability > 1 — %, the coverage of every interval I over W is within

logT’
W]

EW:C

its coverage over all of S, for some universal constant C. Taking a union bound over all

O(T?) possible windows, we have that
VW, I errg(I,[1,T]) —ew < errs(I,W) <errs(I,[1,T]) + ew. (6.8)

with probability > 1— % We refer to the property (6.8) as the uniform convergence property.

Now let S be any realization of S that satisfies the uniform convergence property. Let K be
the number of times sets Ioyens Algorithm 6.1 (for g, minwidth, R(t) = %) on S. Let t; for
1 < i < K be the days when I ent 18 set, where t; = 1, and we define tx,y = T + 1 for

convenience. We refer to the window [t;,¢;_1) as phase i.

Let M5 be the number of mistakes that Algorithm 6.1 makes on S. Let Mig be the miscov-
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erage rate of Algorithm 6.1 over phase ¢ of S. Let I; be the value of I.yent on phase . If

Algorithm 6.1 resets I.yrent On day t;;1, it means that I; has error rate < tflT_l over the

window [1,¢;4; — 1] (Algorithm 6.1, Line 4). By the uniform convergence property (6.8),

M7 = errg(L;, [ti tiyr — 1))

7

< err§([i> [17T]) + Eltist

i+1—1]

< err§(]i> [17 lit1 — 1]) T et —1] T Eftitipr—1]

< ol LC log T’ log T’
tiv1—1 tiy1— 1 liv1 — t;
T logT
< a +2C 08 )
tiv1 — 1 liv1 — 1t

We bound M5 in terms of the Migs. Since R(t) = &L > 1 for t < oT', and the initial interval

has coverage 0, we have that to = o1+ 1 and M; = 1.

K
=aol + Z<t1+1 - tl)MS
=2
K
ol
< O{T+ Z |: +1

H—l_l

H—l -

tiv1 — 1

log T
4920 Og)

T
1 +2C/log T/ (tis1 — )}

i1 — 1ty —1

K
tiv1 — 1 t;—1 .
<ol +2C+\/logTVvVK — VT + QTZ [t = — } by concavity of v/
=2

<al +20+/(K

—1)TlogT + (K — 1)aT — aTZ

(6.9)

i—9 1+1_1

K t;—1

This upper bound on mistakes is maximized when ) .", Py is minimized. Recall that
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to=aT +1and tx,; =T + 1. Assume without loss of generality that o7 is an integer. So

we have

Toti—1 -1

= =
tiv1—1  tgy—1

i=2
K
Z < ) =Ina.
—9 H—l - 1

For convenience of arithmetic, define ¢; = (¢; — 1)/(t;11 — 1) where every ¢; > 0, so we have

Zfig Ing; = Ina. By concavity of In we have

=2
K Ko,
(K -t < 37 =3 AL
i=2 =2 LT

Substituting back into (6.9), we have

MS<aT+\/ -1 TlogT+(K—1)aT_(K_1)a1/(K—1)aT

<aT ++/(K—-1)TlogT + (K — 1) (1—&1/(K_1)) aT.

Since a > 0, we have that (K — 1) (1 — al/(K_l)) < K — 1. We can also bound this term by
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In(1/a):

Ina In(1/a)

K-1  K-1
QV/(E-1) — ~In(l/a)/(K-1) 5 | _ In(1/a)

- K—-1
In(1/a) ik
> 1 — o/(E=-D

K-1-  “

In(1/a) > (K — 1) (1 — o/E71).

Putting this together we have

MS < /(K —1)TlogT + (1 +min{K —1, ln(l/a)})aT.

We can upper bound the number of phases of Algorithm 6.1 on any input as

K —1 < log, (1/minwidth) = O (bg(l/m'”w'dth)) ‘

log pu

So for every realization S of S that satisfies the uniform convergence property (6.8), we have

log log

M0 ( /—TlogT\/log(l/minwidth) N min{log(l/minwidth)7 log(l/a)} &T> |

We have that S satisfies the uniform convergence property with probability > 1 — % ItS
does not satisfy the uniform convergence property, the number of mistakes is trivially upper
bounded by T'. So we have that the expected number of mistakes by Algorithm 6.1 (for pu,

minwidth, R(t) = <L) is

log p log p

O (W\/log(l/minwidth) N mm{log(l/minwidth)’ log(l/a)} aT) | (6.10)
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log(1/minwidth)

» is large, the first “sampling error” term will domi-
g

When the number of phases
nate. In this setting, the original bound in Theorem 6.3.1 which does not do a phase-by-phase

analysis gives a tighter bound of

e

StZT;max{ a }4—0(@)

| /\

SR 1) +O(W))

el

IN

s ara

t=aT+1

<0 (x/TlogT+ log(l/a)aT> : (6.11)

(6.10) and (6.11) together bound the expected number of mistakes by

log(1 log(1/minwi
(mm{\/TlogT\/ og(1/minwidth) + o8 /mmWIdth)aT, \/TlogT—i—log(l/a)aT}) .

log 11 log 11

The volume guarantee follows directly from Corollary 6.2.2. ]

6.4 Lower Bound for Arbitrary Order Sequences

We provide a lower bound that shows that our algorithm for arbitrary order sequences is

optimal. That is, for any given choice of miscoverage rate «, scale lower bound minwidth, and

multiplicative volume approximation u, we prove that any algorithm that achieves volume

< pmin{OPTg(«w), minwidth} on every arbitrary order sequence S of length 7" must make

a multiplicative factor more mistakes than the target o/'. This mistake bound shows that
aT

our upper bound of running Algorithm 6.1 with R(t) = ¢~ is near-optimal in all parameters.

In particular, we note that Algorithm 6.1 actually plays intervals with maximum volume
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bounded by pmin{OPTg(«), minwidth}, which is even stronger than playing intervals with
average volume bounded by pmin{OPTg(«), minwidth}. Among algorithms that have this

property, we show that the expected number of mistakes that Algorithm 6.1 makes:

ofom it  1))

is optimal (see Corollary 6.2.2 for the upper bound).

For algorithms that play intervals that have average volume bounded by
pmin{OPTg (), minwidth}, but do not necessarily have maximum volume bounded by this,

we show that they must make

® (Rt iz " 7))

mistakes in expectation. This differs from the earlier bound by a subpolynomial factor in

«, and thus Algorithm 6.1 is near-optimal even among algorithms that meet this weaker

condition.

The lower bound construction is directly inspired by a worst-case instance for Algorithm 6.1
with R(t) = L. In the analysis (Theorem 6.2.1), we bound the number of times that Algo-
rithm 6.1 resets I.urent. We then say between two subsequent resets of I.yrent, Algorithm 6.1
plays a fixed interval that has accrued less than the target error. So that interval must make
at most o1 mistakes over the time that it is feasible, and therefore at most o7’ mistakes
while it is being played. In the lower bound, we present the algorithm with a series of phases
of increasing “scales,” each lasting oT" days. See Figure 6.2 for an illustration. In each phase,
the algorithm does not yet know if this phase contains points that are captured by OpT, or

this is an “outlier” phase. If the algorithm chooses to capture a large fraction of the points,
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Yt
1 ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
OrT(a)
E: ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
0
( | , ¢
1 aT 2aT . .. T

(a) If an algorithm A has low expected coverage (< %) on every phase of this sequence, it must
make Q(7") mistakes over the whole sequence.

Yt

( |
1 oT 2aT . ..

(b) If an algorithm A has high expected coverage (> %) on some phase i of sequence (a), say phase
4, then it also has high expected coverage on phase 4 of this alternate sequence, as A does not yet
know which case it is in. Therefore, A must incur a high multiplicative volume approximation on
this alternate sequence, as the scale of phase 4 is multiplicatively larger than the scales of the other
phases.

Figure 6.2: We illustrate the lower bound construction in Theorem 6.4.1. The horizontal
axis is the day t of the sequence and the vertical axis is the value of ;. y; is drawn according
to a uniform distribution, and we illustrate this as a box over the support of y, with depth
of color corresponding to the density of the distribution. We divide the input sequence into
“phases” of length oT. We then construct an input sequence S that has the scale of
increasing multiplicatively from one phase to the next (Figure 6.2a). We also consider a set
of alternate sequences S;, where S; is the same as S through phase 7, and then drops to a
very small scale for the rest of the sequence (Figure 6.2b). On phase i, the algorithm does
not know if it is in case (a), where the scale will continue to grow, or case (b), where the
sequence will drop off.

it will accrue high volume, which leads to high multiplicative ratio in the case that this was
an outlier phase. If the algorithm chooses not to capture a large fraction of points, it will

accrue a large number of mistakes.
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Theorem 6.4.1 (Lower Bound for Arbitrary Sequences). For any scale lower bound
minwidth > 0, miscoverage rate o > 0, and time horizon T, such that for any, potentially
randomized, algorithm A that outputs confidence sets over [0,1] that are not necessarily

intervals we have:

1. If A plays sets with expected average volume < iy, max{OPTg, (a), minwidth} on

every sequence S, for some value ftayg > 0, then A must make

. (mm {lo;igg/>m+in$<t1h/)a> b T}>

mistakes in expectation on some sequence S’. This is §2 <min {Woﬂ“/ﬂ T})
avg

for any " > 0.

2. If A plays sets with expected maximum volume < fiyma, max {OPTg, («), minwidth} on

every sequence S, for some value fimax > 0, then A must make

0 (mm {log(l/minwidth) o T}>

log (NmaX)

mistakes in expectation on some sequence S'.

Furthermore, this lower bound holds against algorithms that only have to be competitive on
sequences where the input on each day is drawn from a symmetric unimodal distribution with

median 1/2.

Proof. Assume without loss of generality that 1/« is an integer, and 7" is a multiple of 1/a.
Divide the input sequence into 1/a “phases” of length aT'. Let K € {1,...,1/a} and e > 0
be parameters to be chosen later. For each 1 < i < K we generate a sequence Si(K) as

follows:
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e For phases 7 <1, all days in phase j are drawn i.i.d. from ~, [0,5K*j].
e For phases j > i, all days in phase j are drawn i.i.d. from ~, [O,EK}.

Fix any potentially randomized algorithm A. Consider what A does on input sequence S&K).
We say that A “hits” phase j if it captures > % points in phase j, in expectation. If A

captures < % points in phase j in expectation, we say it “misses.” Either:
(a) A misses every phase 1 < j < K. Then A makes > K % mistakes in expectation.

(b) A hits some phase 1 < j < K. Since phase j is drawn i.i.d. ~,, [0,6[{*3'], the expected

average volume that A plays on phase j must be > EKT_]

Now consider what A would do on sequence SJ(-K). Since SJ(K) and S%K) are identical

ek

through phase j, this means that A must have expected average volume > on

ack—i
2

phase j of S;K) as well. Thus, on SJ(K), A must play average volume > and

. K—j . .
maximum volume > “=— in expectation.

For S j(K), we know that the interval [0, eX77*1] achieves coverage 1 on every phase other

than phase j. Thus, OPT yx) () < ¥ 77*1. This means that on SJ(«K), A plays intervals
J

of average volume

(67
> 2_€OPTS§K) (Oz)

in expectation, and intervals of maximum volume
> ! OPT () ()
2 5= ) (a
2 S

in expectation.

We will set ¢, K such that minwidth = %5K . If A plays intervals with expected average
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volume < fi,,s max{OPT ) (), minwidth} on SJ(»K) we have that, either A makes > K-
J

mistakes in expectation, or

2 opr ) (@) < fayg max{OPT ,(x)(a), minwidth}
2e 5j S;

(0] (6%
% WOPTS](K)(Q)} < Havg

o o
2

min{

2(minwidth/2)1/K

IN

avg) 6.12
- Havg ( )

where the last line follows because OPT 4 (o) > ef+1 Similarly, if A plays intervals with
i
expected maximum volume < fiyay max{OPT yx) (@), minwidth} on S ](-K) we have that, either
J

A makes > K % mistakes in expectation, or

1 1
= < e 6.13
2(minwidth/2)/K — 2¢ = (6.13)

Setting K = min{ Logl?lg/%ﬂgg('g;:)vg)J ,1/a} ensures that (6.12) is satisfied. Thus if A has

expected average volume bounded as < fiayg max{ OPT ) (), minwidth} for all SJ(.K) €S,
J

then A must make

. mm{( log(2/minwidth) - 1) ot Z}

log(1/c) + log(2/tave 2

g (min{ log(1/minwidth) or T})

log(ftavg) + log(1/a

log(1/minwidth /
=0 (min{ og(1/minwidt )aHE T, T}) for any &’ > 0,
log(ftavg)

mistakes in expectation on S&K). Similarly, Setting K = min{ L%J , 1/a} ensures

that (6.13) is satisfied and K < 1/a. Thus if A has expected maximum volume bounded as
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Figure 6.3: Symmetric version of the lower bound construction in Figure 6.2

< fmax max{OPTg, (), minwidth} for all Sj(.K) € S%) then A must make

— { (log(Q/minwidth) - 1) or g}

log ( 2MmaX)

L (mm {log(l/minwidth)aﬂ T})

log (:umaX)

mistakes in expectation on S&K).

Finally, we note that while this argument considered the performance of A on intervals with
one end at 0 for ease of notation, we could have instead considered a symmetric version of
the sequences, where we map each phase that is drawn
1 1, 1 1
o [0,0] =~ |5 = b, =+ b
0, 5] {2 272 * 2 ]
(see Figure 6.3). This leads to the same lower bounds on volume, while ensuring that the

input distribution on each day is unimodal and symmetric around 1/2. This gives a lower

bound against algorithms that are competitive on such sequences. O]
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6.5 Lower Bound Against “Best of Both Worlds” Al-
gorithms

We provide a lower bound that says that it is impossible to for a single algorithm to achieve
the best possible guarantee both for arbitrary sequences and exchangeable sequences. Recall
that for an arbitrary sequence S, Corollary 6.2.2 shows that for choices of the multiplica-
tive volume approximation pu, scale lower bound minwidth, and target miscoverage «, Algo-
rithm 6.1 with R(t) = T plays intervals of average volume < pmax{OPTg(a), minwidth},
and makes O(log(1/minwidth)/log(u)aT’) mistakes. Theorem 6.4.1 tells us that this is opti-

mal up to subpolynomial factors in «.

For exchangeable sequences however, we can do better. Corollary 6.3.2 tells us that Algo-
rithm 6.1 with R(t) = (1 — «) + O(y/log T'/t) plays intervals of average volume < OPTg(«)
and has expected coverage > (1—a)—O(y/log T'/t) (that is, < (1+O0(y/log T'/t))aT mistakes

in expectation).

This leads to the natural question: is there a single algorithm that can achieve both guaran-
tees? It turns out that these two bounds are indeed at odds. That is, achieving an algorithm
that achieves the optimal tradeoff for arbitrary sequences must make a large number of mis-
takes on some exchangeable sequence, and an algorithm that achieves the optimal number of

mistakes for exchangeable sequences must have a large multiplicative volume approximation.

The following lower bound gives a tradeoff between the two cases. Theorem 6.3.4 tells us

that Algorithm 6.1 with R(t) = % actually achieves this tradeoff, and thus it is optimal

in the sense that it gets as close as possible to a “best of both worlds” guarantee. That

is, for a fixed choice of p, minwidth, and «, subject to playing intervals of average volume

T

< pmax{OPTg(a), minwidth} on every arbitrary sequence S, Algorithm 6.1 with R(t) = %
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makes the lowest possible number of mistakes on both arbitrary and exchangeable sequences.
We remark, however, that the lower bound does not say anything about whether the multi-

plicative factor of pu that Algorithm 6.1 incurs in the exchangeable case is necessary.

The construction of this lower bound, like the lower bound for arbitrary sequences, is inspired

aT

.~ on i.id. sequences. The

by observing the performance of Algorithm 6.1 with R(t) =
optimal algorithm for exchangeable sequences will play intervals that have coverage very
close to the target 1 — o from very early on. Algorithm 6.1 with R(t) = <& however, will be
more conservative and play intervals that have substantially lower coverage, to hedge against
the possibility the scale of the problem will shrink in the future, and that many of the points

seen so far were actually “outliers.” Intuitively, such a strategy should be optimal subject to

a worst case guarantee.

The lower bound proof essentially directly argues that this conservative strategy is optimal.
That is, we design a distribution D, and then argue that any algorithm A must fall into one

of two categories.

.ol

(a) On every day t, A plays an interval that has expected miscoverage > % . Summing

over t, we see that this leads to ~ In(1/a)aT mistakes in expectation overall.

% . % Then, we show

(b) On some day ¢, A plays an interval with expected miscoverage <
that A has not been conservative, and there exists an alternate sequence on which A

incurs a large volume approximation.

A core part of the argument is in designing a distribution D that achieves the desired tradeoff
between the miscoverage of the algorithm and the multiplicative volume approximation .
We provide an illustration of the argument in Figure 6.4.

Theorem 6.5.1 (No “Best of Both Worlds” Algorithm). Fiz a scale lower bound minwidth >
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Yt
1 ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
OprT(a)
E: ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
S
0Ot — ¢
1 T
(a) In this sequence, every day’s input is drawn i.i.d. from D. If an algorithm A has miscoverage
> 1. 2L on every day, it will make a large number (> 11In(1/a)aT) of mistakes over the whole
sequence.
Yt
1 ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
6 ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
1
3
: OprT(a)
ot i -
1 T

(b) In this sequence, the prefix is drawn ii.d. from D, but later the sequence drops off to be
deterministically one value. If the algorithm A does not play conservatively on the prefix of the
sequence, it risks accumulating average volume much larger than OPT.

Figure 6.4: We illustrate the lower bound construction in Theorem 6.5.1. The horizontal
axis is the day ¢ of the sequence and the vertical axis is the value of y;. y; is drawn according
to a distribution D that we illustrate with depth of color corresponding to the density
of the distribution. D has the property that the minimum volume interval that achieves
miscoverage < ae’ over D is multiplicatively larger than the minimum volume interval that
achieves miscoverage < ae'™.

0 and target miscoverage rate o > 0. Let A be any algorithm, deterministic or randomized.

1. If A plays sets with expected average volume < i, max {OPTg(a), minwidth} on

every arbitrary order sequence S, for some [iaye > 0, then A must make

QO (min {1n(1/a), In(1/minwidth) }aT)

In flaye + In(1/c)
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mistakes in expectation on some i.1.d. sequence.

2. If A plays sets with expected maximum volume < fimax max {OPTg(«), minwidth} on

every arbitrary order sequence S, for some [iaye > 0, then A must make

0 (min {ln(l J), L/ minwidth) } aT>

In Hmax

mistakes in expectation on some i.1.d. sequence.

Furthermore, this lower bound holds against algorithms that only have to be competitive on
sequences where the input on each day is drawn from a symmetric unimodal distribution with

median 1/2.

Proof. Let 0 < ¢ < 1/2 and 0 < K < In(1/«) be parameters that we will set later. We

define a distribution D) over [0, 1], such that

P [z<eft] =0,

z~DEK)
P [z<e™ ] =1—ae" for 0 <i <K, (6.14)
z~DEK)
P [z<e+t(l—¢)=1—a(l—-1) for 0 <t <1,

K

where e is the base of the natural logarithm. Note that 1 —ae™ is a valid probability because

In(ae) = K —In(1/a) <0 so ae <1.

We compute v*(c), which is the minimum volume of any set that achieves coverage ¢ over
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DE) . We take the c.d.f. of DFE)

0 for 0 <z < K1

Fpuo(r) =1 - %xl/lng for el < <e-

l—a}%“; fore<zx<1
(

From the c.d.f. we can compute the p.d.f. of DU For 0 < 2 < K+, D) has density 0.

K+1

At z = %+ DU has a point mass of probability 1 — ae’. For ¢ < x <1, we compute

the density of DU by taking the derivative of the c.d.f. with respect to z:
RO for K < g < e

eln(1/e
oo ) = | P07

= fore<az <1

l—¢

This p.d.f. is non-increasing with x for e5*t < o < 1. At = £K*! the p.d.f. is infinite.
The first piece is proportional to x to a constant negative power, and the second piece is
constant. So it suffices to verify that the density is non-increasing where the two pieces meet.

At o = ¢, the first piece would give density o~ (1/ 5 Since (Inz) + 1 < z for all z > 0,

1 1/e 1 1/e «

€ Z In(1/¢) In(l/e) = 1—¢ ln(l/a) T 1-c¢
Since the density is non-increasing for z > 5! and DY) has no mass on = < 5+, for
any coverage level 0 < ¢ < 1, a minimum volume set achieving coverage ¢ over D) is of the
form [¢FT! FD(K>( c)], so

v*(c) = F1;<1K> (c) — €K+1a

(where we define F, i, (0) = e*1). Since the derivative (p.d.f.) of Fpu is non-increasing

for X < & < 1, Fpue (2) is concave over z € [eX7,1]. So F i, (c) is convex over ¢ € [0, 1],
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and v*(c) is also convex.

The convexity of v*(c¢) along with Jensen’s inequality imply the following.

Fact 6.5.2. Let I be a (randomized) set of intervals over [0, 1] that have average expected

(K)

coverage > ¢ over D\"). Then, the average expected volume of the intervals 1 is

> 0(c) = Fil (c) — 5.

We use DX to design a lower bound instance. Let S be the sequence of T i.i.d. draws
from D). Assume also that minwidth < ¢5+1. We will analyze the behavior of an algorithm
A based on its expected performance on S¥). Fix an algorithm A. Let M be the expected
number of mistakes that A makes on input SU). Let M, be the expected miscoverage of A
on day t on input SU¥). That is, M, is the marginal probability that A does not capture a

point on day t of S and M = My + - -- + M,.

Let 1 < w < T be a window length that we will set later, and let W; denote the window
(sequence of consecutive days) of length w that ends on day t¢. If A has average expected

miscoverage < é% over W, on input S, then we say that A “hits” W,. Otherwise, A has

1aT

average expected miscoverage > -~ over W; on input SHE) and we say that A “misses”

Wi.

We analyze by cases. Either A hits some window W; for T/ef~! <t < T/e, or A misses

every window W for T/ef=1 <t < T/e.

(a) A hits some window W; for T//e®~! <t < T'/e. By definition, this means that .4 has

average expected coverage > 1 — %% over W;. Fact 6.5.2 tells us that we can bound the

expected volume of the intervals that A plays over W, using the inverse c.d.f.. We use



ONLINE CONFORMAL PREDICTION 255

the original definition of D) (6.14) for convenience. For T/eX~1 <t < T /e, expected

coverage of 1 — 19L corresponds to i = K + 1 — In(7T/t). Thus, the expected average

e t

volume of A over W, is

Consider an alternate input sequence St(K), that has the first ¢ days drawn i.i.d. from

D) and has future days deterministically set to e5*'. As T — oo (and the sampling

K+1

error disappears, since t > T'/e is also going to infinity), OPT ) () will converge
t

to the volume of the smallest interval that achieves coverage % over DX, For T/eX <

t < T/e, we fall into the middle case of (6.14) and we have

OPT ) () — gtn(T/t) _ K41 as T — oo. (6.15)

Let vol,.x be the expected maximum volume of any interval played by A on St(K), and
let vol,,, be the expected average volume played by A on St(K). By definition, we have

that

VOlmax < fhmax max{OPTS(K)(a), minwidth}, VOlave < flave max{OPTS(K)(oz), minwidth}.
t t

To lower bound the multiplicative ratio, we need to be in the case where OPT is larger

K+1

than minwidth. Using our assumption that minwidth < e , it suffices to show that

gIHI(T/t) _ K41 > (K4l SHI(T/) 5 o K+1

Since £ < 1/2, we have 25! < K and the above is implied by '*1"(7/) > ¢K Finally
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In(T/t) < K — 1 <= T/e"" <t ensures that OPT ) (a) > minwidth. Thus we have

VOlax < [I,maXOPTS(K)(O{)7 VOlayg < pangPTS(K)(a). (6.16)
t t

Now we analyze the performance of A on St(K). Since St(K) is identical to S for the
first t days, A must have the same expected performance over W, on St(K) as it does on

S®E) Thus by our earlier bound, we have that the expected average volume of A over

W, of St(K) is > (T/t) _ K41 We have that

n w n
VOl > ePT/0) _ KH1 VOlayg > ?(51 (/D) _ K1y

Combining with (6.16) and our bound on OPT (6.15) we get

gln(T/t) _ K41 gln(T/t) — K+l

w

Have 2 75 " TIiry — SR (6.17)

1
Fomax 2 T — KT 2 o =

™| =

w
T

(b) A misses every window W, for T'//e® 1 <t < T'/e. We lower bound the expected number

of mistakes A makes on S,
T T 1 w
M=> M > - Z M,
t=1 =w 7=0
T/e

et
t=max{w,T/eK -1}
T
= a? (HT/e — Hmax{w’T/eKq}_l) H,, the nth harmonic number

t

Vv

> % (In(T'/e) — (In(max{w, T/e" ") + 1))

= é (min{In(7T/ew), K —2}) — 1) aT. (6.18)
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We set w/T = e X. Then, assuming minwidth < ¢! since K < In(1/a), we have that A

must either have

—_
Q

Mmax Z - and ,uavg Z ;

™

from (6.17), or it must make

>

[

(K —3)aT
mistakes in expectation on the i.i.d. sequence S, from (6.18).

To get a bound based on .y, We set € = /ﬁ’ which is possible as long as . > 2. We
set K such that minwidth = X+ which is possible for minwidth > (1/pimay)™/9+1. This
gives us that K = Q(In(1/minwidth)/In piyay). As minwidth gets smaller, the problem only
becomes more general, so we have that for any minwidth > 0 and . > 2, either A has

maximum multiplicative approximation > ji. or A makes

Q (min {ln(l Jqy), 1/minwidth) } aT)

In Hmax

mistakes in expectation on some i.i.d. sequence.

To get a bound based on fia,, We set € = ﬁ, which is possible as long as ftavs > 2a. We set
K such that minwidth = eX+! which is possible for minwidth > (t/ fiayg)"/®FL. This gives
us that K = Q(In(1/minwidth)/(In ftaye + In(1/c0))). As minwidth gets smaller, the problem
only becomes more general, so we have that for any minwidth > 0 and g, > 20, either A

has average multiplicative approximation > fi,ys or A makes

Q (min {ln(l Jq), —n(1/minwidth) }aT)

In fimax + In(1/a)

mistakes in expectation on some i.i.d. sequence.
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Figure 6.5: Symmetric version of i.i.d. lower bound construction in Figure 6.4

Finally, we note that while this argument considered the performance of A on intervals with
one end at eX*! for ease of notation, we could have instead considered a symmetric version
of the sequences, where we map each day ts input that is drawn y, ~ D; to

1

P )

see for example Figure 6.5. This leads to the same lower bounds on volume. This also
ensures that the input distribution on each day is unimodal and symmetric around median
1/2, because the distributions D, in this construction are not supported below 5% and
have decreasing density with y increasing from ¢¥*!. Thus the same argument gives a lower

bound against algorithms that are competitive on such sequences. O]

6.6 Future Directions

In this work we provide a new framework to measure the efficiency of online conformal
prediction algorithms. We apply this to studying the setting where the response variables
are in the unit interval [0, 1], the notion of efficiency is minimizing the volume (Lebesgue
measure) of the prediction set, and the family of sets that we compete against is subintervals

la,b] C [0,1]. We study this in the unsupervised (featureless) setting for arbitrary and
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exchangeable input sequences. We view this as the most basic and fundamental setting in
which to explore efficiency optimality. We believe that there are many opportunities for
future work to explore efficiency optimality for online conformal prediction in a broad range
of other settings that are widely studied in conformal prediction and present new challenges.

We provide a few examples of these settings.

e Other prediction sets. Even in the setting where the target variables live in the unit
interval [0, 1], there are other families of prediction sets that we can consider com-
peting against. For example, in the standard setting, in Chapter 3 we provide an
algorithm that competes with the volume-optimal union of k intervals. Can we design

an algorithm that competes with unions of intervals in the online setting?

e Other geometries. It would be interesting to extend this result to other spaces of target
variables ). For example, what if instead of being points in the unit interval, our target
variables were points in high-dimensional space? Are there natural classes of prediction

sets that we can compete against in the online setting?

e Other notions of efficiency. In this work we consider minimizing the volume (Lebesgue
measure) of the prediction sets played. Depending on the task that the conformal
predictor is used for, there could be other natural notions of efficiency. For example,
we could consider minimizing other measures of the prediction set. Alternatively, the
cost of a prediction set could correspond to some downstream decision-making cost.
Can we design online conformal prediction algorithms that minimize other natural

notions of cost on the sets played?

e Other forms of distribution shift. In this work, we consider exchangeable sequences,
which exhibit no distribution shift, and arbitrary sequences that exhibit arbitrary

distribution shifts. One conclusion of this work is that, even in our basic setting, these
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two types of sequences admit very different guarantees. Are there natural but more
benign forms of distribution shift for which we can design algorithms that have stronger

guarantees than what is possible for fully arbitrary sequences?

o Supervised settings and conditional guarantees. In the supervised setting of conformal
prediction, each target variable y, € ) is associated by a feature variable z; € C
which may be predictive of it. On each day, the algorithm observes x; and then
produces a prediction set C'(z;) to try to capture y;. It would be interesting to explore
efficiency optimality in this supervised setting. This could involve interesting new
notions of optimality. Now that we have access to the x;, it does not necessarily make
sense to compete with the best fized prediction set in hindsight, as that eliminates
strategies that vary as a function of z;. It would be interesting to use the features to

get guarantees against stronger baselines that are allowed to depend on the features.
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Chapter 7

Statistical Limits of Learning

Prediction Sets

This chapter is based on joint work with Shaddin Dughmi and Aravindan Vijayaraghavan.

7.1 Volumetric Learnability

In Chapter 3, we introduced the notion of C-restricted volume optimality. Now, we ask what
sets C are statistically learnable with respect to restricted volume optimality.
Definition 7.1.1 ((e,d)-Volumetric Learnability). A prediction set family C is volumetri-
cally learnable with approzximation € > 0, coverage slack factor 6 > 0, miscoverage rate «,
and m samples, if there is a function f : (RY)™ — C, such that for Yi,..., Y, ~uq R, we
have that

C=f(Vi,....Yw),

PC)>1—a-4, (7.1)
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vol(C) < (1 +¢) e vol(C) (7.2)

with high probability.

The above definition restates the definition of restricted volume optimality (Problem 2.2.1)

in a way that is easier to think about learnability.

In Chapter 3, we observe that bounded VC-dimension of a family C suffices to establish
volumetric learnability. This is because classes with bounded VC-dimension exhibit uniform
convergence. This means that we can estimate the coverage of every set in the family
simultaneously with bounded a number of samples, so we can easily find the smallest set
that achieves coverage.

Theorem 7.1.2 (Bounded VC-dimension suffices for volumetric learnability). For a class of
prediction sets C, it is possible to volumetrically learn C with approximation € = 0, coverage

slack factor § > 0, with probability > 1 — n, with

B VC(C) + log(1/n)
m =0 ( 52

) samples,
where VC(C) is the VC-dimension of C.

Proof. By uniform convergence for classes of bounded VC-dimension (the fundamental theo-
rem of statistical learning [see e.g. Theorem 6.8 in Shalev-Shwartz and Ben-David, 2014]), we
have that m = O (W) samples suffice to ensure that for samples Y7, ...,Y,, ~iq P,

with probability > 1 — n, for all C' € C simultaneously,
1
P(C)—0< — 1[Y; € C] < P(C)+6. 7.3
()_mZ[G]_(H (7.3)

Take the function f(Y7,...,Y},) that selects the smallest volume set C' € C that achieves
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empirical coverage > 1 — a — § over the samples Y;.

We have that by (7.3), the optimal prediction set for C, C* = mingee.p(c)>1-a vol(C') achieves
empirical coverage > 1 — a — § over the samples. Therefore, conditioned on (7.3) holding,

C* is a feasible choice for C' = f(Y1,...,Y,,), thus
vol(C) < vol(CH).

Since the set selected by f(Y3,...,Y,,) achieves empirical coverage > 1 — a — 4, conditioned

on (7.3), it achieves coverage > 1 — o — 26 over P.

Taking 6 = §’/2, we establish the claim. O

We know that learnability in the sense of classification error is governed by the VC-dimension.
That is, a class C is PAC-learnable if and only if it has bounded VC-dimension, and the
sample complexity of learning the set is governed by the VC-dimension of C [see e.g. Theorem

6.8 in Shalev-Shwartz and Ben-David, 2014].

This leads us to the following natural question.
Question 7.1.3. Is the volumetric learnability (Definition 7.1.1) of a class C governed by
the VC-dimension of C?

In this chapter we show that this is not the case. There exist classes C with unbounded
VC-dimension, which are (g, d)-volumetrically learnable for all ;6 > 0. In fact, a simple
example is the class of convex sets in d-dimensions, which have unbounded VC-dimension
for d > 2. For the case of large volume approximations (u = d?), this follows (computation-
ally efficiently) from learning ellipsoids, which is a class of bounded VC dimension, along

with John’s theorem (see Section 5.5.1 for details). However, establishing small volume
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approximations of (1 + €) requires more work.

7.2 Convex Sets are Volumetrically Learnable

We show that the family of convex sets in R is (g, §)-volumetrically learnable (Defini-
tion 7.1.1) for all £,6 > 0. This is interesting, because it is well-known that the set of
convex sets has unbounded VC-dimension, even in 2-dimensions (d = 2).

Theorem 7.2.1 (Convex sets are volumetrically learnable). The set Ky of convex sets in
R? is (g, 6)-volumetrically learnable (Definition 7.1.1) for any €,6 > 0. That is, for any

n > 0,a € [0,1], there is a function that given

men(o(st5) w0 ) o (5 ()

i.1.d. samples from an arbitrary distribution P, with probability > 1 — n, outputs a convex

set K such that K achieves coverage over P,
P(K)>(1—a) -S4,

and K has approximately minimal volume,

~

vol(K) < (1 + ¢)vol(K*),

where K* 1s the minimum volume convex set that captures at least 1 — a probability mass
of P. (Above, I'(+) is a function that generalizes factorial to non-integers, and arises in the

expressions for the volume and surface-area of the Euclidean ball in high dimensions.)

The high level strategy is to start by approximating K* by an ellipsoid. By John’s theorem,
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we know that there is an ellipsoid that contains K* and has a bounded approximation in
volume to K*. Since ellipsoids have bounded VC-dimension, they allow uniform convergence,

so we can hope to find this ellipsoid.

Once we have captured (most of) K* in an ellipsoid that has a bounded volume approxima-
tion to K*, we can use this to predcondition the space, so that K* is now contained in the
unit ball, and takes up at least some fixed positive volume. We can then take a fine grid,
or net, over the bounded space, and approximate K* as a union of cells of the grid. Taking
the grid finer and finer gives us a better and better additive volume approximation in the
bounded space. This translates to a multiplicative approximation in the original space.

Lemma 7.2.2 (Learning Bounding Ellipsoid). Let P be an arbitrary distribution over RY,
and let K* be the minimum volume convex set that contains at least 1 — a probability mass

of P. Fix parameters 6,n > 0. With

=0 (srats) 0 ()

samples from P, with probability at least 1 — n, we can learn a list of 2™ ellipsoids £, such

that there exists an E € € such that captures most of the probability mass of K*,
P(ENK*) > (1-a)—4,
and has volume that is an approximation to K*,

vol(E) < d? - vol(K*).
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Proof. Draw a set S of samples from P, with

d*log 1/m 1
S| =0 g+—7—"—= 0| —
15] (52(1—a—5) O\ )
where we set 1, later. The first term ensures that (1 — a — §).S samples suffice for uniform

convergence for ellipsoids up to coverage error § with probability at least 1 — 7, since the

class of ellipsoids has VC-dimension O(d?).

The second term ensures that K* has coverage at least 1 — a — § over S, with probability
> 1—mn. |SNK*| follows a binomial distribution with |S| trials and probability 1 —a. Thus,

the empirical coverage of K* can be bounded by Chebyshev’s inequality as

a(l —a)

|S N K~
n|S]|

Sz (-a)-

>(1—a)—d wp. >1—mn. (7.4)

Let £ be the set of minimum enclosing ellipsoids for all 2/°! subsets of S. One (unknown)

ellipsoid E € € is the minimum volume enclosing ellipsoid for S N K*.

Let P g~ be the distribution P conditioned on K*. We condition on the uniform convergence
of ellipsoids over Pg-. SN K* is a collection of independent samples from Pg~. Thus by
(7.4), we have that the empirical coverage of E on (1 — &) — § independent samples from

P+ is 1. By uniform convergence of ellipsoids over P g+, we have

~

Pg+«(E)>1-=0 wp. 1—n. (7.5)
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Thus, we have

P(ENK*) = P(K*) - Pg«(E)
> (1—a)(1-9)

> (1—a)—9, w.p. 1 —2n, (7.6)

where the failure probability comes from a union bound over (7.4) and (7.5).

We also have that E is the minimum volume enclosing ellipsoid for SN K*. Thus, by John’s

theorem [John, 1948], we have
vol(E) < d? - vol(convhull(S§ N K*)) < d* - vol(K*).

Taking 7, = n/2 establishes the claim. O

Lemma 7.2.3 (Learning convex set in bounding ball). Let P be an arbitrary distribution
over R, Let K* be the minimum volume convex set that is contained in the unit ball, that

contains at least 1 — a probability mass of P, if it exists. Let €,6,n > 0 be arbitrary. With

_ dlog1/n [ 18792 2
m‘0< ? (Nwmf)>

samples, with probability > 1 —n, if K* exists, we can learn a convex set K such that K

achieves the target coverage,

P(K)>(1—a)—34,
and the volume ofl? 1s an additive approrimation to the volume of K*,

~

vol(K) < vol(K™) + ¢.
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Proof. Let N be an €5 net for the unit ball in R?. That is N is a €5 cover for the unit ball,
with |N| < (3/g5)%. Let S be a set of samples drawn i.i.d. from P, with

S=0 (dlogl/n)

03
where €5, 05 > 0 are parameters that we will set later.

The number of samples ensures the uniform convergence of balls up to coverage error d,
with probability at least 1 — 1. Conditioning on uniform convergence, for any set C' that
is a union of balls around net points, we can estimate the coverage of C' over P using the
samples S, up to additive error do| N|. That is, with probability > 1 — n, simultaneously for

all subsets of the net N C N
CN/ = U B($,52),

zeN’

where B(z,e) is the Euclidean ball with center x and radius e5, we have

P(Cy)

’M - < 65| N, (7.7)

B

We generate the following prediction set K. If E is low-dimensional in the ambient space,

we do the following with respect to d’, the true dimension of E.

K = argmin vol(K) (7.8)
KCB(0,1)
st. IN' C N,

K = convhull(Cy»),

% > (1—a) - &IN].
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If no such set is feasible, we output “fail.” Conditioning on (7.7), we have that

~

P(R) > (1—a)— 28|N]. (7.9)

Let C be the union of net balls that intersect K *

zEN:
B(z,e0)NK*#2

Since K* C C, we have that P(C) > 1 — «, so conditioned on (7.7) we have that

NS
5]

> (1—a) — &)|N|.

~ ~ ~ ~

Thus, K = convhull(C) is feasible for (7.8), so vol(K) < vol(K).

Now we bound the volume of K. We know that K is the convex hull of K* and some

collection of points that have distance at most 2¢5 to K*. Thus,

K C K*+ B(0,2¢,),

where here + is the Minkowski sum. Using a property of the Minkowski sum for a convex

set and a ball, we have

vol(K™* + B(0,2¢5)) = vol(K™) + surfacearea( K™) - 2e5 4+ vol(B(0, 2¢9)).

Since K* is a convex set that is contained in the unit ball, it can have surface area at most
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that of the unit ball, which is 27‘('1//2) ! Thus,
~ ~ d/2 /2 J
I(K) <vol(K) <vol(K*) + ———— -2
vol(K') < vol(K) < vol( )+F(d/2) 52+F(§ 1)62
d/2
— VOl (K*) 46 —— . &y,
VO ( ) + F(d/2) &g
Taking € = 6 - (d/Q) - €9, and 0 = 2d5|N|, we get that
['(d/2)
&= G
1 d/2 d
IN| < _18m77
['(d/2)-e
)
Jy = ——
" 2N
_ 0 (T(d/2) ¢ ¢
-2 187d/2
dlog1/n
5= 0 (FEET)
2
d/2 2d
_0 dlogl/n ( 18«
B 52 ['(d/2)-¢ ’
samples suffice so that, with probability > 1 — 7, we find a K with P(K) > (1 —a) — 6, and
vol(K) < vol(K*) +e. O

Proof of Theorem 7.2.1. First we use

d*log 1/m

"“:O(ﬁu—a—&

7]152

)0 Gm)

and Lemma 7.2.2 to learn a list of 2™ ellipsoids &, containing a E € & such that captures

most of the probability mass of K*, P(E NnK* >

"Where T'(+) generalizes the factorial to non-integers.

(1 — ) — 61, and has volume that is an
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approximation to K*, VOI(E) < d?¢-vol(K™).

We construct a list £ of potential prediction sets. For each F € &, let Pg denote the

probability distribution normalized by E. That is, for
E={(z - ph)M (e — pp) <1: 0 € RY),

let Pg be the distribution of Mgl/z(x — pup) for x ~ P. We apply the method from

Lemma 7.2.3, with miscoverage parameter ay = o — §; to samples from Pg with

dlog1/n9 18742 \*
mo = O

fresh samples for each ellipsoid E, for parameters 7, 2,2 > 0 to be set later. This ensures

that with probability at least 1 — 1, if E contains at least (1 — ) — d; probability mass
of P, then Lemma 7.2.3 will learn a set IA(E that has coverage at least (1 — a) — —d; — 09
over Pg, and have volume bounded as vol(Kz) < vol(K%) + ¢, where K7% is the minimum
volume convex set contained in the unit ball that has coverage at least (1 —a) — 9, over Pg.
If Lemma 7.2.3 succeeds, we add (Mé/QlA(E) + pg to L. If it fails, we do not add any set to

L for E. Finally, our method outputs the minimum volume KeL.

We establish coverage of K. Each iteration of Lemma 7.2.3 succeeds with probability 1 —ns.
By a union bound, with probability at least 1 — |E|ny, we have that every set in £ achieves

coverage at least (1 — a) — d; — dy over P. Thus, K also achieves this coverage.

Now we establish the volume of K. Let E € & be the ellipsoid guaranteed by Lemma 7.2.2.

Conditioning on the success of Lemma 7.2.3,

vol(Kg) < vol(M_"*(K* — pg)) + e».
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Because VOI(E) < d?%-vol(K*) (Lemma 7.2.2), we have that

_ vol(B(0,1)) d - vol(M_*(K* — )
2= B0,1) = vol(B(0, 1)
This gives us that
d
vol(K ) < (1 tey- m> vol(M_'2 (K" — pig)).
vol(M_'?Kg) + 1) < (1 +ey- m) vol(K™).

Thus, there exists at least one set in £ with this volume approximation to K*, so the

minimum volume set that is output must also have this volume approximation to K*.

Finally, we take §; = 0o = /2. We take n; = n/2, and 1, = n/2™*. We take ¢ =
g2-d?/vol(B(0,1)). This tells us that with m; +2™ -m, samples, we get that with probability

> 1—mn, we output a convex set K such that P(K) > (1—a)—4¢, and vol(K) < (14¢)vol(K™).

The total sample complexity comes to

d*log1/m 1
mi < _
e m2_0(5%(1—04—51)>+0(m5f)

d?log 1/m 1 dlog1/m, 18742\
ron (0 (mr2a i) +o (am)) o (5 (=)

<o (o35 ) o ) o (7 () )
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Part 11

Solving Related Instances



274

Chapter 8

Introduction to Solving Related

Instances

8.1 Solving Related Instances of a Problem

Consider a setting where we are repeatedly solving instances of the same task. For example,

perhaps we have a routing problem that must be solved every day with different demands.

In such a setting, if the instances are related, we could hope to solve the sequence of instances
much faster than solving each one from scratch. For example, in our routing problem, perhaps
we can learn patterns in the network traffic that allow us to solve instances more efficiently

than in the worst case.

In recent years, two related but distinct areas of algorithms with predictions and data-driven
algorithms have emerged to address these kinds of questions. Algorithms with predictions

focuses on using unreliable predictions to make algorithms more efficient. Data-driven algo-



INTRODUCTION TO SOLVING RELATED INSTANCES 275

rithms designs methods to learn predictions that can help in algorithmic tasks.

In the following Chapter 9 and Chapter 10, we will directly tackle the end goal of solving
sequences of related instances. We design broad frameworks that can apply to a wide range
of problems and existing algorithms. In addition to building on the techniques of algorithms
with predictions and data-driven algorithms, we design new methods that are able to bridge

the gap between these two paradigms.

In the following two chapters, we will take two different approaches to solving a series
of related instances of a task. These approaches leverage two natural kinds of learned

information to achieve speed ups.

In Chapter 9, we consider learning information about the instances that will arrive in the
future. We consider dynamic algorithms, which models sequences of instances that are
changing slowly over time. We give a framework based on algorithms with predictions that
applies to a broad range of dynamic algorithms, and uses predictions about future changes

to the instance to design faster algorithms.

In Chapter 10, we consider learning information about the solutions to the instances that
will arrive in the future. We consider arbitrary sequences of instances, and we will design
an end-to-end framework that can solve a sequence of instances faster than one at a time,
when the sequence is sufficiently related in hindsight. This builds on work in algorithms
with predictions and data-driven algorithms to show both that the instances can be solved
significantly faster with good predictions, and that these good predictions can indeed be
learned. Our framework applies to a broad range of algorithms that admit good “warm

start” algorithms with predictions.

In this chapter we provide preliminaries on algorithms with predictions (Section 8.2) and
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data-driven algorithms (Section 8.3). These frameworks have become some of the leading
approaches for designing algorithms that use black-box machine learning models. We provide
these sections as preliminaries for our results in Chapter 9 and Chapter 10, and to give a
introductory overview of these areas and what kinds of guarantees they typically provide.
These are not strictly necessary to understand the technical contributions of Chapter 9 and
Chapter 10, but serve to place the work in context, and discuss our modeling choices. In

Section 8.4, we overview the results Chapter 9 and Chapter 10.

8.2 Preliminaries: Algorithms with Predictions

Algorithms with predictions is formalized with the following desiderata.
Definition 8.2.1 (Algorithms with Predictions). An algorithm with predictions (or learning-
augmented algorithm ) A for a particular task, takes an instance I of the task, and a predic-

tion P of some information. A(I, P) always computes a valid solution for instance I.
The performance of A simultaneously achieves the following guarantees.

(1) Consistency. When the prediction P is correct, the performance of A is competitive with
the best promise algorithm, which was given P with the promise that the information

was perfectly accurate.

(2) Robustness. Fven when the prediction P is arbitrarily inaccurate, the performance of A

15 competitive with the best worst-case algorithm, which ignores P entirely.

(8) Graceful degradation. The performance of A degrades gracefully as a function of the
magnitude of the error in the prediction P, from the performance of the promise algo-
rithm to the performance of the worst-case algorithm.

Remark 8.2.2. The above definition is modified from [Lykouris and Vassilvitskii, 2021], who
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defined a version specifically for online algorithms. The desiderata are are found in most
formalizations of algorithms with predictions in the literature, but the terminology varies.
Another common terminology, as in [Lykouris and Vassilvitskii, 2021], denotes these goals

as (1) consistency, (2) competitiveness, and (3) robustness.

The above “definition” is underspecified by design— it is a design principle rather than a
technical specification. In evaluating whether a particular task is a good candidate for an

algorithms with predictions approach, it is important to address the following design choices.

Defining performance. Algorithms with predictions has been applied in many algorith-
mic settings, including designing fast algorithms (“warm starts”), online algorithms, stream-
ing algorithms, mechanism design, and as we will see in Chapter 9, dynamic algorithms,
and more. For each of these settings, the measure of performance is different: e.g., run-
time, competitive ratio, memory usage, revenue, update time, etc.. Naturally, each notion
of performance requires its own toolkit which draws on the corresponding areas of algorithm

design.

Choice of prediction. For a given task, there are many choices of predicted information
that could potentially improve the performance of the algorithm. When designing prediction

model, there are many competing objectives to keep in mind.

(1) Potential performance gain. Item 1 in Definition 8.2.1 measures the performance of the
algorithm with predictions against the best promise algorithm that has access to the
prediction P. For this baseline to be meaningful, it must be that the prediction P has
the potential to greatly improve the performance of the algorithm over the worst-case

algorithm that ignores the prediction entirely.

(2) Realistic/learnable predictions. For an algorithm with predictions to be useful, we must
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have access to predictions of good quality. Thus it is important to request information
that we could reasonably predict. This is often justified with theoretical learning guar-
antees, or empirical evidence that high quality predictions of this type are available in

practice.

(3) Algorithmic tractability. Finally, the choice of the prediction may itself make it easier or

more difficult to design algorithms with predictions.

Typically, the algorithms with predictions literature focuses on giving quantifiable guarantees
for the first item (1). That is, they justify that the algorithm with predictions has the

potential to significantly outperform a baseline algorithm without predictions.

The second item (2) is often not quantified in the algorithms with predictions literature. The
related area of data-driven algorithms focuses on addressing this point in a slightly different

setting, which we overview in Section 8.3.

Measuring prediction error. Item (3) in Definition 8.2.1 requires that the performance
of the algorithm with predictions “degrades gracefully” as a function of the magnitude of the
error in the prediction P. This is highly dependent on how the prediction error magnitude
is measured. For such guarantees to be meaningful, we require that the error of typical

predictions still result in an improvement over the worst-case baseline.

We refer the reader to the book chapter of Mitzenmacher and Vassilvitskii [2021] for an in
depth overview of algorithms with predictions, with the caveat that there has been lots of
work in this space since the chapter was published. We also refer the reader to this running

open source bibliography of papers in this area [Lindermayr and Megow, 2021].
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8.3 Data-driven Algorithm Design

Data-driven algorithm design is often formalized as follows.

Problem 8.3.1 (Data-driven algorithm design). We have a family P of algorithms for a
certain task. Fach algorithm Ay € P is specified by a parameter setting 0 € ©. On instance
I, we have that for all 0 € ©, Ap(I) always returns a valid solution for I, and Ay has

performance , and has performance perf(Aq, I) on I.

A data-driven algorithm sees some number of sample instances drawn i.i.d. from an unknown
distribution D over instances, and returns a parameter setting 0 that maximizes performance:

E _[perf(Az,1)] = maxI]E [perf(Ag, I)].

I~D 0c® I~D

Remark 8.3.2. The above Problem 8.3.1 is stated in terms of a distribution of instances.
Another common setting studied in this line of work is the online setting, where the algorithm
sees a sequence of instances Iq,..., Iy, one by one. On each day ¢, the algorithm chooses
a parameter setting 6; to apply to I;. The algorithm then receives feedback about the
performance of Ay, on I;. In the full information setting, this includes what the performance
of every parameter setting # € © would have been on [;. In the partial information or bandit
setting, this includes only the performance of the chosen 6; on I;. The goal, as in online
learning, is to achieve total performance that is close to the best fixed parameter setting

0* € O for the entire sequence in hindsight.

One can think of the parameterized family of algorithms P in Problem 8.3.1 as an algorithm
with predictions. Whether 6 is called a “parameter” or a “prediction” is simply a matter of
perspective. The difference from algorithms with predictions in the focus of the guarantee.

In algorithms with predictions, the goal is to design the parameterized family of algorithms.
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In data driven algorithm design, the goal is to learn the right parameter to plug into the
parameterized family. Each of these tackles different, important aspects of the problem that

need to be addressed to get end-to-end guarantees for groups of related instances.

As in the case of algorithms with predictions, this framework is more of a guideline than
a precise definition. We discuss some important design considerations when designing data

driven algorithms.

Defining performance. As in the case of algorithms with predictions, this framework
can be applied to problems from many domains that have different notions of performance.
The nature of performance, and its dependence on the parameter and input instance can

have a large impact on whether a good parameter is learnable.

Statistical vs. computational efficiency. Work in the space of data driven algorithms
often focuses on providing guarantees that the optimal parameter 0 can be learned statis-
tically efficiently, i.e., with only a small number of training instances. There is some work
that establish computationally efficient algorithms as well, but this can be challenging to

establish.

Potential improvement via the parameterized family. An important consideration in
data driven algorithm design is that the parameterized family P actually contains algorithms
that are likely to outperform a baseline worst-case algorithm on the distribution D of interest.

This captures two phenomena:

(a) Expressivity of P. For the algorithms in P to outperform a baseline worst-case algorithm
that is chosen independently of the input distribution D, P must be sufficiently expressive

to fit to certain subclasses of instances.
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(b) Clustering of D. For there to exist an algorithm in P that does much better for the input
distribution D than a default worst-case baseline, it must be that that D is sufficiently
“clustered,” so that there is some consistent structure in the instances that an application

specific algorithm can take advantage of.

In the literature, this is typically justified empirically, and many works focus on settings like
hyperparameter tuning, where we know that choosing the right parameters is a significant

bottleneck in practice.

We refer the reader to the book chapter of Balcan [2021] for an in depth overview of data
driven algorithm design, with the note that there has been much work in this space since

that chapter was published.

8.4 Overview of Results in Chapters 9 and 10

Both of these chapters tackle the problem of solving sequences of related instances, with dif-
ferent viewpoints. In the first approach, we consider learning information about the instances
that will arrive in the future. In the second approach, we consider learning information about
the solutions to the instances that will arrive. We will see that both of these approaches are

capable of providing speed ups for sequences of instances, via rather different techniques.

Dynamic Algorithms with Predictions. In Chapter 9, we consider learning information
about future instances, to speed up the process of solving a sequence of related instances.
We tackle this via dynamic algorithms. This is a classical paradigm of algorithm design that
is designed to capture sequences of related instances, where here “related” means that the

instances are changing slowly over time.

For example, consider a task where the instance is a graph. Then a standard edge inser-
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tion/deletion model would consist of a series of instances I3, ..., I7, where each subsequent
pair of graphs I, I, differ by one edge. On each day t, the algorithm is told the edge
that differs from I;_;, and must output the solution to the task on day I;. This framework
can also be applied to other (not necessarily graph) problems, where the instance consists
of a subset of some group set of all possible elements (i.e., in the graph case, edges of the
complete graph). Because the instance is constrained to change “slowly,” for many problems
we can hope to design algorithms that process the day t update faster than solving instance

I; from scratch.

A major bottleneck in the design of dynamic algorithms is an information gap. That is,
for many problems, compared to the standard fully dynamic setting, we know much more
efficient algorithms for the offline dynamic setting, where the entire sequence of instances
Ii,...,Ir is known in advance, and the algorithm is asked to compute all T" solutions to
each day ¢ in one batch. At a high level, knowing what elements will arrive and leave in the
future allows the algorithm to optimize data structures and schedule computations much

more efficiently.

This has lead to a wealth of work studying partially and offline dynamic models where some
or all of the future updates are known to the algorithm in advance. Some of these models
are practically motivated, like the incremental and decremental models, which capture cases
where elements are only inserted or only deleted, which often show up in practice. Other
settings are theoretically motivated, like the offline dynamic setting, where the hope is that
algorithmic insights from these models can inspire new techniques in the more general fully

dynamic setting.

In Chapter 9, we show a general way to lift offline and partially dynamic algorithms to the

fully dynamic setting when we have access to unreliable predictions of future updates. Our
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framework is general, and applies to a broad range of problems that have existing offline
or partially dynamic algorithms, including including all-pairs shortest paths, k-connectivity,
depth-first-search trees, mazflow/mincut, strongly connected components, sparsest cut, and

submodular mazimization (see Figure 9.1 for detailed list). The result is that we get

faster algorithms for solving dynamic instances, when future updates are pre-

dictable.

We formulate this in the framework of algorithms with predictions, and show that our algo-

rithms achieve

(1) Consistency. Recover the offline or partially dynamic performance when the predictions

are perfect.
(2) Robustness. Never do worse than the best known fully dynamic algorithm for the task.

(3) Graceful Degradation. Performance of the algorithm smoothly trades off in the magni-

tude of the error of the prediction.

Competitive Strategies for “Warm Start” Algorithms with Predictions. In Chap-
ter 10 we take a different viewpoint on the problem of solving sequences of related instances.
In dynamic algorithms, we think of instances as being related if they are very similar in
the instance space. In this section we will think of instances as being related if they have
very similar solutions. This distinction is subtle, but important. Indeed, the main challenge
in designing dynamic algorithms is that for many interesting problems, two instances being
very similar does not mean than their solutions are similar. The converse can also be true.

Two very different looking instances can have very similar solutions.

In Chapter 10, we take an end-to-end viewpoint. Let Iy, ..., Iy be an arbitrary sequence of
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instances of some task. Our goal is to minimize the total runtime to solve the entire sequence

of instances.

Our framework adopts a natural strategy, which is to take an algorithm with predictions
A(I, P) for this task, and use the viewpoint of data driven algorithms to learn good predic-
tions P; for each instance. Then, the hope is that A along with predictions P; may allow us

to improve on the worst case cost of solving each instance from scratch.

However, there are some new technical challenges that we must address to actually bridge
the gap between the data driven algorithms and the algorithms with predictions viewpoints.
In particular, for such a strategy to actually gain over the worst case algorithm that solves

every instance from scratch, it must be that

the extra computation spent to learn the predictions is made up in the gain to the

algorithm’s performance.

This work, is to the best of our knowledge, the first to establish such a statement, which is

a key part of an end-to-end guarantee.

To analyze this algorithm, we adopt the viewpoint of competitive analysis, and compare to
baselines that do well when the sequence of solutions to the instances I4,..., Iy are well-
clustered in hindsight (more formally, they admit a good k-server solution). Thus, when the
sequence has structure, the algorithm is able to take advantage of it. Our framework applies

to a broad range of algorithmic tasks that admit warm start algorithms with predictions.

Chapter 10 also considers other settings in which we could hope to learn approximately

optimal predictions to use with warm start algorithms with predictions.
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Chapter 9

Dynamic Algorithms with Predictions

This chapter is based on The Predicted-Updates Dynamic Model: Offline, Incremental, and
Decremental to Fully Dynamic Transformations, which is joint work with Quanquan C. Liu,

and appeared at the Conference on Learning Theory (COLT) 2024 [Liu and Srinivas, 2024].

9.1 Introduction

Dynamic algorithms. The goal of dynamic algorithms is to efficiently compute statistics
of an object that is changing over time. For example, the object could be a graph that
undergoes a series of T' edge insertions and deletions, which we refer to as happening on T’
days. Then, the dynamic algorithm must maintain a statistic of the graph, e.g. a minimum
spanning tree, that is correct with respect to the updated graph at all times. The goal of
the algorithm is to minimize the total computation, or work, it performs to execute these

updates.

The baseline for a dynamic algorithm is to perform less work than recomputing the statistic
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from scratch on each of the T" days. For a graph problem, recomputing the solution from
scratch results in total work of Q(T' - (|E| + |V])), where |E| + |V| is the size of the graph,

since the algorithm must at least read the input graph on each day.

A “good” dynamic algorithm has average update time that is sublinear in the size of the
object on each day. For a graph problem, this would be work o(T"- (|E|+4|V|)). This certainly

beats the baseline, as it is faster than reading the graph each day from scratch.

The “gold standard” for a dynamic algorithm is to reuse computation so well, that the total
work done on any day ¢ is as though the instance on day t was the only instance the algorithm
ever had to solve. If the graph problem itself can be solved in near-linear time, this looks

like total work O(T - poly log(|E| + |V])).

In this chapter we will show a general strategy to use black-box predictions of future updates
in a dynamic problem. The runtime of the algorithm will be a function of the prediction
error. Even when the predictions are wrong or even misleading, we will always fall back on
the “good” guarantee of the best known fully-dynamic algorithm, and achieve total work
O(T -poly(|E|+|V|)). When the predictions are perfect, or even exhibit moderate error, we
will achieve a much better “gold standard” guarantee, with total work O(T - poly log(|E| +
[V])). Our strategy is a reduction from our predicted-updates problem to a broad class of
offtine dynamic algorithms, and can be applied to a large range of problems that have had
longstanding bottlenecks at polynomial update time in the fully-dynamic (i.e., worst-case

dynamic) setting.

The methods we develop will be compeletely agnostic to the way the predictions are gen-
erated. In particular, the performance of our method will depend only on the error of the
prediction in hindsight. Thus the model that provides the predictions of future updates does

not need to satisfy any provable guarantees, such as providing unbiased predictions, or even
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estimating the error of the predictions up front. The predicted-updates dynamic methods

will be able to adapt to any degree of prediction error, on the fly.

Algorithms with predictions. Algorithms with predictions and traditional dynamic al-
gorithms have fundamentally similar goals: to efficiently provide up-to-date solutions to
problems in the face of rapidly changing data. While algorithms with predictions typically
use machine learning methods to take advantage of structure in data, traditional dynamic
algorithms consider worst-case adversarial inputs, and algorithms are designed to be effi-
cient in spite of such worst-case, potentially unstructured, instances. In this chapter, we
combine these two paradigms under a single framework that encompasses the three major
settings traditionally studied within dynamic algorithms: the offline dynamic, incremen-
tal, and decremental settings. Specifically, we show that we can transform broad classes
of offline, incremental, and decremental algorithms into fully dynamic algorithms provided
predictions of the update times of dynamic events such as insertions and/or deletions. We
show that we achieve the same runtimes as the original offline, incremental, and decremental
algorithms, up to polylogarithmic factors, when the ¢; error of our predictions is near-linear
in the number of updates that are performed. Not only does this allow us to achieve (some-
times exponential) improvements in runtime for certain problems, but it also allows us to

transfer algorithmic techniques between models in novel ways.

This work is, to the best of our knowledge, the first to bring the study of algorithms with
predictions to dynamic algorithms, along with independent concurrent work of van den

Brand, Forster, Nazari, and Polak [2023], Henzinger, Saha, Seybold, and Ye [2023].

In algorithms with predictions, an algorithm solicits predictions from an untrusted source
(e.g. a machine learning model) to help make decisions. The goal is to design algorithms that

achieve the following three desiderata (see Section 8.2 for a more in depth introduction).
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(1) Consistency. If the predictions are of high quality, the algorithm performs much better

than a worst-case algorithm.

(2) Robustness. If the predictions are of low quality, the algorithm does not perform any

worse than a worst-case algorithm.

(3) Graceful Degradation. The performance of the algorithm degrades gracefully as a func-

tion of the prediction error.

Additionally, we want to solicit predictions that can be reasonably obtained in practice. An
example is link-prediction for dynamic graphs (where edges are inserted and deleted) which
has been gaining great interest recently in the machine learning community, with a set of
promising results. A small sample includes [Kumar, Zhang, and Leskovec, 2019, Nguyen,
Lee, Rossi, Ahmed, Koh, and Kim, 2018, Poursafaei, Huang, Pelrine, and Rabbany, 2022,
Quach, Nguyen, Le, Truong, Duong, Tran, and Luu, 2021, Rossi, Chamberlain, Frasca,
Eynard, Monti, and Bronstein, 2020, Zhang and Chen, 2018, Wang, Chang, Liu, Leskovec,
and Li, 2021].

These desiderata present a challenge. While we would like to achieve all three for some
reasonable notion of prediction, it is not a priori clear that such a guarantee is even possible.
For some problems and settings, it is indeed not possible, and algorithms are designed to trade
off these objectives. Specifically, in the setting of online algorithms with predictions, which is
closely related to our work, we see inherent tradeoffs between consistency and robustness (e.g.
in the the classic problem of rent-or-buy [Kumar, Purohit, and Svitkina, 2018, Gollapudi and
Panigrahi, 2019, Wei and Zhang, 2020]). Such tradeoffs are unavoidable, as online problems
often involve an aspect of “commitment.” An algorithm must commit to either following the
worst-case strategy or following the prediction. In either case, the adversary can then choose

inputs to make the algorithm lose in either consistency or robustness based on this choice.
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Thus, the main research direction for online algorithms with predictions is in quantifying

these tradeofs.

Another setting that is closely related to our work is that of warm starts, where we design
algorithms for static problems that take advantage of a predicted solution. The goal in this
setting is to minimize runtime on a static input. Here, it is usually possible to achieve both
consistency and robustness, by simply running the learning-augmented procedure in parallel
with a worst-case procedure, and outputting the answer of the algorithm which completes
first. However, unlike the online setting where we only need predictions of future events,
warm starts often require the prediction to be very large [Dinitz, Im, Lavastida, Moseley, and
Vassilvitskii, 2021, Chen, Silwal, Vakilian, and Zhang, 2022, Davies, Moseley, Vassilvitskii,
and Wang, 2023|, typically encoding a solution to the problem. In the context of graph
problems, such solutions could have size proportional to the size of the graph, and even

reading the prediction can take nontrivial time, much less verifying it.!

Thus, it is particularly interesting that for dynamic algorithms, it is indeed possible to achieve
the best of online algorithms and warm starts: we only need predictions of future events
(instead of future solutions) and we simultaneously achieve all three desiderata of algorithms
with predictions. Our model has the added benefit that the requested predictions are not
problem-specific, and the same predictions could be used multiple times to solve different
unrelated problems (e.g. one set of predictions about a dynamic graph can be used to solve

a collection of graph problems).

Our framework expands upon the traditional model used for dynamically changing data.

L As an aside, an interesting question here is how to learn these large predictions in a way that allows us
to speed up the process of solving a sequence of related instances of a problem. This is the question that we
study in the next chapter Chapter 10. This is very different from the setting of dynamic algorithms, where
we hope to achieve sublinear update times by taking advantage of the structured way in which the graph
changes by only one edge at a time.
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The main bottleneck of designing traditional dynamic algorithms is the unknown nature
of the update sequence. This is demonstrated by the large gap in efficiency between algo-
rithms for the offline and partially dynamic settings and the fully dynamic (online) setting
for many graph problems (see e.g., [Abraham, Chechik, and Krinninger, 2017, Bernstein and
Chechik, 2018, Baswana, Chaudhury, Choudhary, and Khan, 2019, Bhattacharya and Kulka-
rni, 2020, Chen, Duan, Wang, Zhang, and Zhang, 2018, Chen, Goranci, Henzinger, Peng,
and Saranurak, 2020, Das, Gutenberg, and Wulff-Nilsen, 2022, Eppstein, Galil, Italiano, and
Nissenzweig, 1997, Forster, Goranci, and Henzinger, 2021, Forster, Nazari, and Gutenberg,
2023b, Goranci, 2019, Goranci, Henzinger, and Saranurak, 2019, Galil, Italiano, and Sarnak,
1999, Gao, Liu, and Peng, 2023, Goldberg and Rao, 1998, Goranci, Racke, Saranurak, and
Tan, 2021, Haeupler, Kavitha, Mathew, Sen, and Tarjan, 2012, Holm and Rotenberg, 2020,

Jin and Sun, 2022, Klein and Subramanian, 1998, Peng, Sandlund, and Sleator, 2017]).

To address this, there has been much interest in using the techniques from the offline and
partially dynamic settings to obtain fully dynamic algorithms for certain problems (see
e.g. [Abraham, Durfee, Koutis, Krinninger, and Peng, 2016, Abboud and Williams, 2014,
Bentley, 1979, Baswana, Khurana, and Sarkar, 2012, Bentley and Saxe, 1980, Dobkin and
Suri, 1991, Henzinger and King, 1999, Henzinger, Krinninger, and Nanongkai, 2016, Hen-
zinger, Krinninger, Nanongkai, and Saranurak, 2015, Holm, De Lichtenberg, and Thorup,
2001, King, 1999, Kopelowitz, Pettie, and Porat, 2016, Overmars and Van Leeuwen, 2005,
Overmars and van Leeuwen, 1979, Probst Gutenberg, Vassilevska Williams, and Wein, 2020,
Roditty and Zwick, 2004]).

Following this line of work, Chan [2011] and Peng and Rubinstein [2023] gave an elegant
systematic transformation for incremental algorithms to fully dynamic algorithms in the
known-deletion model. An incremental algorithm is one that produces answers after inser-

tions of elements, while a fully dynamic algorithm is one that produces answers after both



DYNAMIC ALGORITHMS WITH PREDICTIONS 291

element insertions and deletions. The known-deletion model is an intermediate model, be-
tween incremental and fully dynamic, in which an inserted element arrives tagged with the

precise timestamp of when it will be deleted.?

In this chapter, we define the predicted-updates model to bring beyond-worst-case analysis
[Roughgarden, 2021] to the study of dynamic algorithms. In particular, we provide trans-
formations from offline, incremental, and decremental dynamic algorithms to fully-dynamic
algorithms in our new model. In the offline dynamic setting, the entire update sequence is
provided to the algorithm at once, and the algorithm’s task is to compute all of the solutions
corresponding to each day in the sequence. In the incremental setting, an algorithm only
needs to handle element insertions and not deletions. Similarly, in the decremental setting,
an algorithm only needs to handle element deletions. Our framework can convert an of-
fline dynamic algorithm into a fully-dynamic algorithm using predicted time-stamps for all
types of updates. Our framework can also be extended to convert an incremental algorithm
into a fully-dynamic algorithm, with only predictions of deletion events, and a decremental
algorithm into a fully-dynamic algorithm, with only predictions of insertion events. In par-
ticular, our result for incremental algorithms generalizes the aforementioned result of Peng

and Rubinstein [2023].

The techniques in this chapter bring the study of beyond-worst-case analysis for dynamic
graph algorithms into focus. Much of the study of dynamic algorithms has, thus far, focused
on worst-case analysis with many fundamental problems hitting boundaries in efficiency.
Furthermore, state-of-the-art dynamic solutions are often quite complex and require the use
of heavy machinery. The framework we introduce in this chapter is fundamentally simple,
does not use heavy machinery, but is applicable to a broad range of problems and settings.

With the help of predictions, we are able to lift simpler, more implementable, and faster

2Peng and Rubinstein [2023] refer to this model as the deletion lookahead model.
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algorithms from the offline and partially dynamic settings to the fully dynamic setting.

Our work also provides motivation for a new noisy setting in offline and partially dynamic
algorithms, where the input sequence to the algorithm is drawn from a stochastic model. In
particular, our framework gives worst-case guarantees in terms of the ¢;-error of the predic-
tion. This already subsumes an interesting stochastic model, where the realized timestamp
of each event is drawn from a distribution centered at the predicted time of the event. Simi-
lar models have been studied for dynamic data structures by Lin, Luo, and Woodruff [2022],
Cao, Chen, Chen, Lambert, Peng, and Sleator [2022].

Finally, our framework gives polynomial, sometimes even exponential, improvements in
runtime over the best fully dynamic algorithm for APSP, triconnectivity, dynamic DFS,
maxflow/mincut, submodular maximization, k-edge connectivity, and others (see Fig. 9.1).
Our techniques are also inherently parallel (over small polylogn depth) and may have ad-

ditional implications in scalable models like the work-depth and distributed models.

9.2 Technical Overview and Summary of Contributions

First, we define and motivate the predicted-updates dynamic model. Then, we introduce and
provide a technical overview of our framework to design algorithms for this model. Finally,
we describe specific problems for which our framework is able to outperform state-of-the-art

fully dynamic algorithms.

9.2.1 The Predicted-Updates Dynamic Model

We introduce the predicted-updates dynamic model, which is a general model for algorithms
with predictions in the dynamic setting that applies to a wide range of problems in the

traditional offline, incremental, and decremental dynamic settings. In this chapter, we refer
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to days to indicate an ordering to the update operations. Throughout, we use time and

timestamp interchangeably with day.

Let § be the ground set of all possible elements in the dataset. We define an event to be
an update of a certain type (e.g. insertion, deletion) on an element e € S. We differentiate
between real and predicted events to be updates that actually occur on a day versus an
update that is predicted to occur on a day.

Definition 9.2.1 (Predicted-Updates Dynamic Model). In the predicted-updates dynamic

model, we consider a ground set S of size |S]|.

At the outset, the algorithm is given a set P of predicted updates of the form (event,t),
where an event is the specified insertion or deletion of an item e € S, and t € [T] is the

timestep on which the event is predicted to occur.
Then, on each day, exactly one of the following occurs:
(a) An element e, either in P or not, is inserted,

(b) A previously inserted element is deleted, and provides a prediction of when it will be

reinserted (if ever).

An algorithm computes a function f(-), which is a solution to a problem P, in the predicted-
updates dynamic model, if on every day t, the algorithm outputs f(S), where S C S is
the working subset induced by the true (not predicted) sequence of element insertions and
deletions that occur in time-steps t € [T).

Remark 9.2.2. Tt is not strictly necessary that the time-horizon 7' is known in advance, or
that all of the predictions are given up front. Later we will show that our methods can
accomodate predictions arriving in batches as time progresses.

Remark 9.2.3. We will also consider the predicted-deletion setting, where only the dele-
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tion times are predicted, and the insertion times are allowed to be fully arbitrary (Defini-
tion 9.4.1). In this setting we will reduce to an incremental dynamic algorithm. The same
principle will apply to designing a predicted-insertion algorithm (Definition 9.5.1) using a
decremental dynamic algorithm. We defer the formal definition of these settings to the tech-

nical sections.

Note that an algorithm in this model must compute each day’s output correctly. The runtime
of the algorithm, however, may depend on the prediction error. We motivate the predicted-

updates dynamic model by examining some key features.

Modularity. In many settings of the algorithms-with-predictions domain, the requested
predictions are problem-specific. This is necessary for some problems, where the purpose of
the prediction is to provide a partial solution. However, this requires algorithm designers to
provide a custom prediction model, error metric, and algorithm tailored to each new problem.
In our model, our requested predictions of element update times are not problem-specific,
and are instead applicable to any dynamic problem. Hence, techniques can translate across
wide classes of problems, as demonstrated by our framework. We also emphasize that our
model makes no distributional assumptions about the input. Rather, our guarantees are in

the form of worst-case analysis with respect to a new parameter.

Practical and efficient machine learning. A main motivation of algorithms-with-
predictions is to take advantage of the predictive power of machine learning models. Our
model and framework allows us to train a model once e.g., to predict insertion/deletion
times of edges in a graph (as a vector of values), and use it many times for a wide range
of problems e.g., a collection of dynamic graph problems. Additionally, our framework can
handle predictions that are ill-formed, i.e. not feasible update sequences, so we do not have

to take into account possibly complicated feasibility requirements in this induced learning
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problem. These properties allow us to avoid the costly process of designing and training
models that predict problem-specific parameters for each new problem. Additionally, since
our requested predictions do not depend on the solutions to a specific problem f(-), we do not
need to compute f(-) on the dynamic graphs we encounter in the training stage. This could
be a very large saving, as computing f(-) on each training instance, in many cases, takes
time superlinear in the size of the instance. Finally, we note that a rapidly growing area of
empirical research shows that it is possible to use machine learning to generate high-quality
predictions of edge insertions and deletions in graphs [Kumar, Zhang, and Leskovec, 2019,
Nguyen, Lee, Rossi, Ahmed, Koh, and Kim, 2018, Poursafaei, Huang, Pelrine, and Rabbany,
2022, Quach, Nguyen, Le, Truong, Duong, Tran, and Luu, 2021, Rossi, Chamberlain, Frasca,
Eynard, Monti, and Bronstein, 2020, Wang, Chang, Liu, Leskovec, and Li, 2021, Zhang and
Chen, 2018].

Interpolation. This model provides a beyond-worst-case paradigm for dynamic algorithms
that interpolates between the offline and partially dynamic settings (with zero prediction
error) and fully dynamic setting (with large prediction error). Beyond-worst-case models
can give us insight into what bottlenecks are inherent to a problem and model, and inspire
new algorithmic techniques that could transfer between models (see Roughgarden [2021] for
an in-depth discussion). We hope that studying the predicted-updates dynamic model can

provide insights that inspire better fully dynamic algorithms and lower bounds.

9.2.2 Framework for Predicted-Updates Dynamic Algorithms

In conjunction with our model, we design an algorithmic framework that “lifts” offline,
incremental, and decremental algorithms to the predicted-updates, fully dynamic setting. In
the technical section of the chapter, we use the term work to denote runtime.

Theorem 9.2.4 (Predicted-Updates Dynamic Model Framework (Informal version of The-
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orem 9.3.13)). Given a balanced, offline divide-and-conquer algorithm, A, which performs
O(|W|¢) work per subproblem W of size |W|, we can construct an algorithm in the predicted-

updates model that, over T real events, does total work,

O(T + |lerror||y), when ¢ <1,

O((T + |lerror||y) - T°71), when ¢ > 1,

in expectation and with high probability, where ||error||; is the sum over all elements of the

absolute difference between the predicted deletion day and the actual deletion day.

Furthermore, given a “backstop” fully-dynamic algorithm B for the problem, that does at
most Rg(T) total work by day T, we can get an algorithm that, over T updates, does total

work

O (min {(T + ||error||;) - update(A), Rp(T)}),

in expectation and with high probability (where update(A) depends on c, see above, in the
offline case). (We use O(-) to hide polylogarithmic factors in |S| and T.)

Remark 9.2.5. We also establish the corresponding transformations from incremental dy-
namic algorithms to predicted-deletion dynamic algorithms (Theorem 9.4.6), and from decre-

mental dynamic algorithms to predicted-insertion dynamic algorithms (Theorem 9.5.2).

Surprisingly, we are able to achieve all three desiderata of algorithms-with-predictions: con-
sistency, competitiveness, and robustness, simultaneously. Note also that this guarantee
holds in hindsight. That is, the algorithm does not require an estimate of the magnitude of
||lerror||; to achieve this goal. Additionally, the potential to include a backstop means that,
asymptotically, one can design algorithms that can take advantage of predictions for free,

without losing the assurance of a worst-case guarantee. We believe that this framework is
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practically implementable, and does not rely on any algorithmic “heavy machinery.” This is
particularly attractive, as the intention of the model is to provide algorithms that perform
well in practice. Furthermore, it is often the case that offline, incremental, and decremental
algorithms are simpler than their fully dynamic counterparts, allowing us to utilize these

algorithms in real-world settings.

The ¢, Error Metric The results of Theorem 9.2.4 give runtime bounds that depend on
the ¢ norm of the prediction error. We use this as a shorthand to denote the sum of absolute

differences between the predicted time and realized time of each event,

Z |predictedtime(e) — truetime(e)] .

events e

One way to interpret this, is that if u is a vector indexed by possible events that contains
the true update times of each event, and p is another vector indexed by possible events that
contains the predicted update times of each event, the ¢; error of the prediction is ||u — p||;.
If an event occurs but is never predicted, or vice versa, that event contributes 7" to the ¢;
error. Also, for events that occur multiple times, it suffices to consider the closest matching

of duplicated events.

The ¢; error metric is a natural one that has been well-studied in applications to warm-
starts [Dinitz, Im, Lavastida, Moseley, and Vassilvitskii, 2021, Davies, Moseley, Vassilvitskii,
and Wang, 2023]. To contextualize the bound, consider predictions that, on average, are
within polylog(T") of the true event times. Then, the ¢; error will be near-linear in 7, and
asymptotically, we achieve the runtime of the offline algorithm (up to poly log(T") factors).
On the other hand, the ¢; error of any prediction is O(7?). So in the worst case, the
algorithm will take runtime equivalent to solving 7" independent offline instances (which can

be improved by providing the algorithm a worst-case backstop).
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Remark 9.2.6. Another related error metric is 7' - ||u — p||oo, Where [Ju — p||s is the largest
absolute error over all predictions. This bound is always at least the ¢; error and is sometimes
comparable in magnitude. In general, however, it could be a significantly weaker bound. As
an example, the ¢, error can be (near-)linear in 7" even when there are a polylogarithmic
number of events, which occur, that were never predicted. In this same case, T - |[u — p||
would be Q(T?), giving a very different bound. Thus, we focus getting this tighter dependence

on ¢, error rather than 7T - /.

The subsequent work of McCauley, Moseley, Niaparast, Niaparast, and Singh [2025] shows
that for the T/, error metric, the framework that we develop in this work can be simplified,
and work with a much broader class offline-dynamic algorithms. In particular, their reduction
is deterministic (and thus robust to an adaptive adversary), and does not require the offline-

dyanamic algorithm to be balanced.

Random Partition-Tree Framework Our main technical contribution is the random
partition-tree data structure (Definition 9.3.1). This is a divide-and-conquer data structure
in the shape of a random tree. We show that this data structure allows us to confine the
effects of prediction errors “locally.” Specifically, we present a way to fix the divide-and-
conquer data structure on the fly, as prediction errors become apparent. We fix the structure
by recomputing nodes (representing recursive subproblems in the divide-and-conquer) in the
partition-tree and their descendants. Splitting the recursive subproblems randomly guar-
antees that the expected amount of recomputation that is triggered by prediction errors is
O(|t' — t|), where ¢ is the predicted time and ¢ is the real time of the event. Hence, we
perform as much work per element as the prediction error, |t’ — t|, associated with that ele-
ment. This allows our total ¢; prediction error to be as large as the number of real updates,

5(T), while maintaining work matching that of the corresponding offline, incremental, or
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decremental algorithm. This can also be seen as low-depth metric embedding for the line,

which corresponds to time in our setting.

Other Technical Contributions of the Framework In addition to our main contribu-

tion, we also solve a variety of other technical challenges listed below.

e (Early update problem): an element’s true update time is earlier than its predicted
update time. That is, we arrive at day t to see that element e is updated, but we
expected e not to be updated until some later day ¢ > ¢t. This means that some
subproblems in our divide-and-conquer recursion tree were based on an incorrect list
of events, and are therefore not correct. These subproblems and their descendants
need to be recomputed. Our random partition-tree, as described above, allows us to
perform the computation in work linearly proportional to the prediction error, with

small overhead.

e (Late update problem): an element’s true update time is later than its predicted update
time. That is, we reach a day ¢ when we expect to see an update to element e, but

element e is not updated on that day (i.e. there is no real event on element e).

We address this by reinserting e’s update as a prediction for a later time. We do this
via a “guess-and-double” procedure. That is, the first time e’s update is reinserted, we
reinsert it for 1 day in the future, then 2 days in the future, then 4 days, etc. Then,
we can again fix the data structure to account for this rescheduling using the random

partition-tree, like the early deletion problem.

e (Overscheduling problem): the predicted event times in P could schedule arbitrarily
many events for one day ¢ € [T]. This breaks our divide-and-conquer framework,

which distributes work based on the crucial assumption that a small number of events
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happens per day. This problem is exacerbated by the repeated rescheduling we do to

address the early deletion problem.

We show how to reassign the scheduled element deletions so that not too many are
scheduled for one day. We do this by framing our scheduling problem as an instance
of online metric matching for the line metric (representing time), and using a known
competitive algorithm of Gupta and Lewi [2012]. Finally, we account for the reschedul-
ing by assigning a batch of O(logT) events to each day, and accounting for these in

our total work.

e (Boosting and backstopping for competitiveness): our work bounds are proven in ex-
pectation and our framework may perform worse than state-of-the-art without back-
stopping. We show how to boost our expected work bounds to work bounds with high

probability by running O(log(T")) independent instances of our algorithm.

Furthermore, we show how to “backstop” the algorithm by observing that we can
compose two dynamic algorithms A and B to get one algorithm that, asymptotically,
achieves the minimum amortized runtime of both A and B. We compose our framework
with a traditional fully dynamic algorithm using our backstop procedure to get a

composite algorithm that has runtime comparable to the state-of-the-art.

Reducing Incremental to Divide-and-Conquer Using an incremental algorithm, we
show that our framework can be used to design algorithms for a stronger setting, in which
elements are inserted fully arbitrarily, and our algorithm only receives predictions about
deletion times. That is, when an element is inserted, it is tagged with a predicted deletion
time. Utilizing our offline framework, we begin by using the incremental algorithm to design

an offline dynamic algorithm for this problem. Our previous theorem shows that we can
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lift such an algorithm to the setting where we are given predictions for both insertion and
deletion events. We then make two main observations that allow us to drop the need for

predictions of insertion events.

e In our original offline to fully-dynamic reduction, we prepare a tentative schedule of
events during preprocessing. This is no longer possible, because we do not have access
to any predicted information before the algorithm starts. However, we achieved this
using an online algorithm. Thus, we can use the online algorithm to create the schedule,

as we learn about new events.

e In our original offline to fully-dynamic reduction, we run a tentative version of the
divide-and-conquer algorithm during preprocessing. This is no longer possible, again
because we do not have access to the predicted events. We observe that, because of
the specific structure of the offline algorithms that arise from incremental algorithms,
we can run the computations associated with the nodes of the divide-and-conquer tree

using a just-in-time approach.

This extension of our framework is described in detail in Section 9.4.

Reducing Decremental to Divide-and-Conquer We also apply our framework to lift-
ing decremental algorithms to the fully-dynamic setting, given predictions of insertion events.
We do this via a simple reduction to the incremental case. In particular, we reinterpret a
decremental algorithm over elements as an incremental algorithm over “anti-elements.” Then,

we are able to directly apply the previous result. This is described in detail in Section 9.5.
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9.2.3 Applications

302

Our framework transforms a variety of incremental algorithms into the predicted-updates,

fully dynamic model to obtain guarantees (often) much better than their fully dynamic

counterpart. Our results are shown in Figure 9.1.

Problem

Best Fully Dynamic Runtimes

New Predicted-Update Runtimes
(Theorems 9.6.4 to 9.6.6)

Fakcharoenphol and Rao [2006],

Planar Digraph APSP 0 (n?/3) Klein [2005] O(y/n) Das et al. [2022]
N Holm and Rotenberg [2020],
Triconnectivity O(n*?) salil et al. [1999] 0(1) Peng et al. [2017]
k-Edge Connectivity ne) Jin and Sun [2022] (3(1) Chalermsook et al. [2021]
B N Baswana et al. [2019],
Dynamic DFS Tree O (v/mn) Baswana et al. [2019) O (n) Chen et al. [2018]
Minimum Spanning Forest o(1) Holm et al. [2001] o(1) Eppstein [1994]

APSP

(2,5’;‘)4 k—Approx
0 (n“") update
(n*/%) query

1 O

C

O

Forster et al. [2023a]

(2r — 1)*-Approx
6 (ml/(k+l)nk/r)

Chen et al. [2020]

O(log(n) log log n)-Approx 0 (log™ (n))-Approx. Goranci [2019],
AP Maxflow/Mincut 0 n?/3+e) Chen et al. [2020] 0 (n¥/ (1)) Goranci et al. [2019]
(14 &)-Approx O(1og™ (n))-Approx.
(2(1 update 0 (7}?/(“1)) update Goranci [2019)],
MCF O(n) query Chen et al. [2020] O(P?) query Goranci et al. 2019
Strongly Connected Components | Q(m!'~) query or update Abboud and Williams [2014] 6(m) Roditty [2013]
200025 (m)_A pprox 0 (logﬁ(n))—Approx
90(log®/ () update 9] (nz/(k’“)) Goranci [2019],
Uniform Sparsest Cut O(log"/(n)) query Goranci et al. [2021] O(1) query Goranci et al. 2019
1/4-Approx 0.3178-Approx
Submodular Max O(k?) Diitting et al. [2023] O (poly(k)) Feldman et al. [2022]

Figure 9.1: Table of the best fully dynamic update runtimes for a variety of problems vs.
our update times obtained via our framework in the predicted-deletion model assuming
|lerror||; = O(T'). Our query times match the fully dynamic query times for every problem.
The acronyms are as follows: APSP: all-pairs shortest paths, DFS: depth-first search, AP:
all-pairs, MCF: multi-commodity concurrent flows. The variable P is the number of queried
pairs in the multi-commodity flow result. If only one runtime is shown, the same runtime
holds for both update and query. Problem definitions are provided in Section 9.6. Here, m
is the maximum number of edges in the graph at any time. The submodular maximization
problem’s runtime is measured in terms of the number of function evaluations and k is the
rank of the matroid constraint. Some of our results match the state-of-the-art, although,
they are potentially simpler to implement than the state-of-the-art so we present them for

completeness.



DYNAMIC ALGORITHMS WITH PREDICTIONS 303

9.2.4 Comparison with Concurrent, Independent Work

Concurrent work of van den Brand, Forster, Nazari, and Polak [2023] and Henzinger, Saha,
Seybold, and Ye [2023] also study algorithms in dynamic graph models with prediction.
Henzinger, Saha, Seybold, and Ye [2023] focus on lower bounds in their paper under different
prediction models from our work. van den Brand, Forster, Nazari, and Polak [2023] also study
different types of prediction models including a model very similar to our predicted-deletions
model, where instead of using the ¢;-error of a prediction, they instead look at the number
of element-wise inversions between the predicted deletion sequence and the real sequence.
They give a deterministic algorithm for incremental algorithms with predicted deletions
based on Peng and Rubinstein [2023]. Their reduction maintains the state of an incremental
algorithm, in which elements are inserted in approximately reverse deletion order. In this
chapter, we give a reduction from the decremental setting with predicted insertions to the
incremental setting that can also be applied to their result. The reduction applied to their
construction can be interpreted as doing essentially the reverse: it maintains the state of
a decremental algorithm, in which elements are deleted in approximately reverse insertion

order.
Their framework does not handle offline to fully dynamic transformations for two reasons:

(1) It is unclear how to simultaneously insert elements in both approximately reverse deletion

order and reverse insertion. order when given noisy predictions

(2) Their reduction is tied to incremental algorithms and it is even unclear what types of

algorithms to reduce to in the offline setting.

We sidestep both issues in our framework with the key data structure used in our solution:

the random partition-tree (Definition 9.3.1). A more detailed comparison of the approaches
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is provided in Section 9.4.1

Independent and concurrent work of Agarwal and Balkanski [2024] studies the problem of
dynamic submodular function maximization with cardinality constraints in different predic-
tion model than the one we consider. This form of update time is incomparable to runtimes
in the form of our result. They also study a different form of submodular maximization than

we do in this work, we consider matroid constraints as opposed to cardinality.

9.3 Offline Divide-and-Conquer to Fully-Dynamic Trans-

formation

9.3.1 Preliminaries

We denote the total number of updates in our update sequence by T. We use [t] to denote
the set of positive integers up to ¢, ie. {1,...,t}. We use O(-) to hide poly(log(|S| - T))
factors where S is our ground set for the elements and 7' is the total number of updates.
Often, it holds that |S| = poly(7). Our explicit bounds are presented in the formal theorem

statements.

Below, we first define the partition-tree (which is generated randomly in our algorithm), the
main data structure in our framework.

Definition 9.3.1 (Partition-Tree). A partition-tree of a sequence of days is a binary tree
such that every node in the tree is associated with a window (interval of time), with the

following properties:
1. The root window of the tree is the full sequence of T days.

2. For each internal (parent) window W, its children windows partition W. We refer to
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the parent of window W as parent(W).
3. Fach leaf window is associated with a single day.

We will refer to the size of a window associated with a node in the partition-tree as the size

of the node. Henceforth, we will refer to all nodes in the partition-tree as windows.

Our framework works for any c-divide-and-conquer algorithm, defined below. For our offline
to fully dynamic transformations, we show a number of interesting algorithms fall under this
definition. For our incremental and decremental to fully dynamic transformations, we show
that any incremental or decremental algorithm with worst-case update time can be framed
as a c-divide-and-conquer algorithm and can, hence, be used in our framework.

Definition 9.3.2 (Divide-and-conquer algorithm). Given a partition-tree T, a c-divide-and-
conquer algorithm A, for some constant ¢ > 0, computes a function f(-) (to solve a problem

P ) over subsets of the ground set S (generally, |S| = poly(T')), such that:
1. A polynomial amount of read-write memory M is given to the root window;

2. Algorithm A associates a computation with each window W of T, where the computa-
tion is given only the unordered set of events occurring in W, and read-write access
to Mparent(wy which is the state of M after parent(W) has terminated; Notably, M is

passed down to W on a path from the root, and is not mutated by any sibling windows;

3. The expected work done at window W is O(I" - |W¢), where I' is constant in |W| and
usually represents O(poly log(|S| - T)) factors or update(A) where A is a worst-case

incremental or decremental algorithm.® For simplicity of expression in our proofs,* we

3update(A) is the worst-case update time of an incremental or decremental algorithm.

4We omit the factor since I shows up repeatedly in all of our expressions, and this expression would fall
under our O(-) bound for the offline transformations and is explicitly given for our incremental/decremental
transformations.
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sometimes omit I' in our calculations.

4. The solution to P is obtained from the windows in the tree and the memory, M, within

each window.

The requirement in Item 3 ensures that the work done by the divide-and-conquer algorithm
is evenly distributed across the tree. This is the analogue of our condition for the incre-
mental/decremental to fully-dynamic setting, where we require the incremental algorithm to

have a worst-case (not amortized) bound.?

9.3.2 Algorithm Description

We obtain two separate categories of inputs to the algorithm: offline inputs received during
preprocessing, and online inputs. Algorithm 9.1 uses the partition-tree 7, the divide-and-
conquer algorithm A that computes f(-), and the predicted sequence of dynamic updates
P. The predicted sequence is given as tuples (e, type,t,i) where e is the element, type is
the type of update (an insertion or deletion), ¢ is the predicted day of the update, and i
is the number of times the event has been rescheduled. Initially, all ¢ = 0 for all events
in the prediction sequence. Then, the actual set of updates is given as an online sequence
of dynamic updates U. The algorithm outputs an answer to the function f(-) after each

update on each day ¢ € [T where U, consists of the set of updates that occurred on days

The raw update predictions P may be infeasible: it may have multiple events scheduled for
the same day, or deletion events predicted to happen before their corresponding insertion

events. The first step of our algorithm is to convert P into a feasible sequence of events in

5This requirement was lifted by the subsequent work of McCauley, Moseley, Niaparast, Niaparast, and
Singh [2025], at the expense of a bound that depends on the T - £y, error metric. See Remark 9.2.6 for
discussion.
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our model, with error comparable to the original set of update predictions. In particular, the
error of our converted sequence of predictions has error at most O(log(T")) factor worse than
the original set P. In Algorithm 9.1, we do this preprocessing. We include the pseudocode

for PREPROCESSPREDICTIONS(P) in Section A.1.

To do this, we first convert P into an instance of metric online bipartite matching where
P represents the requests, and the set of days ¢ € [T] are our servers. We would like to
produce a matching such that at most one event in P is matched to each t € [T]. We use
the harmonic algorithm of Gupta and Lewi [2012], which iteratively matches each request
to its nearest open server on the right or left, with harmonic probabilities. We can run
the iterations efficiently using a union-find data structure to produce a matching via the
online bipartite matching procedure. Then, finally, we do a post-processing on the produced
matching. In the order of the days, we perform a linear scan to check if any deletions of
events occur before their respective insertions. For any such deletions, we move the event to
the same day as the insertion. We can do this in O(T’) time by maintaining hash maps keyed
by the events. After doing this post-processing, we obtain our feasible sequence of events
P which consists of at most two events per day: at most one insertion and at most one
deletion. Then, we insert each predicted event in P into their corresponding predicted days.
This procedure can also be applied to any constant number of event types with precedence

constraints (i.e. one event type must be performed before another).

Algorithm 9.1 iterates through each day ¢ € [T] and checks for each real and predicted
event assigned to day t. A real event is an event that is assigned to day t by the update
sequence. A predicted event is one that assigned by our algorithm (i.e. an event that is
predicted to occur on day t). For each real event of type T and on element e, we find the
corresponding prediction for this event in P. If this event is not in P, then we assign the

default prediction of (e, T, 00, 0) where oo indicates that we predict the event to occur at the
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very end of the update stream. If our current day ¢ is less than the predicted day %predicts
then we process the event as one that occurs earlier than predicted. We use the procedure

PROCESSEVENTEARLIERTHANPREDICTION(E, t, tpredict), €xplained below.

After iterating through the real events, we now iterate through the predicted events on day
t. If the predicted event E = (e,T) was not a real event that occurred on day ¢, then, we
update our prediction since the real event will occur on a later day. To update our prediction,
we call the procedure, PROCESSEVENTLATERTHANPREDICTION, for handling events that
occur later than the predicted day. Finally, we call the function OUTPUT that is obtained

from A for computing the output of our dynamic algorithm at ¢.
We now describe each of our individual procedures that is called within our main algorithm:

e Retrigger(t;,ts): This procedure retriggers the processing of all events in every de-
scendant of the smallest window W in T that contains both ¢; and ¢5. The processing

of the events uses the procedure PROCESSEVENTS that is obtained from A.

e ProcessEventEarlierThanPrediction(E, ¢,y edict): This procedure processes a real
event that occurs on a day ¢ prior to its predicted day #predict- First, we delete the pre-
dicted event E from day t,,egic.- Then, we add E to the day t as a real event. Finally,

we find the smallest window W in T that contains both ¢ and #peqict and retrigger W.

e ProcessEventLaterThanPrediction(F,,t): This procedure reschedules events which
occur later than the prediction; specifically, the event is rescheduled to a future day.
We first remove the predicted event F from day ¢ (Algorithm 9.1). We then increase
the predicted day for the corresponding event from ¢ to t + 2¢ where ¢ the number
of times it has been rescheduled before. Then, we find the smallest window W that

contains both ¢ and (¢ +2) and change the corresponding prediction to reflect the new
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prediction. We now need to manage settings where there are multiple possible updates
associated with an element and ordering constraints among the types of updates on the
elements. In the case of edge insertions and deletions, the insertion for an edge must
happen before the deletion of the edge (such is an example of an ordering constraint).
Thus, we look for all corresponding predicted deletion events that occurs on an earlier

day than (¢ + 2°) and reschedule them to day (¢ + 2%). Finally, retrigger on W.

9.3.3 Preprocessing and Scheduling of Predictions

Our preprocessing step in Algorithm 9.1 performs two main functions. The first is to create
an initial schedule of events. The second is to compute an initial set of solutions for these
scheduled events using a divide-and-conquer algorithm. Both the schedule and the solutions

will be updated throughout the run of the algorithm.

We begin by rescheduling the input predictions to ensure feasibility. That is, the input
predictions could be malformed—either by having many events predicted for a single day,
or by having deletion events predicted to be before insertion events. Having too many
predicted events on a single day leads to issues in showing our expected work bounds using
our partition-tree analysis (discussed later). Thus, we preprocess these predictions to form
a feasible sequence of events, that will be a well-formed input to our divide-and-conquer
algorithm. We show that it is possible to do this in near-linear time, while only blowing up

the ¢; error of the predictions by a polylogarithmic factor.

The ability to handle ill-formed predictions is a key functionality of our algorithm. This
allows the associated learning problem to be the simple problem of learning a vector that is
close to our target prediction vector in ¢, distance, without having to account for potentially

complicated feasibility constraints.
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We can formulate our predicted sequence of dynamic updates to a prediction vector p by
assigning each event two unique positions in p, one for insertions and one for deletions.
Then, in the corresponding position, we predicted day in [7] that the event occurs. Then,
our preprocessing produces a vector ag where each day contains at most two events (at most
one insertion and one deletion). We can also create a vector r of the real events that occur
online. For each real event that was not predicted in P, we assign the event positions at the
end of the vectors ag and r and give them all a predicted day of max(r) + 1, which means
that we predict the event to occur at the very end, after the last real event. Note that we
generate these vectors solely for the purpose of computing the ¢; error. Our preprocessing
procedure only needs to output a sequence P consisting of tuples where predictions in P are
assigned to days such that at most two events occur on any day.

Lemma 9.3.3 (Initial Scheduling Quality and Runtime). Let p be the vector of predictions,
mapping each event to a day in [T)]. Let r be the (unknown to the algorithm) true vector of

real events, mapping each event to the day in [T] that it actually occurs.

Given p, we can compute an assignment vector ag such that ag assigns at most one insertion
event and at most one deletion event to each day, assigns all insertions events before deletion

events, and has error

Efllag —r[l] = O([[p — rlls - 1og(T)) -

Furthermore, we can compute this in time O(T log™(T)).

The formal proof of this lemma is given in Section A.1. At a high level, the problem of
reallocating the events so that there is at most one on each day is an instance of bipartite
matching over the line metric. We wish to solve this instance in time near-linear in 7,
otherwise this preprocessing could dominate the total runtime of the algorithm. We observe

that, interestingly, the online algorithm of Gupta and Lewi [2012] can be used as a fast
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O(log T')-approximation algorithm for this offline problem.

For predictions where deletions are listed before their corresponding insertions, we perform
one additional pass of p and reassign all deletion events which occur before their correspond-
ing insertion event to the day the corresponding insertion event occurs. This produces an
assignment where at most two events are assigned to the same day and requires only O(T)

additional work.

After we obtain a feasible sequence of predictions, P, we now construct our partition-tree
over our c-divide-and-conquer algorithm A (Definition 9.3.2). We now compute the work of
constructing our partition-tree, 7, using P and prove the depth of the constructed tree. We
first prove the work to compute the partition-tree.

Lemma 9.3.4 (Work to Compute Initial Divide-and-Conquer Solutions). The full divide-

and-conquer algorithm over the partition-tree can be computed in expected time

O(T¢ - 1og*(T) - loglog(T - |S|)) when ¢ > 1

O(T -log*(T) -loglog(T - |S|)) when ¢ < 1,

Proof. This is a special case of Lemma 9.3.9, with RETRIGGER(1, T). O

We now bound the depth of the partition-tree over the predictions in P. Bounding the
depth is necessary in order to minimize the work of performing recomputation when the real
update sequence deviates from the predictions. As the below analysis draws inspiration from
the analysis of randomized quicksort, we relegate its proof to Section A.1.

Lemma 9.3.5 (Partition-Tree has O(log(T")) Depth). The depth of a random partition-tree
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drawn over T days is O(log(T)) in expectation. Furthermore, for any constant k > 36, the
depth s

< kIn(T) with probability >1— T o,

Note that we do not need knowledge of T" when computing the aforementioned bounds. We

show in Algorithm 9.4 how to remove the assumption on the value of T.

Finally, we give the work of maintaining the schedule after predictions are rescheduled based
on the online dynamic sequence of updates. Predictions are rescheduled using PROCES-
SEVENTEARLIERTHANPREDICTION and PROCESSEVENTLATERTHANPREDICTION. DBe-
low (in Lemma 9.3.6 with proof deferred to Section A.1) we show the maximum total number
of times all predicted events are rescheduled by Algorithm 9.1 which combined with the work
necessary to call RETRIGGER which we analyze in Sections 9.3.4 and 9.3.5 gives the total
work of our algorithm.

Lemma 9.3.6 (Work to Maintain Schedule). Algorithm 9.1 performs at most O(T logT)
reschedules to the predictions of updates and maintain the predicted schedule of events over

the course of the online dynamic updates.

9.3.4 Work of a Single Call to Retrigger

The main workhorse of our algorithm is the RETRIGGER(?1, t5) operation, which recomputes
the subtree of the partition-tree rooted at the smallest window W that contains ¢; and t».
This operation recomputes the part of the partition-tree that can be affected by rearranging
events that are scheduled between t; and t,. We showed above that because the partition-
tree is drawn randomly, we can bound the depth of the tree with high probability. Using

what we proved above, in this section, we show the additional properties that:
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e The expected work to recompute the subtree associated with a RETRIGGER(?1, t2) call

scales linearly with [to — ¢;].
e The work of the divide-and-conquer algorithm is balanced over calls to RETRIGGER.

e Hence, combined with the fact that our tree has bounded O(log T") depth, with high

probability, our running time scales linearly with the ¢; error.

We first show that the expected work to recompute the subtree associated with a RETRIG-
GER(t1,t2) call scales with |t — t;|. To do this, we first prove the expected size of the
smallest window that contains any pair of days ¢; and t5. Such a lemma allows us to bound
the amount of computation we need to perform to recompute the events between any two
t1,te € [T].

Remark 9.3.7. The below lemma essentially establishes that the random-partition tree is a
good metric embedding for the line. In fact, we could have used any distribution on trees that
is low-depth and a good metric embedding for the random-partition tree, including a balanced
tree with a random offset, or the randomized tree-embedding scheme of Fakcharoenphol, Rao,
and Talwar [2004].

Lemma 9.3.8 (Random Partition-Tree Preserves Lengths in Expectation). Consider a ran-
dom partition-tree drawn according to Definition 9.3.1 for time sequence [T|. Then, for any
t1,ty € [T] where t; # to, the expected size of the smallest window that strictly contains both

tl and tz 18 O(|t2 — tl‘ . lOg(T))

Proof. We prove this lemma via a coupling argument where we show another way to generate
the same distribution of binary tree partitions that will be easier to analyze. For each possible
divider d € [T — 1] of the original sequence, we associate d with a rank r4 drawn uniformly

at random from the uniform distribution over [0, 1]. The ranks are drawn independently for
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0.40 0.61 0.55 0.33 0.48

e

/T TN\
1:1_3;4:4 5 6
/T

Figure 9.2: Dividers are drawn uniformly at random from [0, 1] and shown in blue above the
figure. This example contains 5 dividers since 7" = 6. [2,4] is a window in the tree because
0.40,0.33 < 0.61,0.55. [2, 5] is not a window in the tree because 0.48 &£ 0.33.

each d.

Using the ranks, we assign the tree structure from the top down. At the top level, the
divider with the lowest rank is used to split the sequence into the left child and the right
child. Iteratively, for each new window of the tree, we use the lowest ranked divider of its
subsequence to split the sequence. This results in the same distribution over partition-trees
as Definition 9.3.1, as at each level, each of the possible dividers is equally likely to be chosen

next.

Now, we see that a contiguous subsequence [tsart, tend] Of [T7] is @ window in the partition-tree
if and only if the divider directly preceding tg.r¢ and the divider directly following t.,q both
have lower ranks than all of the dividers between tg.,+ and t.,q, where we can consider the
endpoints of the original sequence over all days in [T] to be dividers with rank 0. This is

illustrated in Figure 9.2.
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0.01 0.62 0.91 0.71 0.56 0.64 0.18 0.72 0.89 0.31 0.49 0.07 0.76 0.19 0.60 0.95

N S N T SRR N TN SN R TN N N NN N N

ty t;

L additional dividers t, — t; + 2 necessary dividers R additional
on left dividers on right

Window W

Figure 9.3: W is the smallest window containing [ty,?s]. The random variables L and R
capture the number of additional days added to [tq,?s] to satisfy the property illustrated
in Fig. 9.2. The dividers bordering W must have smaller value than all dividers in WW.
Furthermore, the dividers in L and R have larger values than the dividers bordering [t1, to]
and the dividers contained within [¢1,t5]; otherwise, W would not be the smallest window
containing [ty, to].

Without loss of generality let ¢; < t5. Let W be the smallest window that strictly contains

t, and to. We have that the size of W (in days) is

W= (to—t1+1)+ L+ R,

where t, —t; +1 are the number days between the dividers bordering t; and t,. L is a random
variable representing the number of days before ¢; until we reach one that is bordering a
divider with strictly smaller rank than the t5 — t; + 2 dividers drawn between t; and t, and
the dividers bordering t; and t;. Symmetrically, R is the random variable for days after ¢,
until we reach a divider with smaller rank. This is illustrated in Figure 9.3. L and R must
each contain dividers with ranks larger than the dividers between t; and t9; otherwise, W

would not be the smallest window strictly containing ¢, ¢, and all days in between.

First, we analyze E[L]. Let

Z =min{ry:d € [ty — 1, + 1]}
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be the minimum rank of the dividers between t; to t5 and including the ones bordering t;
and to. We can compute E[L] by conditioning on different values of Z. Let pz(-) be the
p.d.f. of Z.

E[L] = / E[L|Z = 2] - pz(2)d= (9.1)

=0

< /; min {T, é} pz(2)dz (9.2)
< /Zl/T Tdz + /zl 1 -pz(2)dz (9.3)

=0 =1/T ?

<1+ /1 E - pz(2)dz (9.4)

=1/T ?

Eq. (9.2) follows because at most 7" items can be added to the window before we run out
of items in the sequence to add; furthermore, the % term is the mean of the geometric
distribution with parameter z since the probability that we draw a rank smaller than z is at

most z. We can simplify our equation in Eq. (9.3) to Eq. (9.4) since f;:/g Tdz = 1.

Now, we can find the p.d.f. of Z via its c.d.f. Let Fz(:) be the c.d.f. of Z.

Fy(2) =P[Z < 2] =1— (1 —z)2rt?

pa(2) = - (Fa(2)

= (ty —t; +2)(1 — z)27 01,
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This allows us to conclude the following since f;:l /7 idz = In(T):

1 to—t1+1
to —t1 +2)(1 — z)2™"
E[L]gl—l—/ (tz—t1+2)(1=2) dz
2=1/T Z
1
1
<1+ (ta—t1 + 2)/ —dz since (1 — z)2 11 <1

2z=1/T #

=1+ (tg — tl + 2) lIl(T)

Symmetrically, by the same argument, E[R] < 1+ In(T") as well. So by linearity of expecta-

tion, we have

EW]| = (ts —t1 + 1) + E[L] + E[R]
<(le—ti+1)+2-(t2—t1 +2) In(T)

= O([t2 — t1] - log(T)).

Now, we are ready to bound the work of the RETRIGGER operation described in Sec-
tion 9.3.2. The work is defined in terms of a c-divide-and-conquer algorithm as defined
in Definition 9.3.2.

Lemma 9.3.9 (Expected Work of RETRIGGER Operation). Provided a c-divide-and-conquer

algorithm (Definition 9.3.2), the expected work of RETRIGGER(t1,t2) is bounded by

9] (|ta —ta| - T7Y) fore>1

O(Jta —t1]) fore<1,

where Wy, 4, is the smallest window containing t; and ty and all days in between.



DYNAMIC ALGORITHMS WITH PREDICTIONS 318

Proof. Consider a call to RETRIGGER(#1,t2). We first show the following observation that
our algorithm given in Algorithm 9.1 assigns at most O(log(T")) (real or predicted) events
to each day. First, by Lemma 9.3.3, after preprocessing, we assign at most two predicted
events to each day. Then, predicted events become reassigned by either PROCESSEVEN-
TEARLIER THANPREDICTION or PROCESSEVENTLATERTHANPREDICTION. An event gets
processed by PROCESSEVENTEARLIERTHANPREDICTION when a real event happens on a
day earlier than the prediction. By the guarantee that at most one real event occur on
any day, at most one predicted event can be moved to a day t € [T] by PROCESSEVEN-
TEARLIERTHANPREDICTION. Then, PROCESSEVENTLATERTHANPREDICTION reassigns
a predicted event to a later day when an event occurs later than predicted. By our pro-
cedure for reassigning such events, we keep track of a counter i for each predicted event,
denoting the number of times it has been reassigned. Because aj, contains at most 2 events
per day and PROCESSEVENTLATERTHANPREDICTION reassigns events in increments of
powers of 2, each day t € [T gets assigned at most two events at a distance of 2' away for
all i € [log(T)]. Hence, the number of events assigned to any day is O(log(T")). We call this

set of events, on day t, a batch of events and denote it as B;.

First, we fix the size of the smallest window containing [ty, 5] and let S = |W;, 4,|. Now, we
consider the work done in any one level ¢ of the subtree rooted at W, ;,. Let the windows
in level ¢ of the subtree have sizes Sy,...,Sg. If ¢ > 1, the work done at this level can be

bounded by
k k
Z ZS . T 1_ chl7
i=1 i=1

since S; < T'. If ¢ < 1, the work of the subtree rooted at W;, ;, is dominated by the root,



DYNAMIC ALGORITHMS WITH PREDICTIONS 319

and so, the work done at level ¢ is bounded by
k
s <s.
i=1

By Lemma 9.3.5, if we set k = 24(c + 2), we get that the depth of the random partition-
tree is 24(c + 2) - O(log(T)) over T days with probability > 1 — T—(+2) (since ¢ is a fixed
constant).® Conditioning on this event, and accounting for the log(log(T - |S|)) blowup from

using persistent memory, we get that the total work is bounded by

O (ST 'log(T)log(log(T - |S|))) when ¢ > 1 (9.5)

O (Slog(T)log(log(T -|S]))) when ¢ <1, (9.6)

where the extra log(7") comes from multiplying our work per level by O(log(7T)) levels.

Each day corresponds to a batch of O(logT) events, so there are at most |ty — ¢1]logT
events between ¢; and t,. By Lemma 9.3.8, we can bound the expected size of S = |W}, 4,
to be E[S] = O(|ty — t,|log*(T)). Thus, if we condition on the event that the depth of the
partition-tree is O(log(T')), then the expected work, using Eqs. (9.5) and (9.6), denoted by

work (W4, +,), is given by

E[work(W,, +,) | partition-tree has depth O(logT)] = (9.7)
O(|ty — ty| - T 1og®(T) log(log(T - |S])))  when ¢ > 1

O(|ty — t1] - log®(T) log(log(T - |S]))) when ¢ < 1.

SWe can choose to set k to be an arbitrarily large constant if we want to increase the probability of
success.
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In the case where the tree is not O(logT") depth, which happens with probability at most

T2 we have the trivial bound that the tree can be depth at most 7. Thus, the work

over the subtree can be bounded as

E[work(W;, +,) | partition-tree does not have depth O(logT)] =
O([ty — t1] - T¢log®(T) log(log(T - |S])))  when ¢ > 1

O([ty — t1] - Tlog*(T) log(log(T - |S]))) when ¢ < 1.

We can also trivially bound that |t; — t1| < T, allowing us to trivially bound the expected

work by

E[work(W;, +,) | partition-tree does not have depth O(logT)] = (9.9)
O(T**'1og®(T) log(log(T - |S])))  when ¢ > 1

O(T?1og?(T) log(log(T - |S]))) when ¢ < 1.

Using the two cases given in Egs. (9.8) and (9.10) allows us to bound the expected work over
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this subtree by

E[work(W;, +,)] = E[work(W4, +,) | depth O(log T)] - Probldepth O(logT")]
+ E[work(W4, +,) | not depth O(log T')] - Prob[not depth O(logT)]
= (1—T72) - O((t2 — t1] - log(T)) - T*"* log*(T) log(log(T - |S])))
+ T~ 0T log®(T) log(log(T - |S])))

= O(|ty — t1| - T " log?(T) log(log(T - |S|))) when ¢ > 1

= (1 =T O((|t2 — ta] - 1og(T)) - log*(T') log(log(T - |S])))
4+ 7 (e+2) O(T?*log*(T) log(log(T - |S|)))

= O(|ty — t1| - log*(T) log(log(T - |S|))) when ¢ < 1.

This proves our desired bounds. [

9.3.5 Total Work Over All Calls to Retrigger

In the previous subsection, we bounded the work done by a single call to RETRIGGER. In
this section, we bound the total work done by calls to RETRIGGER over the entire run
of Algorithm 9.1.

Lemma 9.3.10 (Expected Work Over All Calls to RETRIGGER). The expected work done

by Algorithm 9.1 over all calls to RETRIGGER is

O(lp—r|y - T7Y) when ¢ > 1

O(lp —r|1) when ¢ < 1.
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Proof. First, consider a single event e. Let ag(e) be the day that e is assigned to after the

preprocessing step (Lemma 9.3.3). Let r(e) be the true day on which e occurs.

If r(e) < ap(e), then RETRIGGER(r(e),ap(e)) is called exactly once for e. Otherwise, there
is a sequence of reassignments, following a doubling search procedure, over a;(e), ..., ax(e),
where a;1(e) = 2' + a;(e), a;(e) < r(e) for i < k, and the final a;(e) > r(e). RETRIGGER is
called for each of these reassignments: RETRIGGER(a;(e),a;41(e)) for i =0,...,k — 1, and
finally called one last time as RETRIGGER(r(e),ax(e)). Thus, by linearity of expectation,

the total expected work done is

+ work(RETRIGGER(r(e), ax(e))). (9.11)

[i work(RETRIGGER(a;(e), a;11(e)))

Assume for simplicity we are in the ¢ > 1 case. (The ¢ < 1 analysis simply doesn’t contain

the T¢7! term.) We use Lemma 9.3.9 to bound Equation (9.11) by

k—

Z (i1 (e) — aile)] - T~ log*(T) log log(T' - |S]))
=0

O (lax(e) —r(e)] - T log®(T') log log(T - |S])))

IN

k—1
( ac1(e) — aile >|+|ak<e>—r<e>r>-O(Tc—llog?’(Tnoglog(T-|8\>)

=0

O (Jag(e) — r(e)| - T¢ " log® T'loglog(T - |S])) -

The final inequality follows by first observing that

r(e) —ar(e)| < [r(e) —ao(e)], (9.12)

by the nature of the doubling search. This is because a(e) only exists if a;_1(e) < r(e), and
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ag_1(e) = 3(ao(e) + ax(e)).

This means that

i la;11(e) — a;(e)] = |ax(e) — ag(e)]
< |ag(e) — r(e)] + |r(e) — ag(e)]|
< 2lao(e) — r(e)| by (9.12)
So in total,

Z |ai1(e) — ai(e)| + |ar(e) —r(e)| < 3lao(e) —r(e)| = O(Jag(e) —r(e)]).

This bounds the expected cost of calls to RETRIGGER related to the specific event e. To
the bound the work over all events e, recall we denote the vector of input predictions as p.

Then we can bound the total work by

>~ 0 (Jaole) = x(e)] - T log*(T) log log (T - 1)

= lag — 1|1 - O (T° " log®(T) log log(T - |S|))

=0 (lp—r|i - T 'log*(T) loglog(T - |S|))

where the last line uses the Lemma 9.3.3 scheduling quality, when ¢ > 1. Using the same

analysis and Lemma 9.3.9, we can bound the total work by

O (|p — | - log*(T) loglog(T - |S|))), when ¢ < 1.
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9.3.6 Boosting to High Probability
Best-of-All-Worlds Backstop

In this section we describe how to compose N dynamic algorithms {A1, ..., Ay}, that achieve
amortized guarantees leading to a framework that achieves both competitiveness and our
desired work bound with high probability (described in Section 9.3.6). That is, by day ¢,
algorithm A; has done total work R4, (t). We show how to use {A;,..., Ay} to design one

algorithm that by day t has done total work

O (N -min{A,...,An}).

The merit of implementing such a backstop depends on the use-case of the algorithm. In
some cases, we would hope that a predicted-updates algorithm can significantly outperform
the fully-dynamic algorithm in some but not all regimes, in which case the backstop may be
useful. In other cases, the motivation could be simplicity of implementation. The framework
presented in this work does not rely on algorithmic “heavy machinery,” and in some cases,

could be more practical to implement without a backstop.

Below, we define one computation step as one word operation in the word-RAM. The reduc-
tion is straightforward, and relies heavily on the fact that the goal is an amortized bound, and
not a worst-case update time: we run the algorithms “in parallel,” and we return the output
of the algorithm that terminates first. We show our desired work bounds in Theorem 9.3.11
and give the formal proof in Section A.2.

Theorem 9.3.11 (Best-of-All-Worlds Backstop). Fiz N algorithms {A1, ..., Ay}, that will
see the same, a priori unknown, input sequence over T days. Define Ra,(t) to be the total

work that A; does over the first t days.
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We can design a meta-algorithm M, such that
Vi, Rpy(t) = O (N -min{Ry4,(t),...,Ray(t)}),
where Ryf(t) is the total work that M does over the first t days.

Obtaining Work Bounds with High Probability

In this section, we show how to modify our partition-tree-based algorithm using our backstop
meta-algorithm to obtain our running time bounds with high probability, using a simple
“boosting” argument. We first make the observation that if we run O (log (T")) independent
instantiations of our algorithm, at least one instantiation will have runtime close to the

expectation with high probability.

We can also remove the assumption that 7" is known, by using an additional guess-and-
double argument; such an argument comes in handy for our incremental or decremental
transformation to fully dynamic in later sections.

Lemma 9.3.12 (Boosting Argument). Consider klog(T') independent instantiations of the
predicted-updates algorithm (Algorithm 9.1), for some constant integer k > 0. With proba-

bility at least 1 — #, at least one of these instantiations has runtime

O(T' (T +|lp—dl|})) whenc> 1,

O(T+|lp—d|l,) whenc<1.

Proof. Consider a single instantiation of the predicted-updates algorithm given in Algo-

rithm 9.1. By Lemmas 9.3.4 and 9.3.10, the total expected work of this algorithm (including
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preprocessing) is

O (1 (T + [lp — dlly) log"(T) - loglog(T - |S|))  when > 1, (9.13)

O ((T+ ||lp—d|h) - log*(T) - loglog(T - |S|)) when ¢ < 1. (9.14)

By Markov’s inequality, the probability that the runtime of a single instantiation exceeds
two times the expected work is at most % Thus, the probability that klog(7") independent

instantiations all simultaneously exceed two times the expected work is

- 1 klog(T)_ 1
—\2 A

Thus, with probability at least 1 — %, one of the klog(T) instantiations has runtime at two

times the expected work given in Eqs. (9.13) and (9.14). O

Now, using the backstop technique, we take O(log(7T')) instantiations of the predicted updates
algorithm (Algorithm 9.1) to create a composite algorithm that has runtime that scales with

the minimum of the instantiations.

We observe that the guarantee from Lemma 9.3.3 and Lemma 9.3.10, and therefore
Lemma 9.3.12 as well, requires the algorithm to have access to the size of the time hori-
zon T'. We show how to set this via a guess-and-double procedure assuming we receive sets
of updates Py, Ps, ..., Pr of successively larger sizes where P; C P,y and |Pyq| = 2 - | .

Together, this gives us Algorithm 9.4 and our final theorem below.

9.3.7 Putting Everything Together: the Final Theorem

We use Algorithm 9.4 and all our prior proofs to show our final reduction. We use a

c-divide-and-conquer algorithm as well as a partition-tree which are given in Definition 9.3.2



DYNAMIC ALGORITHMS WITH PREDICTIONS 327

and Definition 9.3.1, respectively.

Theorem 9.3.13 (Offline Divide-and-Conquer to Fully Dynamic with Predictions Reduc-
tion). Given a c-divide-and-conquer algorithm A that computes the solution to a problem P,
predictions P, and online sequence of events U = [E\, ..., Er|, Algorithm 9.4 (using Algo-
rithm 9.1) correctly outputs the solution to f(U;) after each t € [T and uses total work, with

high probability,

9) (T (T+||p—d|l)) whenc>1,

O(T+|lp—d|l) whenc<1.

Furthermore, our algorithm never performs worse than the best-known fully dynamic algo-

rithm for problem P.

Proof. Given our inputs, we construct our set of random partition-trees using Algorithm 9.1.
We first prove that our algorithm correctly outputs f(U;) after every event E; in the sequence
of online events. Algorithm 9.4 runs L instantiations of Algorithm 9.1 and outputs the
answer from the first instantiation that finishes processing event E;. By our procedures
in Algorithm 9.1, every real update is processed in every window that contains it, and no
windows in the union of all windows which do not contain days after ¢ contain any predicted
events that have not occurred after event Ej is processed. Furthermore, by Definition 9.3.2,
all windows process all events irrespective of the order of the events. Hence, Algorithm 9.1

correctly returns f(U;) for every t € [T].

We now give our high probability bound for the total amount of work performed over all T

real events.

Consider a day ¢t = 2¢ on which Algorithm 9.4 is triggered, and T is doubled. T is newly
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set to be 271, Consider the total work done by the new instantiation of M. Specifically,
the work between the event at ¢t = 2 and when 7T is doubled again at event ¢/ = 2i+1.
By Theorem 9.3.11, we can bound the work of M by L times the work of the minimum
A; € A that is drawn independently in this iteration. Lemma 9.3.12 bounds the work of

that minimum A; by

O(T' (T +|lp—dl[1)) whene>1,

O(T+||lp—d|) whenec<1,

with probability > max(1 —  if log(t) > log(|S]) and > 1 — sy, otherwise. The
probability is due to the fact that we create L = max(k - log(7T), k - log(|S|)) independent

instantiations.

Now, can use a union bound to conclude that our work bounds hold for all integers t € [1]

with probability

= 1 log(7")

=>1- (2; Ok(i+1) + 9k-log S|
2log(T)

>1-—

which is high probability for sufficiently large constant & > 0.

This condition allows us to, for a day ¢, bound the total work done by Algorithm 9.3 up
through day t. Define i such that 2° < ¢ < 2*!1. We can bound the work done by Algo-

rithm 9.3 up through day ¢ as

[log(1)
O (Ip —rh - (2) 1og™?(2") loglog(2)) = O (Ip —r|1 - (1) log“**(t) log log(t - |S])) ,
=0
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when ¢ > 1, and O (|p — r|; - log*(t) loglog(t)) when ¢ < 1. Substituting 7 for ¢ into the

equations results in our desired work.

Finally, by composing Algorithm 9.4 with the best-known algorithm for P, once again using

Theorem 9.3.11, we never perform worse than the best-known algorithm for the problem. [

Finally, we observe that this framework gives a stronger in the update/query model, when we
reduce to an algorithm that has worst-case query time. That is, an algorithm that handles
updates without information about queries, can continue to do so in this model. This is
in contrast to some offline divide-and-conquer algorithms that use information about what
elements will be queried to make decisions.

Corollary 9.3.14 (Bound for Update/Query problems). Given a c-divide-and-conquer al-
gorithm A for f(-) with worst-case query time query(A), we can construct an algorithm,

such that with high probability with respect to T', has total work

O(T'-(T+|lp—d|)) whenc>1,

O(T+|lp—d|ly) whenec<1,

and the worst-case query time is always bounded by query(A).

Furthermore, our algorithm never does more total work (over updates and queries) than the

best-known fully dynamic algorithm for problem P.

Proof. For the first part of the corollary, we can think of an update/query problem as
simply being an update problem, where after each update, the algorithm must return a data
structure that is compatible with the query algorithm. Using Theorem 9.3.13 on this update

problem, we get a predicted-dynamic algorithm that always returns a data structure that is
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compatible with the original query algorithm. Thus, the query algorithm is unchanged.

For the second part of the corollary, we use the backstop procedure of Theorem 9.3.11 to

backstop the predicted-deletion algorithm with the fully-dynamic algorithm. O

9.4 Incremental to Fully-Dynamic Transformation

In this section we show how our framework that lifts offline algorithms to the fully-dynamic
setting, given predictions of all update times, can be adapted to lift an incremental algorithm
to the fully-dynamic setting, given predictions of only the deletion times. Formally, we
consider the following model.

Definition 9.4.1 (Predicted-Deletion Dynamic Model). In the predicted-deletion dynamic

model, we consider a ground set S. On each day exactly one of the following occurs:

1. An element e € S is inserted, and reports a prediction of the day on which it will be

deleted.
2. A previously inserted element is deleted.

An algorithm computes a function f(-) in the predicted-deletion dynamic model, if on every
day t, the algorithm outputs f(S), where S C S is the working subset induced by the true

(not predicted) sequence of element insertions and deletions that occur in time-steps 1, ... t.

This model is stronger than the general predicted-updates model that was presented in the
last section. In the previous section, we charged the runtime of the fully-dynamic algo-
rithm to the prediction error in insertions and deletions. In this model, the runtime of the

fully-dynamic algorithm should only depend on the predictions of deletion times. This corre-
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Figure 9.4: An illustration of which windows consider the elements e;, e5, and e3 permanent

sponds to the fact that we are starting with an incremental algorithm rather than an offline
algorithm. Thus, the algorithm we start with can already handle arbitrary insertions, and

our reduction adds functionality only in handling deletions.

First, in what may seem like a step in the wrong direction, we show how to build an offline
dynamic divide-and-conquer algorithm, using an incremental algorithm with a worst-case
guarantee. To do this, we introduce the concept of permanent elements.

Definition 9.4.2 (Permanent elements). An element is permanent with respect to a window

W of a partition-tree if
1. the element s inserted on or before the first day of W,
2. the item is deleted after the last day of W,
3. and the element is not permanent for any ancestor of W.

This is illustrated in Figure 9.4. Note that for a day ¢, the permanent elements of the
windows containing ¢ perfectly partition the elements that are active on day ¢. Conversely,
we also have that the windows for which an element e is permanent perfectly partition the

lifetime of e. This suggests a natural way to convert an (online) incremental algorithm, A,
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with worst-case update time update(.A) into a divide-and-conquer offline algorithm.
Lemma 9.4.3 (Offline-dynamic divide-and-conquer from incremental). An incremental al-
gorithm, A, with worst-case update time update(A), can be converted into a offline-dynamic
divide-and-conquer algorithm satisfying Definition 9.3.2, where the work at each window, W,
18

O(update(A) - |WW]).

Proof. At the root node, we initialize the state of the incremental algorithm. Then, at each
window, we insert the permanent elements associated with that window into the state of the
incremental algorithm. The set of permanent elements can be computed from the set of all
elements that are active at any time during the parent window, in a linear-time scan. Thus,
the work done at a window scales with update(.A) times the number of permanent edges

associated with that window.

Note that any element that is permanent for a window W, must have either been inserted or
deleted during W's sibling window. Otherwise, this element would actually be permanent for
W’s parent window. Thus, the number of permanent elements of WW is bounded by the size
of Ws sibling. For a random partition-tree, this is the same as the size of W in expectation.
So this meets the third criterion of Definition 9.3.2, where the expected work at a node is

linear in the size of the node, with a multiplicative factor of update(.A).

With respect to the second criterion of Definition 9.3.2, we need that the computation of the
window depends only on the state of the parent window, and the unordered set of updates
occurring in this window. At first glance, this does not appear to be the case, as calculating

the set of permanent elements requires the algorithm to compare the set of updates of its
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sibling window. However, we can consider the set of updates of the parent window to be
included in the state of the parent window. Then, since the number of updates of the parent
is, in expectation, a constant factor more than the size of the child window, the child window
can reconstruct the necessary information from the state of the parent and its own set of

updates.

Thus, this algorithm meets the criteria of Definition 9.3.2, where the expected work at each
window W is

O(update(A) - |[W]).

Now, if we directly apply Theorem 9.3.13, we recover an algorithm that does total work

O((T + |lp — d|},) - update(A) - log*(T) loglog(T - |S])).

when given predictions of all updates at the outset of the algorithm. However, we wish
to consider a setting in which the elements arrive arbitrarily, and an element’s predicted

deletion time is only provided when the element is inserted.

This leads to two main issues. The first is that we cannot create a tentative schedule of events
during preprocessing, because we have no information about the events that are going to
occur. The second is that we cannot compute a preliminary version of the divide-and-conquer
algorithm during preprocessing, because we do not have a tentative schedule of events to
refer to. To address the first issue, we make the following observation.

Observation 9.4.4 (Online scheduling). Even in the setting where the initial schedule of
events s computed statically in the preprocessing step, we use an online algorithm to assign

events to days.
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Thus, as predicted events arrive over time, we can assign each event irrevocably to an initial
tentative schedule using this online algorithm, while maintaining the runtime and approzi-

mation gquarantees of the original algorithm.

Thus, we can schedule events as they arrive, without having to reschedule events to account

for later arrivals.

To address the second issue, we show that, while we don’t know enough about the schedule
to run the entire divide-and-conquer algorithm during preprocessing, we actually can utilize
a “just in time” approach.

Lemma 9.4.5 (Windows can be computed “just in time”). Consider a offline-dynamic
divide-and-conquer algorithm of the form constructed by Lemma 9.4.3. Then, the fully-
dynamic algorithms with predictions resulting from Theorem 9.53.13 can be run in a “just in

time” fashion where

1. the computation associated with a window W beginning on day t is only run on or after

day t, and

2. on day t, we have enough information to run the computation associated with all win-

dows starting on day t, and

3. RETRIGGER s never called for an insertion event.

Proof. First, we note that the output of the fully-dynamic algorithm resulting from Theo-
rem 9.3.13 on day ¢ only depends on the computations associated with windows that contain
t. Thus, the first point of the lemma is true for any algorithm of this form. That is, on a
day t, we can consider all windows starting after day t to be “inactive,” and ignore them

when they are part of a RETRIGGER operation. Then, on day ¢, we run the computations
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of any windows beginning exactly on day ¢, for the first time.”

For the second point, consider a window W beginning on some day ¢. It is possible that on day
t, there are some events that will occur during W, for which we do not have predicted times.
For example, insertions occur entirely arbitrarily, so we do not have any information about
the insertions that will occur during W. However, any element that could be permanent
for W, must already be inserted. This is by definition: for an element to be permanent for
W, it must be inserted on or before the first day of W. Thus, on day ¢, we have enough
information to compute all of the permanent elements of W, which is enough to run the

divide-and-conquer algorithms constructed by Lemma 9.4.3.

Finally, for the third point, note that any window that depends on an insertion event e is
only computed for the first time after e occurs. Thus, at this point, e is fully known, and

will not be rescheduled, so it will never call RETRIGGER. O

Altogether, Lemma 9.4.3, Observation 9.4.4, and Lemma 9.4.5, along with Theorem 9.3.13
give us the following theorem.

Theorem 9.4.6 (Incremental to Fully-Dynamic). Given an incremental algorithm, A, with
expected worst-case update time update(A), we can construct an algorithm in the predicted-
deletion model (Definition 9.4.1), such that the total expected work dome by the algorithm
18

O (update(A) - (T + ||p — d||1) - log* T'loglog(T - |S])) ,
where ||p — d||1 is the ¢y error of the deletion-time predictions.

Using Theorem 9.3.13, we obtain the following work, with high probability.

"In fact, while we don’t get a better asymptotic runtime bound, running any algorithm of this form in a
“Just in time” way can only reduce the total work done, as we do not have to retrigger windows that are not
yet active.
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Corollary 9.4.7. Given an incremental algorithm, A, with expected worst-case update time
update(A), we can construct an algorithm in the predicted-deletion model (Definition 9.4.1),
such that the total work done by the algorithm is O (update(A) - (T + ||p — d||1)) with high

probability, where ||p — d||, is the {1 error of the deletion-time predictions.

9.4.1 Comparison to Independent Concurrent Work of Peng and

Rubinstein [2023], van den Brand et al. [2023]

The independent and concurrent work of van den Brand, Forster, Nazari, and Polak [2023]
also provides a reduction that lifts an incremental algorithm to the fully dynamic setting
given predictions of deletion times. In this section, we overview their approach and provide

a comparison to our reduction.

The reduction of van den Brand, Forster, Nazari, and Polak [2023] is based on a simple
and elegant observation over the previous work of Peng and Rubinstein [2023]. Peng and
Rubinstein [2023] consider a model that they call the deletion look-ahead model. In this
model, on every day t, the relative deletion order of all elements that are active in the
system is known. Another way to think of this model is that, when an element is inserted,
it announces which of the existing elements it will be deleted after. This is similar to our
predicted-deletion model in the regime where the prediction error is 0. However, it is actually
more general, because it only requires ordinal information rather than cardinal information

about the deletion times.

In the language of our work, we can interpret the reduction of Peng and Rubinstein [2023]
as doing something similar to constructing the offline divide-and-conquer algorithm from
Lemma 9.4.3, and running it with a just-in-time approach (in the manner of Lemma 9.4.5).

This is all with respect to a fixed deterministic partition tree (i.e. a perfectly balanced binary
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tree). Indeed, if we had access to cardinal information (i.e. the actual day on which each
edge is predicted to be deleted), this would suffice to recover an amortized guarantee for this

problem.

To adapt this to the ordinal setting, Peng and Rubinstein [2023] make the following observa-
tion. Over the course of any window W, at most |IW| elements can be deleted. Thus, at the
start of a window W, any element that is not in the |W| earliest-to-be-deleted elements will
certainly be permanent over W .8 and can safely be inserted. At the end of the computation
associated with W, there are still up to |W| elements that we did not insert, because we
were unsure of whether or not they would be permanent. These elements are passed to the
child windows, which process these elements, along with any elements that were inserted in
their sibling windows. In all, the total number of elements that any window has to process

is at most a constant factor more than the size of the window.

This adaptation to the ordinal setting leaves the reduction of Peng and Rubinstein [2023]
with a very useful property: the state of the incremental algorithm at each leaf of the
partition tree has elements inserted in approximately reverse deletion order. That is, any
element that will be deleted in the next d deletions, was one of the last ¢ - d elements to be

inserted, where c is a constant.

Now, in the case where the predicted deletion order is subject to error, van den Brand et al.
[2023] observe that this property allows us to fix the data structure with low overhead. In
particular, consider an element e that is deleted earlier than predicted. That is, on day ¢, e
was predicted to be the d-th next element to be deleted, but instead it was the first element
to be deleted. The approximate reverse deletion order property tells us that e was in the last

¢ - d elements to be inserted into this leaf. This means that it was inserted in some window

8Here, we are abusing our notation of permanent elements from earlier, and referring to an element as
permanent if it is inserted on or before the first day of W, and deleted on or after the last day of W.
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W relatively close to leaf-level in the partition-tree. Thus, to fix the data structure, they

only need to retrigger these few windows that are descendants of W.

Essentially, this approximate reverse deletion order property allows the data structure to be
fixed on the fly, with low overhead. Furthermore, their strategy does not require a random
partition-tree: indeed it is fully deterministic, and can even be adapted to provide a worst-

case per update guarantee (as opposed to our work which provides an amortized guarantee).

In comparison to our work, it is not clear if it is possible to extend the [Peng and Rubinstein,
2023, van den Brand, Forster, Nazari, and Polak, 2023] approach to lift offline algorithms to
the fully dynamic setting. In particular, we provide a simple analogue of their approach that
can convert a decremental algorithm to the fully-dynamic setting, when given predictions
of insertion times. We explore this connection formally in the next section (Section 9.5).
With respect to the specific reduction of van den Brand, Forster, Nazari, and Polak [2023],
it essentially maintains state of a decremental algorithm, where elements are deleted in

approximately reverse insertion order.

While this approach can handle predicted deletion times given an incremental algorithm,
and predicted insertion times given a decremental algorithm, it is not clear if and how these

two guarantees can be combined. In particular, this runs into two issues.

1. It is not clear what kind of algorithm to reduce to, as one direction requires an incre-

mental algorithm, and the other direction requires a decremental algorithm.

2. It is not clear what the analogue of maintaining elements in both reverse insertion and

reverse deletion order should be.

Our work addresses the first point by making the key observation that we can reduce to an

offline divide-and-conquer algorithm. As to the second point, we resolve the issue by using
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a random partition-tree. This does not require us to maintain any ordering of the elements

that we consider.

Thus, the reduction of van den Brand, Forster, Nazari, and Polak [2023] for the predicted
deletion model is based on a simple and elegant extension of the previous framework of
Peng and Rubinstein [2023], which lifts incremental algorithms into the deletion look-ahead
setting. The reduction that we present in this work for the predicted deletion model, is
instead based on a simple extension from our earlier framework that lifts offline divide-
and-conquer algorithms into the predicted update setting. Under a single framework, we

generalize all three settings: offline, incremental, and decremental.

9.5 Decremental to Fully-Dynamic Transformation

In this section, we show how to adapt our framework to convert a decremental algorithm
to the fully-dynamic setting, given predictions of only the insertion times. Formally, we
consider the following model.

Definition 9.5.1 (Predicted-Insertion Dynamic Model). In the predicted-insertion dynamic
model, we consider a set S of all the elements that are predicted to ever appear in the system.
At the outset, the algorithm is given S, and predictions for when each of the elements in S

will be inserted. Then, on each day, exactly one of the following occurs:
1. An element e, either in S or not, is inserted,

2. A previously inserted element is deleted, and provides a prediction of when it will be

reinserted (if ever).

An algorithm computes a function f(-) in the predicted-insertion dynamic model, if on every

day t, the algorithm outputs f(S;), where S; is the working subset induced by the true (not
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predicted) sequence of element insertions and deletions that occur in time-steps 1, ..., t.

A number of works in the past have performed fully dynamic to decremental reductions for
specific problems, starting with the seminal work of Henzinger and King [1997]. We show
that, with the help of predictions, we can generalize such ideas to any worst-case decremental
algorithm. Now, we show that, given a decremental algorithm, we can design algorithms for
the predicted insertion model. We do this via a simple reduction to the predicted insertion
case.

Theorem 9.5.2 (Decremental to Fully-Dynamic). Consider a decremental algorithm, A,
which takes time initialize 4 (T) to initialize a state containing up to T elements, and then has
worst-case update time update(A). Given such an algorithm, we can construct an algorithm

for the predicted-insertion model (Definition 9.5.1), that does expected total work
O (initialize4(T) - K + update(A) - (T + ||p — i||; + TK) log*(T") loglog(T - |S|)) ,

where ||p — i||1 is the {1 error of the insertion-time predictions for elements in S, and K is

the number of elements that are not in S that are ever inserted.

Proof. We reinterpret A as in incremental algorithm on “anti-elements.” That is, suppose we
initialize our algorithm to contain the elements in a set S. Then, as a decremental algorithm,
the algorithm can handle updates that delete elements of S. We can also think of this as
an incremental algorithm, that can handle the insertion of anti-elements, corresponding to

elements in S.

Now, consider a series of updates in the predicted-insertion model (Definition 9.5.1). From
the view of our decremental algorithm, each element starts as not being in the system, then

is inserted at some time for which we are given a prediction, then is deleted at an unknown
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arbitrary time, when it predicts its next insertion.

From the view of the incremental algorithm, each anti-element starts in the system, then
is deleted at some time for which we have a prediction, and then is reinserted again at an

unknown arbitrary time, at which point it predicts its next deletion.

Thus, viewing the decremental algorithm as an incremental algorithm on anti-elements,
makes it fit directly into our earlier framework for incremental algorithms, because it converts
the decremental algorithm into an incremental algorithm, and it converts insertion events

into deletion events and vice versa.

The only remaining issue is that this strategy cannot handle the case where an element that
was never part of the predicted set S is inserted. In this case, we must add the new element
to S, and run the initialization of the algorithm again from scratch. This contributes total

work

O (initialize o(T) - K,

where K is the number of such elements outside S that are ever inserted. Then, we must
retrigger the entire tree, which is equivalent to this new element contributing ¢;-error of T'.

Over all such elements this contributes work

O (TK -log* T'loglog(T - |S|)) .

Adding these contributions to the work bound from the incremental reduction, gives us our

final bound of

O (initialize4(T) - K + update(A) - (T + ||p — i|[1 + TK)log* T loglog(T - |S|)) .
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Using Theorem 9.3.13, we obtain the following work, with high probability.

Corollary 9.5.3. Consider a decremental algorithm, A, which takes time initialize 4(T)
to wnitialize a state containing up to T elements, and then has worst-case update time
update(A). Given such an algorithm, we can construct an algorithm for the predicted-

insertion model (Definition 9.5.1), that does total work
O (initialize4(T) - K + update(A) - (T + ||p — i||1 + TK)),

with high probability, where ||p — i||1 is the 1 error of the insertion-time predictions for
elements in S, and K is the number of elements that are not in S that are ever inserted.

Remark 9.5.4. The above reduction is not specific to our particular implementation of the
incremental to fully dynamic reduction. In particular, our interpretation of anti-elements
can be applied to the incremental to fully-dynamic reduction in the concurrent independent
work of van den Brand, Forster, Nazari, and Polak [2023] and achieve their deterministic

worst-case per update work bound also in the decremental setting.

9.6 Applications: Offline, Incremental, and Decremen-
tal to Fully Dynamic

We apply our framework to the following problems to obtain fully dynamic algorithms in
the predicted-deletion model. A summary of our runtimes compared to the best-known fully
dynamic algorithms is given in Fig. 9.1. We define the problems we study below. Unless

specified, the input to the following problems is an input graph G = (V| E).
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e All-Pairs Shortest Paths (APSP): For any pair of queried vertices u and v, deter-
mine the distance from u to v. In the planar diagraph APSP problem, we are given
a planar, directed and weighted graph. A c-approximate APSP algorithm returns an

approximation that is within c-factor of the distance between the pair.

e Triconnectivity: For any pair of queried vertices, determine whether the pair is 3-
vertex connected. Two pairs of vertices u and v are 3-vertex connected if and only if u

and v remain connected whenever fewer than two vertices are removed.

e Dynamic Depth-First Search (DFS) Tree: A dynamic DFS tree is a DFS tree
that is reported after each edge insertion or deletion and is a valid DFS tree for the

current graph.

e All-Pairs Maximum Flow: For any pair of queried vertices, s and t, return the
maximum flow between s and t. A c-approximate maxflow algorithm returns a flow

value that is a c-factor approximation of the actual maxflow.

e All-Pairs Minimum Cut: For any pair of queried vertices, s and ¢, return the
minimum cut between s and . A c-approximate maxflow algorithm returns a cut

value that is a c-factor approximation of the actual min-cut.

e Multi-Commodity Concurrent Flow: For a set of triples
{(s1,t1,d1),...,(sp,tp,dp)}, return the maximum value o where, concurrently for all
i € [P], s; can send « - d; units of flow to ¢;. A c-approximate multi-commodity

concurrent flow algorithm returns a value that is at least o//c.

e Uniform Sparsest Cut: For a given graph G = (V, E, w), return

w(u, v
(I)G — min Z(u,v)eE,uES,vQS ( )
Scv IS|-|V\ S|
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e Monotone Submodular Maximization: Given a ground set N = [n] and a set func-
tion f : N — R*' function f is monotone if f(A) > f(B) for any
B C AC N. Function f is submodular if f(AU{u}) — f(A) < f(BU{u}) — f(B) for
any B C A C N and element u. Under cardinality constraint k, the problem maximizes
maxgscin],|s|=k (f(5)) for some parameter 1 < k < n and under a matroid constraint
M, the problem maximizes maxgscaq (f(S)). In the dynamic setting, elements can be
inserted and deleted from the ground set, and the goal is to maintain maxgc g (f(5)).

A c-approximate algorithm returns a set S that has value at least ¢ - maxgcam(f(95)).

e k-Edge Connectivity: For any pair of queried vertices {u, v}, the pair {u,v} is k-
edge connected if and only if © and v remain connected whenever any set of kK — 1 edges

are removed.

e Minimum Spanning Forest (MST): A dynamic minimum spanning forest is an

minimum weight spanning forest that is maintained under edge insertions and deletions.

e Strongly Connected Components (SCC)/Topological Sort: Given a directed
input graph G = (V, E'), maintain the strongly connected components and topological

sort, respectively, under edge insertions/deletions.

Offline to Fully Dynamic In this section, we instantiate several offline-to-fully dynamic
algorithms using our Theorem 9.3.13. Specifically, we show transformations for triconnec-
tivity, k-edge connectivity, and minimum spanning forest using the divide-and-conquer algo-
rithms of Chalermsook, Das, Kook, Laekhanukit, Liu, Peng, Sellke, and Vaz [2021], Eppstein
[1994], Peng, Sandlund, and Sleator [2017], achieving exponential time improvements on the
running times of the best-known fully dynamic algorithms when ||p — ||, = O(T') where p

is the predicted sequence of update times and r are the real update times.
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We first prove that the offline algorithms given in Chalermsook et al. [2021], Eppstein [1994],
Peng et al. [2017] falls under our definition of c-divide-and-conquer algorithms and specify
the parameters for each algorithm. After proving these lemmas, our framework directly gives
fully dynamic algorithms for these problems given predicted-updates.

Lemma 9.6.1. There exists a c-divide-and-conquer algorithm for offline triconnecitivity [Peng,

Sandlund, and Sleator, 2017] where ¢ = 1.

Proof. Peng et al. [2017] provides a divide-and-conquer algorithm on the sequence of events
where each subproblem is half of its parent. In each subproblem, they produce a 3-vertex
sparsifier with size equal to the number of non-permanent edges in the subproblem. The
permanent edges in each subproblem are used to contract the graph to smaller sizes. For
a subproblem S of size |S| (where S contains the non-permanent edges), the sparsification
can be done in time O(|S]). Thus, Peng et al. [2017] gives a c¢-divide-and-conquer algorithm

where ¢ = 1. O

Lemma 9.6.2. There exists a c-divide-and-conquer algorithm for offline k-edge connec-
tiwity [Chalermsook, Das, Kook, Laekhanukit, Liu, Peng, Sellke, and Vaz, 2021] for any

constant k > 1 where ¢ = 1.

Proof. Chalermsook et al. [2021] provides a divide-and-conquer algorithm that divides the
events in approximately equal sizes. Then, in each subproblem S of size |S| (where S
contains the non-permanent edges), they construct a vertex sparsifier of size 5(\5’ |) with the
terminals being the set of queried vertices falling within the subproblem. Each sparsifier can
be constructed in 5(\5 |) time; hence, Chalermsook et al. [2021] gives a c-divide-and-conquer

algorithm where ¢ = 1. O

Lemma 9.6.3. There exists a c-divide-and-conquer algorithm for offline minimum spanning

forest [Eppstein, 1994] where ¢ = 1.
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Proof. Eppstein [1994] provides a divide-and-conquer algorithm that recursively divides the
sequence into halves. Then, in each subproblem S where |S| denotes the number of non-
permanent edges, they sparsify using the permanent and non-permanent edges in the fol-
lowing way. They run the MST algorithm by successively picking edges in non-decreasing
weight using a standard MST algorithm like Kruskal’s in O(]S|log(|S|)) time, breaking ties by
giving preference to non-permanent edges. All non-permanent edges that are not picked are
deleted and every picked permanent edge is contracted. This results in a sparsifier that has
size O(|S]) that is passed to children. Hence, Eppstein [1994] gives a c-divide-and-conquer

algorithm where ¢ = 1. O]

Lemmas 9.6.1 to 9.6.3 combined with Theorem 9.3.13 directly give the following theorem.
Theorem 9.6.4 (Predicted-Updates Algorithms). Using our framework given in Algorithm 9./,
we obtain the following fully dynamic algorithms in the predicted-updates model, assuming
llp —r||1 = O(T), where T is the total number of updates, p is a vector of predicted event

times, and r is a vector of real event times:
1. An algorithm for triconnectivity in 9) (1) amortized update and query times;

2. An algorithm for k-edge connectivity in 9) (1) amortized update time and query time

for any constant k > 1; and

3. A dynamic minimum spanning forest maintained in 9) (1) amortized update time.

Incremental to Fully Dynamic To obtain our fully dynamic algorithms, we use the
worst-case incremental algorithms given in the following works Baswana, Chaudhury, Choud-
hary, and Khan [2019], Chen, Duan, Wang, Zhang, and Zhang [2018], Chen, Goranci, Hen-
zinger, Peng, and Saranurak [2020], Das, Gutenberg, and Wulff-Nilsen [2022], Feldman, Liu,

Norouzi-Fard, Svensson, and Zenklusen [2022], Holm and Rotenberg [2020], Goranci [2019)],
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Goranci, Henzinger, and Saranurak [2019] combined with Corollary 9.3.14 to obtain Theo-
rem 9.6.5.

Theorem 9.6.5 (Predicted-Deletion Algorithms). Using our framework, we obtain the fol-
lowing fully dynamic algorithms in the predicted-deletion model, assuming ||p—d||, = O(T),
where T is the total number of updates, p is a vector of predicted deletion times, and d is a

vector of real deletion times:

1. An exact all-pairs shortest path algorithm for planar directed graphs with 6(\/5) amor-

tized update time and 6(ﬁ) worst-case query time;

2. An algorithm for triconnectivity in O (1) amortized update time and O(log®(n)) worst-

case query time;
3. A dynamic DFS tree reported in 5(71) amortized update time;

4. A O (logSk(n)) -approzimate mazxflow/min-cut algorithm with 9 (nQ/(k“)) amortized
update time and reports the mazflow between any pair of vertices s and t in 9] (n2/(k+1))

worst-case query time;

5 AO (logSk(n)) -approximate multi-commodity concurrent flow algorithm with 9) (nQ/(k’“))
amortized update time and 5(]32) worst-case query time where P is the number of

queried pairs;

6. AO (logBk(n)) -approximate uniform sparsest cut algorithm with 0] (n2/ (k“)) amortized

update time.

7. A 0.3178-approximate monotone submodular maximization algorithm under a matroid
constaint of rank k and makes 5(poly(k,log n)) function evaluations per update for

any n,k > 0.



DYNAMIC ALGORITHMS WITH PREDICTIONS 348

Decremental to Fully Dynamic To obtain our fully dynamic algorithms, we use the
worst-case decremental algorithms for strongly connected components of Roditty [2013] and
topological sort (trivial) Corollary 9.3.14 to obtain Theorem 9.5.2 when ||p —i||; = O(T)
where p are the predicted times for insertions, i is the vector of real insertion times, and T’
is the total number of updates.

Theorem 9.6.6 (Predicted-Deletion Algorithms). Using our framework, we obtain the fol-
lowing fully dynamic algorithms in the predicted-deletion model, assuming ||p —i||s = O(T),
where T is the total number of updates, p is a vector of predicted insertion times, and i is a

vector of real insertion times:

1. An algorithm for maintaining strongly connected components with 6(m) amortized
update time time (matching fine-grained lower bounds of Abboud and Williams [2014]);

and

2. An algorithm for maintaining a topological sort in 9) (1) amortized update time.

9.7 Future Directions

Extension to other problems. One follow-up direction to our work is to find more
problems to which this framework can be applied. This could help design algorithms that are
more efficient and/or simpler than the state-of-the-art fully-dynamic solution. Alternatively,
it would be interesting to see algorithms designed for this model that look very different
from this framework. A particularly interesting follow-up question is: are there problems
for which the a predicted-deletion dynamic algorithm can circumvent a fully-dynamic lower

bound when the prediction error is sufficiently low?
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Derandomization and/or robustness to adaptive adversary. The framework pre-
sented in this work has a key reliance on randomization and is not robust to an adaptive
adversary. It is an interesting question whether the framework can be derandomized, or

otherwise made robust to adaptive adversaries.

Removing amortization. The framework presented in this work relies heavily on amor-
tization to achieve the desired runtime bounds. It is an interesting question of whether
problems in this model can meet a per-update runtime bound. It is also not immediately
clear what role prediction error should play in such a bound. For example, one could hope
to design an algorithm that, on each day ¢, has the update time of an incremental algorithm,
with an additive factor that scales with the “error at day t¢.” This would require an inter-
esting definition of error in a local sense, in contrast to the global measure of error that we

consider in this work (¢, error).

Lower bounds. It would be interesting to get fine-grained lower bounds for problems
in this model. In particular, this framework accrues logarithmic factors in various places,
including a competitive ratio for online metric matching on a line, and the expected size
of the smallest node of the partition tree fully containing a subsequence [a,b]. For the
approach in this work, some of the logarithmic factors are necessary side effects of lower
bounds for these quantities. It would be interesting to see if there are indeed necessary for
any approach to solve dynamic problems in this model, or if they can be circumvented by a

different approach.

Implementation. A main motivation of this model is that it could potentially allow prac-
titioners to take advantage of known structure in real-world data that classical fully-dynamic
algorithms are oblivious to. It would be interesting to see how algorithms designed in this

framework compare with the best algorithms and heuristics in practice.
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Algorithm 9.1 Fully Dynamic Algorithms with Predictions from Offline Divide-and-
Conquer Algorithm (continued on next page)

Require: Offline (during preprocessing): partition-tree T, divide-and-conquer algorithm A

that computes f(-), and predicted sequence of dynamic updates P. Online: Online
sequence of dynamic updates U = [F1, ..., Er] where each event E = (e, type) is a real
event.

Ensure: After each day t € [T, output f(Uy).

R I R T T T N T N T N S S G G G S S U G
O NPT WO © 00 DO Wy

29:
30:
31:
32:
33:
34:
35:

© o g wy

>—~
e

P < PREPROCESSPREDICTIONS(P).
// Converts P into a feasible set of predictions
Insert all events in P as predicted events on their corresponding days.

procedure RETRIGGER(t1, to)
Find W, the smallest window in 7 that contains both ¢; and t,.
S« {W}
// Set of windows to process
while S # () do
Remove a window W’ from S.
for each child C of W’ do
PROCESSEVENTS(C).
S+ Su{C}.
end for
end while

: end procedure

: procedure PROCESSEVENTEARLIERTHANPREDICTION(E, ¢, ¢ redict)

Remove predicted event E from day tpredict-
Add E to day t as a real event.
RETRIGGER(?, tpredict ) -

: end procedure

. procedure PROCESSEVENTLATERTHANPREDICTION(FE, i, t)

Remove predicted event E from day t.
Add E to day (t +2°) as a predicted event.
Change the prediction for E = (e, T) in P to (e, T,t + 2¢,4).
if e has a corresponding predicted deletion event that occurs earlier than (¢ + 2%)
then
Remove e’s predicted deletion event from the day ¢’ that it was scheduled for.
Add e’s predicted deletion event to day (¢ + 2).
Let (e, deletion,t',i4;) be the entry for e’s deletion event in P.
Change €’s deletion event prediction in P to (e, deletion, (t + 2), 44 + 1).
end if
RETRIGGER(Z, t + 2).
end procedure
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Algorithm 9.2 Fully Dynamic Algorithms with Predictions from Offline Divide-and-
Conquer Algorithm (continued from previous page)

36: for day t € [T'] do

37: for each real event E = (e,T) on day t do

38: Suppose event E is an event of type T on element e.

39: Find the corresponding prediction (e, T, tpredict; ©) € P for event E.
40: if t < {tpredict then

41: PROCESSEVENTEARLIERTHANPREDICTION(E, ¢, ¢ redict ) -
42: end if

43: end for

44: for each predicted event E = (e,T) on day t do

45: if event E wasn’t a real event on day ¢ then

46: PROCESSEVENTLATERTHANPREDICTION(E, i + 1,1).

4T: end if

48: end for

49: Return OUTPUT(?).

50: end for

Algorithm 9.3 Backstop Meta-Algorithm for N Algorithms
1: Initialize algorithms {Aq,..., Ay}.

2: Initialize event buffers for algorithms {A;,..., Ax}.

3:

4: for day t, event e; occurs do

5: // occurs online

6: Add e; to event buffers for {Ay,..., Ax}.

7: [teratively perform one computation step of each algorithm in {Ay, ..., Ay} until one

has completed the computation for all events in its buffer.
8: Output the completed computation.
9: end for
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Algorithm 9.4 Work Bounds with High Probability

Require: Offline (during preprocessing): partition-tree T, divide-and-conquer algorithm A
that computes f(-), predicted sequence of dynamic updates P, and ground set S where
each event is on an element ¢ € §. Online: Online sequence of dynamic updates U =
[Ey, ..., Ep] where each event E = (e, type) is a real event; prediction sets Py, . .., Pog, (1)

Ensure: After each day t € [T, output f(Uy).

1. T« 1 // Initialization
2: L+ k- log(f) for some fixed constant k& > 0.
3: for real event £y do
if t > T then // Guess-and-double
Obtain prediction set P

4

5 e " max(1,log, (7))
6: T+ 2-T.

7

8

L + max(k - log(f), log(|S])) for sufficiently large constant k > 0.

: Create A := [A4,..., Ar], L independent instantiations of Algorithm 9.1 using T
and P

max(1,logy (’f)) :

9: // Instantiations use independent sources of randomness.
10: M < Initialize backstop meta-algorithm (Algorithm 9.3) over A.
11: Use M to process all previously seen events E,...,E;,_; in B.
12: end if

13: Add E,; to B.
14: Pass E; to M, return output of M.
15: end for
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Chapter 10

Competitive Strategies to Use “Warm

Start” Algorithms with Predictions

This chapter is based on Competitive strategies to use “warm start” algorithms with predic-
tions, which is joint work with Avrim Blum, and appeared at the Symposium on Discrete

Algorithms (SODA) 2025 [Blum and Srinivas, 2025].

10.1 Introduction

Warm start algorithms are a practically motivated paradigm of algorithms that make use of
predictions to improve runtime. It is the most common framework in which algorithms with
predictions (also learning-augmented algorithms, see Mitzenmacher and Vassilvitskii [2021])
are studied for static problems.! A warm start algorithm solves an instance I from an

instance space I to find a solution S in a solution space S. In addition to I, the algorithm is

By “static,” we mean problems for which we are given all inputs up front, and we wish to minimize
runtime. This is as opposed to work in online, streaming, dynamic, and approximation algorithms.
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given a prediction P € S, which can be thought of as a “guess” of the solution. The runtime
of the algorithm depends on how far S is from P. This has applications in settings in which
one must solve a series of related instances of a problem, and can learn information about
“typical” solutions. An example is a network routing problem that must be solved daily, for

which the user knows that “today’s network traffic is not too different than yesterday’s.”

In this setting, the solution space S is a metric space with distance d(-,-), and the runtime
of an algorithm on instance I with prediction P can be bounded by d(P,S), where S is
the true solution of instance I. (We wrap factors that depend on the size of the instance
and other details into the distance function d.) Examples that fit in this framework include
algorithms for bipartite matching [Dinitz, Im, Lavastida, Moseley, and Vassilvitskii, 2021,
Chen, Silwal, Vakilian, and Zhang, 2022] and network flows [Davies, Moseley, Vassilvitskii,
and Wang, 2023]. Additionally, many algorithms that follow the paradigm of local search on

the solution space can also be cast in this framework.

Given warm starts as an algorithmic primitive, the question remains how to obtain and use
high quality predictions to achieve good performance. Previous work on this problem has fo-
cused on competing with the best fixed prediction in hindsight. In the distributional setting,
Dinitz, Im, Lavastida, Moseley, and Vassilvitskii [2021] and Davies, Moseley, Vassilvitskii,
and Wang [2023] show that it is possible to PAC-learn a good fixed prediction to use with
future instances. In the online setting, Khodak, Balcan, Talwalkar, and Vassilvitskii [2022]
show that it is possible to compete with the best fixed prediction in hindsight, and their

work extends to algorithms with predictions in settings beyond warm starts.

These results demonstrate settings in which warm starts can give us an advantage. However,
to see a large advantage, we must be in a setting where the best fixed prediction leads to

much better performance than a generic default prediction. This means that the solutions
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of most instances coming from our distribution must be very close to the prediction, and
therefore very similar to each other, which is a restrictive assumption. Our work explores

less restrictive structure that we can take advantage of to achieve good performance.

We observe that warm start algorithms have many properties that we can take advantage
of, that make them powerful and flexible. They are packaged local search routines that
allow you to search the solution space by conceptually growing a ball around a prediction,
where the radius of a ball corresponds to the runtime of the warm start algorithm. It is
also possible to run multiple instantiations of the algorithm in parallel, and simultaneously
search the space from multiple points. Another useful property of warm starts is that every
time we solve an instance, we learn the optimal prediction for that instance, i.e. the solution.
These observations motivate our main question:

Question 10.1.1. Are there settings in which we can use warm-start algorithms to achieve

significantly better performance than any single fixed prediction?

In this work, we leverage these properties of warm starts to compete against a variety of
stronger baselines, answering this question in the affirmative. In particular, we consider
competing with a set of k predictions P € S¥. That is, the cost of P with respect to an
instance I with solution S is the distance from S to the closest prediction: minpep d(S, P).
This is analogous to the k-medians objective. We also consider competing with the best

function h from some given class, mapping each instance to one of k predictions.

It is somewhat surprising that it is possible to achieve any non-trivial guarantees against
multiple points, especially in the online setting. Previous work approaches this problem
by reducing to online convex optimization Khodak, Balcan, Talwalkar, and Vassilvitskii
[2022]. We note that in the standard online convex optimization setting, we cannot expect

to compete with a collection of multiple points and achieve vanishing regret. In particular,



COMPETITIVE STRATEGIES FOR WARM STARTS 357

even going from 1 trajectory to 2 trajectories makes the offline problem of choosing the best
trajectories go from being convex to being non-convex. We observe that vanishing regret is
actually a stronger property than what we need. By accruing constant factors in runtime,
and taking advantage of structural properties such as running algorithms in parallel, we show

that we can compete with far stronger baselines.

We note that there is a line of work that studies competing against multiple predictions for
algorithms with predictions for online problems (see e.g. [Anand, Ge, Kumar, and Panigrahi,
2022, Dinitz, Im, Lavastida, Moseley, and Vassilvitskii, 2022, Antoniadis, Coester, Elias,
Polak, and Simon, 2023]), which has a different set of challenges and techniques from the
warm start setting, which are discussed more in Section 10.1.1. Our work is, to the best of

our knowledge, the first to consider this problem for warm starts.

Competing against multiple points offline. Our first setting is simple, but we find
it beneficial to provide a formal treatment as it motivates our other two settings. In this
setting, we consider instance-solution pairs drawn from a distribution D over I x S. Here,
we can use a simple strategy that learns k fixed predictions for D from samples. Then, for a
subsequent instance (I,.S) ~ D, for each prediction we can run an instantiation of our warm
start algorithm “in parallel,”? and output the solution of the thread that completes first.
Informal Theorem 10.1.2 (Competing against k fixed points offline, Formally Theo-
rem 10.3.5). For a distribution D over I x S it is possible to learn a set of k predictions
P that is an O(1) approzimation to

argmin E {mind(S,P}].

Pesk (I,S)/\/D PGP

2By “in parallel,” we refer to interleaving the k threads of computation, resulting in a sequential algorithm.
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Furthermore, given a set of predictions 13, we can design a procedure such that the time to

solve a new instance I € 1 with (unknown) true solution S € S is

O(k) - mind(S, P).

PeP

We note that a Q(k) approximation factor in the runtime is necessary without assuming

more structure in the problem (Remark 10.3.6).

Learning “coarse information.” This motivates our second setting, in which we avoid
this extra (k) factor in the runtime. Suppose we had access to extra “coarse information”
about the mapping from instances and solutions. A warm start algorithm, or indeed any
algorithm, already encodes the perfect mapping between instances and solutions. However,
this comes at a high cost to uncover. We model coarse information as a k-wise partition of
the instance space h : I — [k], where we expect that two instances I; and I that map to the
same partition have similar solutions. In addition, we expect h(I) to be significantly faster
to compute than solving the instance I. Given an h that satisfies these properties, we can
learn a fixed prediction P for each partition i of h with respect to a distribution D over
I x S. Then, for a new instance (I,S) ~ D, we can use the single prediction P"*)). This

allows us to potentially avoid the O(k) factor in the runtime of the previous theorem.

Thus the question is whether we can learn a partition h of I that is informative and well-
aligned with D. We show that given a class of efficiently-computable candidate partitions
‘H, it is possible to learn an h € H that is approximately best-aligned with the distribution
D.

Informal Theorem 10.1.3 (Competing with a hypothesis class of k-wise partitions offline,

Formally Theorem 10.4.10). For a distribution D over I X S, and a learnable hypothesis
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class H of k-wise partitions of I, given access to an appropriate ERM oracle over H, it is
possible to learn an h : 1 — [k] and set of predictions P = (PW, ..., P®) that are an O(1)
approximation to

minmin  E [d(S, P(h(l)))} .

heH PeSk (1,5)~D
Furthermore, given an h: 1 — [k] and P = (P(l), e P(k)), we can design a procedure such
that the expected time to solve a new instance is

' (h(1))
(L;[;ZND [runtime(h(I)) + d(S, P"))]

We achieve this via a two step procedure, that first learns an approximately good set of
k centers for D, then uses an ERM oracle to find an h € H that aligns well with this set
of centers. While there may be no reason to expect that the k centers chosen in the first
step are similar to the best centers for the best h € H, we show that this strategy is still

approximately optimal.

Competitive algorithms to solve sequences of instances. Finally, we consider an
online setting where instances arrive sequentially. One of the main motivations of warm start
algorithms is settings in which instances that arrive close in time are likely to be similar.
One example is the setting explored in experiments by Davies, Moseley, Vassilvitskii, and
Wang [2023], in which they use warm starts to speed up solving a series of flow instances

that correspond to image segmentation tasks on frames of a video.

We formulate the online ball search problem to model this setting. In this problem, on each
day there is an hidden point S € S (corresponding to the true solution of that day’s instance)

that the algorithm must find. The algorithm is allowed to search the space S by growing
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balls around points of its choosing in S. The algorithm succeeds when one of the balls first
contains S. Each of these balls corresponds to running an instance of an algorithm A(7, P)
using a particular prediction P. The radius of the ball corresponds to the number of steps

for which the algorithm was run.

In this setting, we design competitive algorithms that compete against the best strategy in
hindsight. The strategies that we compete against are collections of £ predictions that are
allowed to move over time. We call these moving predictions trajectories. The cost of a
collection of k trajectories is the total hit cost plus the total movement cost. The hit cost
on a given day is the distance from that day’s solution to the closest of the trajectories on
that day. The total movement cost is the total distance that each of the k trajectories moves
over time. This is a generalization of competing with £ fixed points, that includes adaptive

strategies.

Note that while the baseline strategies that we compete against are constrained to using &
predictions, and must pay to move the predictions, the online algorithm has no constraint
on how many predictions it can use (i.e., points from which it can search), nor does it pay to
move predictions. We note that the restriction on the offline strategies is necessary, because
if the offline strategy was allowed to move arbitrarily, it would move perfectly to the solution

on each day and achieve cost 0, making it impossible to compete with.

Our objective is to minimize the total runtime to solve a sequence of instances. The runtime
to solve the instances corresponds to the sum of radii that the algorithm searches, which is
the number of steps it runs of the subroutine A, plus any additional overhead in running the
algorithm.

Informal Theorem 10.1.4 (Competing with trajectories online efficiently, Formally The-

orem 10.5.16). We have an algorithm for online ball search that is O(k*In” k)-competitive
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with any set of k trajectories, where the total runtime of the algorithm is bounded by O(1)
times the number of steps it runs of the algorithms-with-predictions subroutine. That is, this

algorithm does at most O(k*In* k) times as much work as any set of k trajectories.

Furthermore, the algorithm is deterministic and therefore robust to an adaptive adversary,

and oblivious to the setting of k, so the guarantee holds for all k simultaneously.

This guarantee states that our online algorithm has runtime comparable, within an O(k* In® k)
factor, to any offline strategy that is allowed to maintain & moving predictions, and pay the
cost on each day from that days solution to the closest of the predictions. In some sense, this
algorithm does well when the solutions to the instances we see fall into k& (moving) clusters,
and our objective is related to the k-medians objective. Thus, it is particularly nice that
the algorithm does not need to know k, as in practice we often do not know the number of

clusters in our data in advance.

To approach the online problem, it is illustrative to first consider competing with only one
trajectory. In this setting, an algorithm that always uses the previous day’s solution as the
next day’s prediction is 2-competitive (via the triangle inequality). Note that this simple
guarantee already generalizes what was previously known, as it competes not only with the
best fixed prediction in hindsight, but also against adaptive strategies that move over time.
For multiple trajectories, this simple strategy is no longer enough, as the previous day’s
solution could come from some other trajectory, and be arbitrarily far away from today’s

solution.

Our algorithm for multiple trajectories addresses this by searching from all previous solutions
in parallel. These “threads” are run at quadratically decaying rates, i.e. the thread of the
1th most recent solution is run at rate Ti% This leaves the issue that the previous solution

from the same trajectory as today could be arbitrarily far in the past, and be run at an
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extremely slow rate. This is addressed by “pruning” threads that are no longer fruitful.
That is, when the ball searched around a solution ¢ fully contains the ball searched around
a previous solution j, the algorithm can stop running thread j, as that work is redundant
with thread ¢. Then, we can increase the rates of the threads that are lower priority than j,
and maintain that there is at most one thread being run at each rate ﬁ for each integer 7.
In the analysis we show that either the algorithm runs long enough for the previous solution
from the same trajectory as today to be elevated to rate > m and eventually solve the
instance, or the algorithm terminates more quickly than that, which is even better. This

allows us to bound the competitive ratio.

To bound the runtime, we note that the amount of work done by each thread is actually
dominated by the work done to check if it was been pruned yet. This blows up the work

done by the ith fastest thread by a factor O(i). Since the rate at which the ith thread takes

steps of A is 57, the rate at which it does work is O(i) - 5ir; = O(57r;). Thus, summing

the work done over all of the threads results in a convergent series, and we are able to bound

the total work done by the algorithm by the work done by the fastest thread.

We remark that if we relax our objective to only be competitive in sum of radii searched, and
not worry about the runtime of the algorithm, the problem is still interesting. This could
correspond to settings where steps of the subroutine are much more costly than steps of the
online scheduling algorithm. In this setting, we can design an algorithm with an improved

competitive ratio of O(k?) based on a reduction to the k-server problem (Corollary 10.5.7).

In this work, we demonstrate that warm starts are a powerful algorithmic primitive that can,
in many settings, be used in ways that are much stronger than competing with one fixed
point in hindsight. This opens new research directions in more effective ways to learn and

use warm starts. We also observe that the properties of warm starts that we use may hold
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in many settings that use local-search type algorithms, and we hope that our techniques can

be extended to broad-ranging applications.

10.1.1 Related work

Algorithms with predictions. We refer the reader to Section 8.2 for a primer on algo-

rithms with predictions.

Data-driven algorithms. We refer the reader to Section 8.3 for an introduction to data-
driven algorithm design. Data-driven algorithms are often studied in online settings where
one must learn a good parameter setting over time. This is usually studied in the framework
of regret, where an algorithm must compete with the best fixed parameter setting in hind-
sight. There is a line of work that considers “mixture” settings, in which the performance
of the algorithm competes against multiple points in hindsight. Sharma, Balcan, and Dick
[2020] give guarantees for shifting regret, where the algorithm must compete against offline
strategies that can switch parameter settings some fixed number of times. Balcan, Khodak,
Sharma, and Talwalkar [2021] study meta-learning, in which an algorithm sees samples from
multiple distributions one at a time, and uses information from previous distributions to
learn good initializations for future distributions. These settings are different from ours,
as the set of points that they compete with are considered sequentially, whereas we com-
pete with a k-medians style objective. Khodak, Chow, Balcan, and Talwalkar [2024] use
a contextual bandit framework to choose different parameter settings for different types of
instances. This is related to the setting that we study in Section 10.4, in that we are learning
information about the instance space, to provide parameter settings that are more fit to each

instance.



COMPETITIVE STRATEGIES FOR WARM STARTS 364

Warm starts. Warm starts are a popular heuristic that are used in practice to speed up
the computation of various problems, e.g. for linear and mixed integer programs [Gurobi
Optimization, LLC, 2023]. Due to their success in practice, a line of work has sought to
provide rigorous theoretical guarantees for problems such as bipartite matching [Dinitz, Im,
Lavastida, Moseley, and Vassilvitskii, 2021, Chen, Silwal, Vakilian, and Zhang, 2022] and
max flow [Davies, Moseley, Vassilvitskii, and Wang, 2023]. Previous work has studied the
problem of solving a sequence of instances using a learning-augmented algorithm to compete
with the performance of the best fixed prediction in hindsight [Khodak, Balcan, Talwalkar,
and Vassilvitskii, 2022]. Our work is, to the best of our knowledge, the first to consider the

problem of competing with multiple predictions in the warm start setting.

Dynamic algorithms. We note that the online setting of our problem, in which we solve
a sequence of related instances, is related to the setting of dynamic algorithms. In dynamic
algorithms, the input can change in small, structured ways from one day to the next (e.g.
for a graph, one edge is inserted or deleted per day). A dynamic algorithm must update
its solution based on the change in the input, and seeks to minimize its update time, or
runtime to perform this update on a given day. In dynamic algorithms, we typically hope to
achieve update time that is sublinear, or even much smaller, in the size of the input. This
justifies that a dynamic algorithm is much more efficient than solving each day’s instance

from scratch.

In the warm start setting on the other hand, the input instance can change arbitrarily from
day to day. Thus, we cannot hope for sublinear update times, as the algorithm must at least
read the input and verify the predicted solution on each day. However, as we show in this
work, in this less structured setting, it is possible to compete against stronger baselines. For

example, consider a setting where on each day we receive an input corresponding to one of
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several slowly changing graphs. This falls outside the standard dynamic model, but can be
addressed by our guarantee that competes with multiple trajectories. There is also a line of
work that considers dynamic algorithms with predictions including [Liu and Srinivas, 2024]
which is the focus of Chapter 9, but this setting is quite different than the one we consider

in this chapter.

Multiple predictions for online algorithms. There is a line of work that studies com-
peting with multiple predictions for online algorithms with predictions. Online algorithms
usually have some notion of commitment, where on each day the algorithm must make an
irrevocable decision that affects future performance. Typically, algorithms with predictions
in this setting solicit information about future events. Given multiple such predictions, the
challenge is combining them into one decision that can be made on a given time step. Be-
cause the decisions that the algorithm makes vary from problem to problem, techniques to
combine predictions often have to be problem specific. Work in this area includes strate-
gies for scheduling problems [Dinitz, Im, Lavastida, Moseley, and Vassilvitskii, 2022], set
cover and facility location [Anand, Ge, Kumar, and Panigrahi, 2022], and metric algorithms
[Antoniadis, Coester, Elias, Polak, and Simon, 2023]. This setting is significantly different
from ours. In our setting, we can asymptotically compete with multiple predictions by run-
ning multiple instantiations of the learning-augmented algorithm in parallel. This leads to

a different set of strategies and techniques than in the online setting.

Online search and server problems. The online ball search problem that we formulate
in this work has connections to other well-studied online problems. Previous work has
approached this problem through the lens of online convex optimization [Khodak, Balcan,
Talwalkar, and Vassilvitskii, 2022], to provide competitive guarantees against a single fixed

point in hindsight. We note that in going from competing against one trajectory to competing
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against multiple trajectories, our problem becomes non-convex, and we require a different

set of tools to approach it.

For competing against k-trajectories, the closest connection is to the k-server problem [Man-
asse, McGeoch, and Sleator, 1988, 1990], in which we must service a sequence of requests
in a metric space, using k servers, while moving the servers as little as possible over the
course of the algorithm. In our setting, we can think predictions as servers, and the solu-
tions of arriving instances as being requests, a connection that we explore in Section 10.5.2.
While we can solve online ball search with a reduction to the k-server problem, it is not
clear if they are equivalent problems, and another approach we propose for online ball search

(Section 10.5.3) does not go through this connection.

A related online search problem is the oil searching problem [McGregor, Onak, and Pani-
grahy, 2009], in which an algorithm can put in work to search n locations to certain depths
to try to find a resource. This is related to our problem, in which the algorithm can put
in work at various predictions to try to find a solution near that prediction. However, our
problem allows the algorithm more freedom in choosing the staring location, and has a differ-
ent objective function. Other related search problems are the cow path problem [Kao, Reif,
and Tate, 1993], and the problem of searching in the plane [Baeza-Yates, Culberson, and
Rawlins, 1993]. In these problems the algorithm is allowed to traverse the space in different

ways than in online ball search.

The objective of the online ball search problem is analogous to the k-medians objective
function in clustering, in some sense. Thus, the online problem also has connections to
online and dynamic k-medians clustering [Bhattacharya, Costa, Lattanzi, and Parotsidis,
2023], and online steiner tree [Imase and Waxman, 1991, Alon and Azar, 1992, Gu, Gupta,

and Kumar, 2016] though the objectives of these problems are somewhat different from ours.
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We note that the online steiner tree problem has also been studied in the learning-augmented

setting [Xu and Moseley, 2021], a setting which is quite different from this work.

Solving sequences of correlated instances. Another related line of work studies the
problem of solving correlated instances of a problem. Dinur, Goldwasser, and Lin [2015]
show that for certain NP-hard constraint satisfaction problems, it is possible to get improved
algorithms when solving a series of instances where the solutions are small perturbations of
each other. Goldwasser and Holden [2017] study a similar model, for problems in P, where
they establish fine-grained complexity bounds. This line of work is spiritually related to our

problem, but is a significantly different model from the one that we study.

10.2 Preliminaries

We model an algorithm as solving instances from an instance space I to produce solutions
from a solution space S. That is, a (standard) algorithm A takes I € I as input to produce
A(I) = S € S. To model a warm start algorithm, we assume a metric distance d on the
solution space S.

Definition 10.2.1 (Warm start algorithm). A warm start algorithm A is one that takes a
problem instance I € 1 and a predicted solution P € S as input. A(I, P) outputs the true

solution S € S of instance I in time < d(P,S5).

To justify modelling the runtime of an algorithm with predictions as a metric distance over
the solution space S, consider the following examples. For bipartite matching, Dinitz, Im,
Lavastida, Moseley, and Vassilvitskii [2021] give an algorithm with runtime
O (my/n- (14 |ly* —3]]1)), where 7 is the predicted (dual) solution, and y* is the opti-
mal (dual) solution. Chen, Silwal, Vakilian, and Zhang [2022] improve the guarantee to

O (my/n+ (m +nlogn)||ly* — 7llo). Both of these runtimes can be interpreted as a metric
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distance that is essentially the distance between the true solution and the predicted solution
in the relevant norm, scaled by a factor that depends on the input size. Another example
is the algorithm of Davies, Moseley, Vassilvitskii, and Wang [2023] which solves instances
of max-flow in time O(|E| - (1 +||f — f*||1)), where |E| is the number of edges in the flow

network, fis the predicted flow (as a vector), and f* is the optimal flow closest to f

Note that we consider copies of the same solution to be distinct entities at some fixed distance
from each other that depends on the input size. This is because even when the predicted
solution is exactly the true solution, a warm-start algorithm will still take some amount of
time to verify the solution. This is reflected in the time-bounds that are given above, which
are lower bounded by a constant that depends on the input size. This is consistent with
our characterization of the runtime as a metric on the solution space. For example, in many

settings, we can take the distance between a prediction P and a solution S to be
d(P,S) = I]- (1 +[lP—S])

where || is the size of the relevant instances, and ||P — S| is the distance between P and S

as vectors taken in the relevant norm.

In the remainder of the chapter, we will assume that the runtime of a warm start algorithm
corresponds to some metric distance d that is known and easily computable. In particular,
we make the following assumption.

Assumption 10.2.2 (Metric distance is easily computable). It is possible to compute the
distance, d(S1, S2), between any two points, S1, Sy € S, in time at most dy,, where dpy, is
the minimum distance in S. Recall that the distance S is lower bounded, as we consider two

copies of the same point to be distinct entities at some fized distance away from each other.
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For ease of notation, we will consider the distance d to be scaled by a factor such that
duin = 1 and the time to compute the distance between points is O(1). This is without loss

of generality, as we give multiplicative runtime guarantees in terms of d.

This assumption is reasonable, because in our applications of interest, the points in S are
represented by vectors of dimension that scales with the input size, and the distance function
is distance taken in an appropriate norm. The runtime of the warm-start algorithms also has
a multiplicative factor that scales with the input size, so the time to calculate the distance
is on the same order of magnitude as the time to perform “one iteration” of the warm-start

algorithm.

10.3 Competing Against £ Fixed Points Offline

As a warm up and motivating example, we consider a distribution D over instance-solution
pairs I x S. We assume that there is a underlying ground-truth mapping from instances
I €1 to solutions S € S that is uncovered by our algorithm-with-predictions A. Thus it is
sufficient to assume a distribution only over I, and we include the solution in the distribution
for ease of notation. In many places it will be useful to consider the marginal distribution

of solutions.

We show that, with access to i.i.d. samples from D, a simple strategy of running the predic-
tions in parallel can compete with the best k fixed predictions for the distribution, with an
O(k) approximation factor. This is a generalization of the results in [Dinitz, Im, Lavastida,
Moseley, and Vassilvitskii, 2021] and [Davies, Moseley, Vassilvitskii, and Wang, 2023], which

show that it is possible to PAC learn the single best fixed prediction with respect to D.

Our main observation is that a warm start algorithm-with-predictions allows us to run mul-
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Algorithm 10.1 Using k& Predictions in Parallel

1: Run A(I, ;) for all j € [k] “in paralle]”® until one of them completes
2: Output the solution of the A(Z, P;) that completed

tiple threads in parallel, allowing us to compete with the performance of the best thread.
Lemma 10.3.1 (Using k predictions). Given an algorithm-with-predictions A for instances
in I, and a set of k predictions P = (Py,..., P.), P, € S, for an instance I with (unknown)

true solution S, we can solve I in time

O(k - d(5, P(5))),

where P(S) = argminp cp d(5, F)).

Proof. We run the algorithm-with-predictions in parallel with each of the k predictions, and
output the solution of the thread that completes first (Algorithm 10.1). Let P(S) = P
be the prediction that minimizes d(S, Pj+). We know that the time that Algorithm 10.1
spends on thread j*, i.e. the runtime of A(I, P;+), is O(d(S, Pj+)). Since the threads are
run in parallel at the same rate, this means that the time that Algorithm 10.1 spends on
any thread j is O(d(S, Pj»)), and therefore the total runtime of the algorithm is bounded by
O(k -d(S, Pj+)). [

We observe that it is possible to learn an approximately good set of predictions with respect
to a distribution D over S from samples, by noting that this is the k-medians clustering
problem for the distribution D. We provide a standard sample compression argument that
assumes little structure on S for completeness, and note that better bounds are known for

specific settings of interest.

3Here, we use “in parallel” to mean alternately running a constant number of steps of each of the A(I, P;),
resulting in a sequential algorithm.
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Definition 10.3.2 (Clustering cost of a set). Let X = {Xy,..., X,,} be a set of m points

from S, and C € S* be an arbitrary set of k centers. We define the cost of C over X by

1
t(C,X) = — d(C(X;), Xi)],
cost(C, X) m;[(( ); Xi)]
where C(X;) is the closest center in C to X;.
Definition 10.3.3 (Clustering cost of a distribution). Let D be a distribution over I x S,
and C € S* be an arbitrary set of k centers. We define the cost of C over D by
t(C,D) = d(C(S5),S
cost(C,D) = E_[d(C(S).5)].
where C(S) is the closest center in C to S.
Lemma 10.3.4 (Learning k fixed points). For a distribution D over instance-solution

pairs, it is possible to learn an O(1)-approximate k-medians clustering of D from m >

12-dmax-k-log(1/9)
cost(C*,D)

width of S.

samples drawn i.i.d. from D, with probability > 1 — 26, where dy. s the

Proof. Let C* = (C’(*l), ey C’(*k)) be a best set of k£ centers for distribution D. Let d,,. be
the width (largest distance) of the metric space S. Consider X = {Xj,..., X,,}, a set of m
samples drawn i.i.d. from D. First, we bound the probability that the average loss of C*
over X is far from the average loss of C* over D. Let

cost(C*, D) = X]ED d(C"(X),X)],

where C*(X) is the closest C' € C* to X. Similarly, define the empirical cost of C* over X
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as
1 m

cost(C*, X) = —
)= 2, 4C

Now we can use a Chernoff-Hoeffding bound to see that

m-cost(C*,D)

P [cost(C*, X) > 2 - cost(C*,D)] = e 3dmax

Thus, by setting m > log(1/J) - mg’td(’%, for some 0 < § < 1 we can achieve that the
empirical loss of C* over the samples X is at most twice the true loss over the distribution,

with probability > 1 — 4.

Now, we show that it is possible to learn an approximately good clustering for D from X.
Our learning algorithm proceeds as follows. It considers all (ZL) subsets of X as possible

centers. Of the possible centers, it chooses the C with the lowest empirical loss.

By a sample compression argument, see e.g. Theorem 30.2 in [Shalev-Shwartz and Ben-David,

2014], we have that with probability at least 1 — o

4k log(m/0) 8k‘log(m/(5)

m m

cost(a, D) < Cost(a, X\ 6) + \/cost(C X\ C)
Setting m to be sufficiently larger than 4k log(1/§)d .y allows us to conclude that

cost(a,D) <2 cost(é, X\ (AJ)

Now, we note that there is a clustering of X that uses points from X as centers, that has

cost at most 2 times that of C* on X. To see this, consider mapping each center in C* to
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its nearest point in X, to get C’,

Ciy = ar)%énxin d(Cp,), X).

We have that for each X € X

d(C'(X), X) < d(C*(X), X) + min d(C*(X), X’)

X'eX

<2.d(C*(X), X).

Since C is the cost minimizer over all sets of centers that are subsets of X, this means that
cost(C, X) < 2 - cost(C*, X)). Furthermore, since 2k < m, we have that cost(C,X \ C) <

2- Cost((A?, X). Finally, we get that if m > %W, then with probability > 1 — 2§

cost(C, D) < 2 cost(C, X \ C)
< 4 - cost(C, X)
< 8- cost(C*, X)

< 16 - cost(C*, D),
so C is an O(1)-approximation to the minimum cost k-clustering of D. O

Using the above lemmas, we can conclude the following theorem.

Theorem 10.3.5 (Competing against k fixed points offline). With access tom > %W

1.1.d. samples from D, it is possible to design an algorithm that has expected runtime
O(k) - cost(C*, D)

on future instances drawn from D, where C* is the set of k centers in S that minimizes the
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cost with respect to D.

12-dmax-k-log(1/9)

Proof. Lemma 10.3.4 tells us that from m > cost (G*.D)

samples, with probability > 1—20

we can learn a set of centers C such that
cost(a,D) = O(1) - cost(C*, D).

Once we have (AJ, on a subsequent instance-solution pair (I, S) ~ D, we can use the algorithm
from Lemma 10.3.1 to solve I in expected time
E |O(k-d(8,C(8))| = O(k) - cost(C, D
LE [0tk d(5.6(5))] = 0(h) - cost (€. D)

= O(k) - cost(C*, D).

]

Remark 10.3.6. In the generality that we have modeled the problem in this section, we
cannot hope to achieve an approximation factor that is o(k). Consider the following bad
example. There are k planted solutions that are arbitrarily far apart. Our distribution serves
instances such that there is a uniform probability that any of these planted solutions is the
true solution. Thus, an algorithm must either explore a constant fraction of the k planted
solutions in expectation, incurring a O(k)-approximation, or pay the large distance between

the solutions, resulting in an unbounded approximation.

It is potentially possible to get around this lower bound by taking advantage of additional

structure in the problem. We explore one such approach in Section 10.4.
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10.4 Competing with a Hypothesis Class of k-wise Par-

titions Offline

In the previous section, we showed that in the offline setting, it is possible to construct
an algorithm that competes with the best k-wise clustering cost for the distribution, with
a factor O(k) blow-up. We also show that, without additional assumptions, this is the
best approximation factor achievable for this model. In this section, we investigate ways
to leverage extra information to remove the multiplicative O(k) factor. In particular, to
achieve better performance than the lower bound, we must have some additional way to

extract information about the location of S from I.

A learning-augmented algorithm, or indeed any algorithm to solve instances I, already en-
codes the mapping from instances to solutions. However, it encodes the exact mapping, and
the cost of uncovering the mapping is high. It is reasonable that for many distributions of
interest over I x S, we can learn a coarse mapping between instances and solutions, that can

help us search for the solution faster.

A natural way to model a coarse mapping between instances and solutions is as a k-wise
partition over the instance space I, i.e. h : I — [k], where we expect that instances in
a particular partition have solutions that are similar. With this additional assumption of
access to a partition h : I — [k], we can learn the best fixed prediction for each partition of
h. Once we have the k predictions fixed, for a new instance I, we can evaluate h(I) and use
the corresponding prediction to solve I. This avoids the factor £ blow up in runtime that

we had to incur in the previous section.

We note that this is somewhat different from the approach in the previous section (Sec-

tion 10.3). In the previous section, we can think of the k predictions C that we choose as
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defining an implicit partition of the solution space, where each partition corresponds to a
section in the Voronoi diagram of S defined by C. Because the partition is over the solution
space, given a fresh instance I, it is not easy to see which partition I’s solution belongs to.
Thus we must run all of the predictions, and accrue an (k) approximation factor. In this
section, we are considering partitions h over instance space, so that given a new instance I,
we can easily compute the partition that I belongs to. This also implicitly defines subsets
of the solution space S, where the ith (potentially overlapping) subset consists of solutions
corresponding to instances in the ith partition of h. We note that these subsets may not

have any particular structure.

The question remains whether it is possible to learn a good partition h : I — [k] for a
distribution D. We consider the setting where we must select a partition from a hypothesis
class ‘H of potential efficiently-computable partitions of I. We aim to minimize the expected
runtime on future instance-solution pairs from D. We show that when the hypothesis class H
of k-wise partitions of I is learnable, it is indeed possible to learn an approximately optimal

h € H and set of predictions, or “centers,” C € S* for the partitions of h.

We do this by constructing a loss function, C-loss that can be used with an ERM oracle. In
Section 10.4.1, we give the main result of this section, which is showing that the C-loss of
a partition h : I — [k] approximates the cost of h over a distribution D. In Section 10.4.2
we show that if the hypothesis class H of partitions is learnable, then we can learn an
approximately optimal hypothesis h € H. In Section 10.4.3, we conclude an algorithmic
guarantee.

Definition 10.4.1 (Clustering cost of k-wise partition). Let D be a distribution over I x S,
and h be a k-wise partition of S. We define the cost of h over D by

cost(h,D)= E [d(C;Lh([)),S)},

(I,S)~D
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where Cy, is the collection of the best centers for each partition of h, with respect to D. That
18,

CY —argmin E [d(C,S) | h(I) =1].

ces [,9)~D

Definition 10.4.2 (C-loss). Let D be a distribution over I x S, and h be a k-wise partition
of S, and C € S* be an arbitrary set of k centers. We define the C-loss of h on a point
(1,S)€IxS as

la(h, (1,5)) = d(S,C),

We denote the expected C-loss of h over D by

lc(h,D) = [d(S,Cc"UN)].

(I,S)~D

Definition 10.4.3 (Rotation). For h € H, where H is a hypothesis class of k-wise partitions,
we say that the rotation of h by some ¢ : [k] — [k] is ¢ o h. (Note that ¢ does not have to
be bijective. )

Definition 10.4.4 (Rotational completion). We say that a hypothesis class H of k-wise

partitions is rotationally complete if for every h € H and ¢ : [k] — [k],

poheH.

For any hypothesis class H of k-wise partitions, we denote the rotational completion of H

by rc(H), where we define

rc(H) ={poh|heH p: [kl — [k]}
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10.4.1 Approximation

The main technical component of this section is designing the C-loss (Definition 10.4.2),
that approximates the clustering cost of a k-wise partition, while also being decomposable
and therefore usable with an ERM oracle.

Lemma 10.4.5 ({c(h,D) approximates clustering cost). Consider a distribution D over
pairs (I,8) € (I1,S), an arbitrary set of k centers C = (CW, ..., C®) e S*, and a hypothesis
class H of k-wise partitions of S. For every h € H, there exists a rotation ¢ : [k] — [k],
such that

lc(poh,D) <O(1) - (cost(h,D) + cost(C, D)) .

Proof. First, we consider the cost associated with a particular partition i of h. We show how
to choose a center j from C to assign this partition. Let CS) be the best possible center in

S for partition ¢ of h for D. That is,

CY —argmin E [d(S,C) | k() =1].
h g (LS)ND[( ) | h(I) =1i]

Let C(S) be the best center from C for a solution S € S. That is,

C(S) = argmind(S, CY).
c@

Now, we can associate Cg) with its closest center in C. Formally, let

©(i) = argmin d(CY, Cg)).
€[k
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Then we have

E [d(S,C¥") | n(I) =]

(I,8)~D
< E s, C' | h(I) = i] + d(C*@D C) triangle inequality
(i : (i :
< = C | () =
< R dECHIMD =1+ B 1d(C(S),C7) [ hl) =1

(3) . (4) . . . .
< ([,ngND[d(S, C, )| h(I) =1+ (ngp[d(S, C,’)+d(S,C(S)) | h(I) =1] triangle inequality

_9. (2) -3 =1
2 B _[(S.C0) |M(D =i+ E_[d(S.C(S))|h(D) =1

Taking the appropriate combination over the partitions i, we get

(c(poh,D)
= (ngp[d(& C(w(h(l))))]
:ie[k] (L%]’N,D[h([) =] (LéEjJND[d(S, CED)) | B(I) = i
SmmIRAMDZH'@'W%AmaC?”hU%ﬂ]Hﬁi;M&CwW|MU=ﬂ>

=2. E [d(S,C"N)+ E [d(S,C(9))]

(I,8)~D (I,8)~D

=2 - cost(h, D) + cost(C, D).

10.4.2 Learning the Hypothesis Class

In this section, we show a series of lemmas that imply that learnability of the hypothesis
class H is enough to imply that the minimum loss h € rc(H) is learnable. The proofs of

these lemmas are largely straightforward sample complexity arguments, which we include
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for completeness.

To characterize the learnability of hypothesis classes, we find it simplest to go through V¥ g-
dimension, as defined by Ben-David, Cesa-Bianchi, and Long [1992].

Lemma 10.4.6 (Vp-dimension of rc(H)). For a hypothesis class H of k-wise partitions over
I, the V-dimension of rc(H) can only be an order k factor (up to logarithmic factors) larger

than the Vg-dimension of H. That is,

Up(re(H)) € O <k:\IlB(H) log(k:\I/B(H))) :

Proof. Suppose that rc(H) can Vg shatter n points xy,...,z, € I. This means that there
exist functions 1, ...,y : [k] = {0, 1} such that for every labeling y € {0, 1}", there exists

an h' € rc(H) such that
Vi(h (i) = i, Vi.

Let S be a set containing one h’ achieving each labeling y. Thus, |S| = 2". Associate each

h' € S with a choice of ¢ and h € H such that i’ = p o h.

There are at most k* possible values of ¢. Thus, there must be some * : [k] — [k] such that
at least 2"/k* elements of S are associated with ¢*. Let S” be the subset of S containing A’

that are associated with ¢*. We have that each h’ € S” maps to a distinct value of

(W1 (R (1)), - Pu(B (20))) = (Y1 0 @")(h(21)), - -, (¥n © ©") (h(2n)))-

Let H' be the set of h that are associated with &' € S’. The above tells us that for functions

k1

(109", ..., (¥nop*), the hypothesis classes in H’ span at least 2" /kF = n Tewn labelings
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of x1,...,x,.

By the Sauer-Shelah lemma, this means that there must be a subset X' C (zy,...,x,)

of size Q((n — klogk)/logn) that is Wp-shattered by S’ with respect to the functions

(Wr0@),..., (Ynop).

Let ¢ be the Wp-dimension of H. Since ¢ € Q(Q2((n — klogk)/logn)), we have that

n € O(kqlogkq). Since this applies when n is Wpg-dimension of rc(#), we have that

Up(re(H)) € O </<:\IIB(’H) log(k\IlB(’H))) :

A simple reduction can construct an ERM oracle for rc(#) using calls to an ERM oracle for
‘H, where the number of calls depends only on k. However, we note that it may be possible
to get a much more efficient ERM oracle, for example when H is rotationally complete to
begin with.

Lemma 10.4.7 (Converting ERM for ‘H to ERM for rc(H)). For a hypothesis class H of
k-wise partitions of I and an empirical distribution D over I X S, given access to an oracle

O that can answer queries of the form

argmin {c(h, D)
heH

for any set of centers C € S*, we can construct an oracle O, that can answer queries of the

form

argmin {c(h’, D)
herc(H)

for any set of centers C € S* using k* calls to O.
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Proof. There are exactly k* possible choices for ¢ : [k] — [k]. Define
©(C) = (C(w(l))7 ..., Cleky),

Then we have that

lc(poh,D) = Llycy(h, D).

Therefore,
argmin {c(h',D) = min (¢ ((p o (argmin lc(poh, D)> ,D)
W erc(H) @:[k]—=[K] heH

= min /(¢ (gp o (argmin&,(c)(h,l))) ,D) .

@:[k]—=[K] heH

Thus, we can evaluate this by enumerating over all choices of ¢, and making one call to O
for each ¢. Then, we can evaluate the empirical loss of ¢ with the minimizing h € H, and

choose the ¢ that achieves the lowest loss. O]

Lemma 10.4.8 (Pseudo-dimension of loss functions). For a fized C, and hypothesis class
H of k-wise partitions over I, the pseudo-dimension of the set of loss functions {c(h,-) for

h € H is bounded by the Vg-dimension of H.

Proof. Let d be the pseudo-dimension of the set of {c(h,-) for h € H. This means that
there exist points z1,...,x4 € I and thresholds tq,...,t; € R such that for every labeling

y € {0,1}", there exists an h € H such that for all i € [d]
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For each i, we construct a function ¢ : [k] — {0,1} via

Yi(z) = :
1 if d(CY, 2;) > ¢

This ensures that for a hypothesis h € H, ¥;(h(x;)) = 0 if and only if ¢c(h, x;) < t;. Thus,
U1, ...,Yq witness the ¥pg-shattering of x1,..., x4, and the pseudo-dimension of the set of

lc(h,-) for h € H is at most the W p-dimension of H. O

Lemma 10.4.9 (Learning guarantee). Given an arbitrary set of centers C over a bounded
space S, a learnable (finite Vp-dimension) rotationally complete hypothesis class H of
k-wise partitions of I, an ERM oracle O that can compute argming,,, {c(h,D’) for em-
pirical distributions D', and sample access to a distribution D over I x S, we can learn an

h € H and a set of centers Cj, € S* such that

E [d(CZ(I), S)} < 0(1) (1 + cost(C, D) + }ILIH% cost(h’,D)) :
'e

(1,8)~D

In particular, if d is the Vg-dimension of H, and dpyax @s the largest distance in S, with

probability 1 — & we can learn the above in

max

1
O(d2 (d+In 5))
samples, where dyax 1S the largest distance in S.

Proof. Since H has W g dimension d, by Lemma 10.4.8 the set of loss functions £ = {{c(h, -) |

h € H} has pseudo-dimension at most d.

By uniform convergence bounds for Wp-dimension [Ben-David, Cesa-Bianchi, and Long,
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1992], we have that for any § € (0,1), any distribution D over I x S, since all of the loss
functions in £ have value bounded in [0, D], m = O(dZ,,(d + In §)) samples are sufficient

max

to ensure that with probability 1 — % over the draw of {(/,9)1,...,(I,S)m} ~ D™, for all
h € H, the difference between the average empirical loss over the samples and the expected

loss over D is at most a constant, i.e.:

m

LS e (1.5)) ~ telh,D)| < 1. (101

m <
Jj=1

Let D,, be the empirical distribution of m samples drawn i.i.d. from D. The ERM oracle O

then gives us h such that

~

h = argmin {c(h, Dy,).
heH

Lemma 10.4.5 implies that, for a rotationally complete H, and

h* = argmin cost(h, D),
heH

the ERM minimizer h achieves

-~

lc(h,D,,) < O(1) - (cost(h™, D) + cost(C, D,y,)),

Combining this with Equation (10.1), we get that

tc(h, D) < O(1) - (1 + cost(h*, D,,) + cost(C, D).

We bound the deviation of cost(h*, D,,) and cost(C, D,,) from cost(h*, D) and cost(C, D).

Specifically, let Cp+ be the optimal set of centers for each partition of A* with respect to D.
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We can write cost(h*, Dy,) < + 31" X, where X; =d (C,(Jl*(li)), S<>, where (1;, S;) are the
independent samples drawn from D. Let X = >"" | X;. By a Chernoff-Hoeffding bound, we

have that

Pl > 50 ) < o (220

1
< eXp(—5(E[X] +m)).
Thus, we have that as long as m > O(log(s)), we have
cost(h*, D,,) < 2-cost(h*,D) + 1,

with probability > 1 — 9.

Similarly, let Y = Y+ --+Y},, where Y; = d(C(S;), S;) where the S; are the m independent
samples we drew from D. Then cost(C, D,,) = = > Y;. By a Chernoff-Hoeffding bound,

we have
P[Y > E[Y] + m] < eXp(—%(E[Y] +m)).
Thus, as long as m > O(log(s)), we have
cost(C, D,,) < cost(C, D) + 1,
with probability > 1 — 2.

Taking a union bound over these events, we have that with m = O(d2,,(d + In $)) samples,

max

(Ig[;:ND [d(C ,S)} <O0(1) (1 + cost(C, D) + Inin cost(h ,'D)) :
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with probability > 1 — 4. m

10.4.3 Algorithmic Guarantee

Finally, we can use the above procedure to design an algorithm that can take advantage of
course information in the form of partitions of S, to achieve a potentially improved runtime
guarantee for future instances.

Theorem 10.4.10 (Competing with a hypothesis class of k-wise partitions offline). Given
an algorithm-with-predictions A, a learnable (finite ¥ g-dimension) rotationally complete hy-
pothesis class H of k-wise partitions of I, an ERM oracle O that can compute
argminy gy, {c(h, D') for empirical distributions D', and O(dZ,,, (d-+1n §)) samples from distri-

bution D over I x S, it is possible to learn an h : I — [k] and set of centers

C=(CW,...,CW) that are an O(1) approzimation to

minmin  E [d(S,C"N)].
heM Cesk (I,5)~D

Furthermore, given an h : 1 — [k] and C = (C'(l), e ,C’(k)), we can design a procedure such

that the expected time to solve a new instance is

' (h(1))
(Lg‘lwp [runtime(h(1)) + d(S,C")] .

Proof. By Lemma 10.3.4 we know that we can use samples from D to find a set of centers

C that are an O(1)-approximation to

argmin cost(C, D).
C
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By Lemma 10.4.9 we have that, using this 6, and additional samples from D, we can find a

hypothesis h € H such that

E [d(éhU),S)] < 0(1) <1 + cost(C, D) +}I}1€i%cost(h’,p)) .

<0(1) <1 + min cost(C, D) + min cost(h',D))
Cesk h'eH

< 0(1) -}rlpei%cost(h’,D) (10.2)

<O(l)-minmin E [d(S,Cc"IN],
heH CeSk (1,5)~D

where the Equation (10.2) follows because the cost of the best hypothesis is lower bounded by
the cost of the best clustering, and because we assume all distances in S are lower bounded

by 1 (see preliminaries, Section 10.2).

Finally, once we have a hypothesis h € H and the centers Cj, on subsequent instances [

h(I
;l()))

drawn from D, we can compute A(I,C , in expected time

; (h(1))
(I’;['%',ND [runtime(h(I)) + d(S,C")] .

10.5 Competing with Trajectories Online

In this section, we consider the problem of solving a series of instance that arrive online.
Consider an instance I € I with (unknown) true solution S € S. As before, we assume that
the solution space S is equipped with a metric distance d, which we can calculate efficiently
(see Assumption 10.2.2). We can think of an algorithm with predictions as searching the

solution space S by growing a ball around a prediction P € S of our choice. The cost of
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the algorithm is the radius of the ball necessary to find S. Furthermore, we can search from
multiple points, and the total cost will be the sum of the radii searched from each of the
points.

Definition 10.5.1 (Online Ball Search). In the online setting, we consider instances arriving
over T days. On each dayt € [T] an instance I; € I arrives, with (unknown) solution S; € S.
We are given access to an algorithm with predictions A such that for any prediction P € S,
the runtime of A(I;, P) is bounded by d(S, P). On each day t € [T], the algorithm must

output S;.

In the online setting, we want to minimize the total work that the algorithm does over a
sequence of T instances. We make no distributional assumptions about the instance-solution
pairs that arrive. Instead, we approach the problem through the lens of competitive analysis,

and provide algorithms that compete with the best strategies in hindsight.

In Section 10.5.1, we define the offline strategies that we are competing against. This requires
careful consideration of various modeling constraints. In Section 10.5.2, we give an algorithm
that is O(k?)-competitive against these baselines in the total radius searched, via a reduction
to k-server. We note that this does not immediately solve our problem of interest, as we
wish to bound the total work done by our algorithm, which is only lower bounded by the
total radius searched. In Section 10.5.3, we give an algorithm that is O(k* In? k)-competitive
in the total radius searched, and which has total runtime bounded by an O(1) factor times
the total radius searched. To approach this, we use significantly different techniques than in

the reduction to k-server.
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10.5.1 Offine Baselines

We will analyze algorithms for this problem under the paradigm of competitive analysis,
where we compare the performance of our algorithm to the performance of the best offline
strategy in hindsight. To do this, we must define the set of offline strategies that we are

competing with.

In our problem setting, on each day, the algorithm is allowed to search outward from any
set of points, and pays for the total radius that is searched before that day’s point is found.
A natural idea is to allow the offline strategies to have the same form. However, the offline
strategy has full knowledge of all of the requests that arrive in the sequence. So, on each
day, it could search exactly from that day’s request, achieving zero cost. Thus, this set of

offline strategies is not particularly meaningful.

This motivates us to consider a restricted set of offline strategies, that captures some structure
in the input that we could hope to take advantage of. This is reasonable, as we must leverage
some structure to get a fast algorithm for sequences of inputs. Otherwise, if we had a fast
algorithm for arbitrary sequences of inputs, this would imply a faster algorithm for one

arbitrary input.

Previous work imposes structure by providing a guarantee that competes with the best fixed
prediction in hindsight [Khodak, Balcan, Talwalkar, and Vassilvitskii, 2022]. This can be
interpreted as imposing the structure that the data is well-clustered, and therefore the best
fixed point performs well for the distribution of inputs. This objective function is analogous
to a 1-medians objective, as our cost is the sum of the distances from the requests to the

center (best fixed prediction in hindsight).

The first extension is to allow the offline strategy to move over time. We must be careful
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about how we do this, as allowing the offline point to move arbitrarily on each day results
in the zero cost issue that we discussed earlier. Thus, we allow to the point to move, but
we charge the offline strategy for the total distance that the point moves. That is, the cost
to the offline strategy on a day ¢ is the sum of the movement cost, the distance that the
strategy moved its prediction on day ¢, and the hit cost, the distance from the request to the
prediction after the prediction moves. We call this strategy a trajectory.

Definition 10.5.2 (Trajectory). A trajectory, with respect to a sequence of instances
{I; : t € [T}, is a sequence of predictions P, € S, for t € [T]. The cost of a trajec-
tory is the sum of the prediction costs for each day’s prediction (“hit cost”), plus the total

distance that the trajectory moves (“movement cost”),

T

> d(Py, Py)

=1

+

)

cost({P, : t € [T]}) = [Z d(P, S,

where Sy is the solution associated with instance I;, and we define the initial Py = 0, is a

fixed arbitrary starting prediction.

The second extension is that we compete against offline strategies that consist of k£ points.
That is, on each day, the hit cost of the offline strategy is the distance from the request to
the nearest of the k points. This setting is analogous to a k-medians objective, as the cost
of each request is the distance from the request to the closest of k£ centers. We note that
the extension from one center to k centers makes the offline problem of choosing the best
strategy go from being convex, to being non-convex.

Definition 10.5.3 (Multiple trajectories). A collection of k trajectories, with respect to a
sequence of instances {I; : t € [T}, is a sequence of predictions {P;, € S : t € [T]}, and
associates each day t with one of the trajectories € [k]. We use T® C [T] to refer the

days that are associated with trajectory i, and we denote the collection of trajectories by
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{P:teTW} ... {P:teT®}).

For a day t € [T], we use prev)(t) to refer to the closest day previous to t that belongs to
trajectory i, and next® (t) to refer to the closest day subsequent to t that belongs to trajectory

i. If t is the first day in its trajectory, then we define prev®(t) = Py = 0.

The cost of the collection of trajectories is the sum of the costs of the k trajectories. The cost
of trajectory i is the single trajectory cost of {P, : t € TW} with respect to {I, : t € T},
That 1s,

cost({B st € TN = | 37 d(R.S) | + | D (o P |
teT (@ teT (@)

k
cost({Pr:t € T}, (Pt e TWY) = cost({P 1t € TV},
=1

We note that while the offline strategy is limited to maintaining a palette of k& predictions, and

must pay to move the predictions, we do not make this requirement of the online algorithm.

Another way to interpret a k-trajectory baseline for a sequence of requests, is that it is
essentially the offline k-server cost for those requests. In the k-server problem, the algorithm
must maintain a set of k-servers in a metric space S. On each day, a request arrives at some
point S € S, and the algorithm must move one of its servers to S. The cost to the algorithm
is the total distance it moves its servers. The offline baseline is the best way to move the
servers, when the sequence of requests is known ahead of time.

Lemma 10.5.4 (Multiple trajectories are approximately k-server baselines).

Let § = (S1,...,S7r) be a sequence of T requests (solutions).

Let {P, :t € TW}, ... {P, : t € T®} be the offline optimal collection of k trajectories for

R. Let serveropt,(S) be the cost of the offline optimal k-server solution serving S. We have
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that

cost({P:t e TWY, ... {P:teT®})
< serveropt(S)

<2-cost({P:t € TWY, ... {P:tcTW}).

Proof. The first inequality follows from observing that a k-server solution that serves the
requests S is a valid collection of k trajectories, that has movement cost equal to the cost of

the k-server solution, and zero hit cost.

For the second inequality, we convert the collection of k trajectories into an offline k-server
solution as follows. We assign each of trajectory one server, that services the requests that
correspond to that trajectory. We can bound the cost to server ¢ by the cost to trajectory .

We can bound the cost of this k-server solution by

Z d(Sprev(i)(t)7 St) < Z [d(sprev(i)(t)7 Pprev(i)(t)) + d(Pprev(i)(t)v Pt) + d(F)M St)]
teT @ teT @

<2 d(SLP)| + | DY AP, Pr)
teT () teT @

<2-cost({P:t e TWY,... . {B:te T}

This observation already gives the following algorithm that is competitive against one tra-
jectory.
Corollary 10.5.5 (“Predict yesterday’s solution” competes with any single trajectory). The

“predict yesterday’s solution” strateqy (Algorithm 10.2) is O(1)-competitive with the best
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Algorithm 10.2 “Predict Yesterday’s Solution”
: P=0
: for day ¢, instance I; arrives do
Sy = A(Iy, P)
P - St
Output solution S,
end for

S g Wy

single trajectory in hindsight. Furthermore, the total runtime of Algorithm 10.2 is bounded

by O(1) times the total radius searched.

Proof. Lemma 10.5.4 tells us that the best offline trajectory has cost within a factor 2 of the
optimal offline 1-server strategy. For any sequence of requests, the optimal 1-server strategy

is simply the one that moves the single server to each request on each day, and pays cost

T

> d(Si-1, 8)).

t=1

This is also the cost of Algorithm 10.2. Thus, Algorithm 10.2 is 2-competitive against any

fixed strategy.

Furthermore, the runtime of Algorithm 10.2 is dominated by the time to run the algorithms-
with-predictions subroutine, so the total runtime of Algorithm 10.2 is bounded by O(1) times

the total radius searched. O

Remark. The guarantee given by this strategy is already stronger than what is shown in
previous work. Khodak, Balcan, Talwalkar, and Vassilvitskii [2022] give a strategy that
competes with the best fized prediction in hindsight. This strategy allows us to compete

with trajectories that are adaptive, in that they move over time.
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10.5.2 Reduction to k-server

We consider the setting of competing against a collection of k trajectories. In this setting,
we can think of the offline optimum as maintaining & prediction points. On each day, the
cost is the distance from today’s solution to the minimum of these points. Like the single
trajectory setting, these points can move over time, and the offline cost is charged for the

total distance that the k£ points move, capturing an adaptive strategy.

In this section, we show how get a competitive algorithm for the online ball search problem
using a competitive algorithm for the k-server problem, with an k factor blow-up in the
competitive ratio. We then discuss why this does not immediately imply a fast algorithm

for solving sequences of instances.

In the k-server problem, an algorithm must maintain the positions of k£ servers in a metric
space S. On each day t € [T, arequest r; € S is made, and the algorithm must move at least
one server to r;. The cost to the algorithm is the total distance that all of the servers move.
The competitive ratio of the algorithm is given with respect to the best offline solution, i.e.
the best way to service the requests in order with k servers in hindsight. For an introduction
to the k-server problem, the reader is referred to the survey of Koutsoupias [2009], with the
note that there has been a good deal of work on this problem since the survey was published.
Theorem 10.5.6 (Online ball search to k-server reduction). Given an a-competitive algo-
rithm for the k-server problem on metric space S, we can construct a O(ka)-competitive

algorithm for the online ball search problem on S.

Proof. We maintain k predictions P, ..., P, € S, which can also be thought of as the position

of k servers.

On each day t € [T, instance I; arrives. Our algorithm runs A(I;, P;) for all ¢ € [k] in
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parallel* at equal rates, until one of them terminates and finds S;. Then, we take S; to be
the request for the k-server problem for day ¢, and run our competitive k-server algorithm

to update the positions of the predictions/servers.

The cost to the online ball search problem is k times the distance from the closest prediction
(at the beginning of day t) to S;. Since the k-server algorithm must service S, the cost to
the k-server algorithm on day ¢ is at least the distance from the closest server/prediction (at
the beginning of day t) to S;. Thus the cost to the online ball search algorithm is bounded

by at most k times the cost to the k-server algorithm.

Finally, the k-server algorithm is a-competitive against the best offline k-server solution that
visits all of the requests S;. By Lemma 10.5.4, we know that this has cost at most O(1)
times more than the k best trajectories for the sequence of Sis. Thus, this algorithm for
online ball search is O(ka)-competitive against k trajectories in the number of steps it takes

of the subroutine A. O

Corollary 10.5.7 (O(k?)-competitive algorithm for online ball search). There exists an

O(k?)-competitive algorithm for the online ball search problem.

This follows from the fact that the work function algorithm is O(k)-competitive for the

k-server problem [Koutsoupias and Papadimitriou, 1995].

The strategy of reducing online ball search to the k-server problem is both promising and
presents some challenges. On the one hand, the k-server problem is a natural and very
well-studied problem in online algorithms. It is promising that improvements to algorithms

for the k-server problem can naturally translate to the online ball search problem.

4Here, by “in parallel” we refer to interleaving the steps of the various threads, resulting in a sequential
algorithm.
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On the other hand, the online ball search problem appears to have some advantages that
are lost in the reduction to k-server. For example, an online ball search algorithm is not
limited to maintaining a palette of exactly k predictions. This allows us in Section 10.5.3 to
design an algorithm that achieves competitive guarantees for all values of £ simultaneously.
Another issue with a k-server strategy, is that existing algorithms for the k server problem
can be computationally intensive. The work function algorithm, for example, requires solving
a max-flow instance on each day ¢ with O(t) vertices. This causes the work to scale badly as
the number of days grows large. Finally, some algorithms for the k-server problem work well
in the setting where the number of points n in the metric space S is finite. A notable example
is the algorithm of Bansal, Buchbinder, Madry, and Naor [2015] which gives a randomized
algorithm that achieves competitive ratio of 6(log2 klog®n) against an oblivious adversary.
However, this is not ideal for our applications of interest, in which the solution space S is
often a space of vectors C R? with distance d(u,v) = ||u — v||, corresponding to a relevant

norm q.

10.5.3 Algorithm with Improved Runtime

In this section we show an algorithm that is O(k*In? k)-competitive against any set of k
trajectories. Furthermore, the algorithm is deterministic (and thus resistant to an adaptive
adversary), and is oblivious to the choice of k. That is, the competitive ratio holds for all
k simultaneously. Importantly, this algorithm also has total runtime bounded that is O(1)
times the sum of radii searched. We note that the techniques we use in this algorithm are

significantly different than those in the reduction to k-server (Section 10.5.2).

Algorithm 10.3 generalizes the single trajectory algorithm. For the single trajectory case, on
each day the algorithm searched from “yesterday’s solution.” For multiple trajectories, this

is no longer enough, as the previous day’s solution could come from some other trajectory,
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and be arbitrarily far away from today’s solution.

Algorithm 10.3 addresses this by searching from all previous solutions in parallel. These
“threads” are run at approximately harmonic rates, i.e. the thread of the ith most recent
solution is run at rate ﬁ This leaves the issue that the previous solution from the same
trajectory as today could be arbitrarily far in the past, and be run at an extremely slow
rate. This is addressed by “pruning” threads that are no longer fruitful. That is, when the
ball searched around a solution ¢ fully contains the ball searched around a previous solution
7, the algorithm can stop running thread j, as that work is redundant with thread ¢. In this
case, we say thread ¢ “subsumes” thread j. Then, we can increase the rates of the threads
that are lower priority than j, and maintain that there is at most one thread being run at
each rate ﬁ for each integer ¢. In the analysis we show that either the algorithm runs long
enough for the previous solution from the same trajectory as today to be elevated to rate
> m and eventually solve the instance, or the algorithm terminates more quickly than

that, which is even better. This allows us to bound the competitive ratio by O(k*In* k).

The main runtime overhead in Algorithm 10.3 comes from checking when to prune the
slower threads. For each step that the algorithm takes of a thread, it must check whether
the thread has been subsumed. For a thread running at rate ﬁ it must check the O(7)
threads that are faster than it on each step. Thus, even though the thread is running steps
of the subroutine A at rate -, it is doing total work at rate O(i) - ziz; = O(s7r;). The
rates are chosen so that this series converges, and the total work of the algorithm can be
bounded by O(1) times the work it does for the fastest thread.

Definition 10.5.8 (Subsumes). If thread i kills thread j (Algorithm 10.3, line 18), then we
say that thread © subsumes thread j. If thread j previously subsumed thread h, then thread 1
now also subsumes thread h.

Definition 10.5.9 (Radius of a thread). For a thread i at some given time, radius(i) is the
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Algorithm 10.3 Quadratic Decay

1: for day t, instance [; arrives do

2:

3: Initialize linked-list of active threads

4: fort':t>t>1do

5: Create thread ¢’ to run A(l;, Sy)

6: radius(t') := 0

7: Append thread ¢’ to list of active threads

8: end for

9:
10: Run active threads in parallel,
11: with ith active thread in list running at rate 7o (rate 1 for i = 1)
12: track radius of each thread
13: while no thread completed do
14: for step taken of thread running at ith rate do

15: t, := thread associated with this rate,

16: found by walking down linked list of active threads
17: for active thread ¢, with faster rate than ¢; do

18: if d(S;,, St,) < radius(te) — radius(t;) then

19: Kill thread #;
20: Remove thread t; from linked list of active threads
21: end if
22: end for
23: end for
24: end while
25:
26: S; = solution of thread that completed

27: Output Sy
28: end for

number of steps that thread i has been run so far. If thread i subsumes thread j, for analysis
we will set rate(j) = rate(i). We also continue updating the radius of j i.e., radius(j)
continues to increase at rate(j).

Definition 10.5.10 (Virtual radius). The virtual radius of Algorithm 10.3 is the radius of

the highest rate thread.

We will show that the virtual radius of the algorithm is within O(1) both of the total radius

searched (Lemma 10.5.13) and the total runtime O(1) (Lemma 10.5.14), making it a useful
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abstraction.

We define the subsuming condition so that thread ¢ subsumes thread j, exactly when the
ball of radius radius(¢) around S; fully contains the ball of radius radius(j) around S;. Thus
the part of S that has been searched by thread j, has also been searched by thread 7, and the
work of thread j is redundant. The following lemma shows that this invariant is maintained
over the run of the algorithm.

Lemma 10.5.11 (Subsuming identity). If thread i subsumes thread j, then

d(S;, S;) < radius(i) — radius(j).

Proof. We show this via induction on the number of times the “kill condition” (Line 18)
is triggered in Algorithm 10.3. In the base case, at the outset of the algorithm, no thread

subsumes any other thread, so the statement holds vacuously.

Now, consider the sth kill event. Consider a thread ¢ that subsumes a thread j at this point

(not necessarily the threads that just triggered the kill condition). There are two cases.

Case 1. Thread i subsumed thread j previously, at the (s — 1)th kill event. This means that
rate(j) = rate(i), so radius(i) and radius(j) increased by the same amount since the

previous kill event. Thus,

d(S;, S;) < radius(i) — radius(j)

continues to hold from the induction hypothesis.

Case 2. Thread @ killed thread j, or thread 7 killed a thread h that subsumes thread j, at the
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sth kill event.

If thread 7 killed thread j, then by the kill condition (Algorithm 10.3, line 18), we have
that

d(S;, S;) < radius(i) — radius(j).

If thread ¢ killed a thread h that subsumes thread j, then the kill condition gives us
that

d(S;, Sp) < radius(i) — radius(h).

Since thread h already subsumes thread j, Case 1 gives us that

d(Sh, 5;) < radius(h) — radius(j).

Therefore, we have

d(S;, Sj) < d(S;, Su) +d(Sp, S)) triangle inequality
< radius(i) — radius(h) + radius(h) — radius(j)

< radius(z) — radius(j).

The previous lemma implies that if a thread j is subsumed by a thread 7, then thread i is
at least as effective at finding that day’s solution as thread j.

Lemma 10.5.12. If a subsumed thread i would have completed, 1i.e.,

d(S;, S;) < radius(i),
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then there must be some active thread of Algorithm 10.3 that has completed.

Proof. Let 1* be the thread that subsumes thread i. We have that

d(S;+,S;) < d(Si, S;) +d(S;, St) triangle inequality
< d(S;+, S;) + radius(7)

< radius(z*) i* subsumes i, Lemma 10.5.11,

and therefore, thread * completed. O]

Because we choose the rates of the threads to form a converging series, it is sufficient to
bound the virtual radius of the algorithm, as it is within O(1) of the total radius searched
by the algorithm.

Lemma 10.5.13 (Total radius in terms of virtual radius). The sum of the radii searched by

Algorithm 10.3 is at most O(1) times the virtual radius at the end of Algorithm 10.3.

Proof. Denote the virtual radius at the end of Algorithm 10.3 by v. The virtual radius is
the radius of the highest rate thread (rate 1). Thus, the highest rate thread contributes v to

the total work.

Over the run of Algorithm 10.3, at any given point, there is at most one thread per i > 2,7 €
N with rate equal to ﬁ Consider the amount the thread(s) with rate 121% increase
the total radius searched over time. The ratio of the radius searched by this thread to the
highest rate thread is ﬁ So, over the time that the highest rate thread accrued radius

v, this thread has increased the total radius searched by 5.
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Summing over all threads, we can bound the total radius searched by

Now, we account for the overhead of running the algorithm. We note that it is not only
the total radius searched that contributes to the work done by the algorithm. We must be
careful to account for the work that it takes to check for when threads are subsumed.

Lemma 10.5.14 (Runtime in terms of total radius). On a given day t, the runtime of

Algorithm 10.3 is at most O(1) times the total radius searched at the end of Algorithm 10.5.

Proof. We assume that each operation of running a thread for “one step” (Algorithm 10.3,
Line 11) can be done in O(1) time. In particular we note that the interleaving schedule
of the threads (based on rate) is fixed and does not depend on the input. Thus it can be

computed in advance.

For each step that the ith fastest thread is run (Algorithm 10.3, Line 11), the algorithm

performs the following overhead:
e The algorithm steps through the linked list to find the associated thread in O(7) time.

e The algorithm checks the thread against all faster threads to see if it has been subsumed
for each of the ¢+ — 1 faster threads. This requires one distance query for each of the

faster threads. By Assumption 10.2.2, we have that this takes O(1) time.

e If the thread has been subsumed, the algorithm removes it from the linked-list of active
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threads in O(1) time.
Thus, each step of this thread is accompanied by O(i) work.

Denote the virtual radius at the end of Algorithm 10.3 by v. Over the run of Algorithm 10.3,

the total work done by the thread(s) that run at the ith fastest rate is

1 1
- 0@{)=2v-0 .
U (i) = (iln%’)

Summing over all threads, we have that the total work can be bounded by

By Lemma 10.5.13, we have that v is within O(1) of the sum of the radii searched by
Algorithm 10.3. Thus, the total work done by Algorithm 10.3 is at most O(1) times the sum

of the radii that it searches. O

A key part of our analysis is showing that even if all solutions close to today’s solution .S;
were seen very far in the past, our algorithm will eventually raise the rates of these threads
to a reasonable amount. We do this by showing that enough other threads will be subsumed,
clearing the way for threads lower down the chain.

Lemma 10.5.15 (Slow threads have bounded lifetime). Let ¢ be a thread that is running at
rate > Wln(kﬂ) in Algorithm 10.3 at some point. Let j be another thread running at a

slower rate than i. Thread j is subsumed in at most k*In*k - d(S;, S;) additional units of

virtual radius.

Proof. Assume for the sake of contradiction that j is not subsumed in the next k%Ink -
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d(S;,S;) units of virtual radius. For ¢ faster than j, and thread j not subsumed, Algo-
rithm 10.3 maintains that rate(i) > rate(j). Thus, (radius(i) — radius(j)) is always nonneg-

ative, and monotonically nondecreasing with virtual radius. Over the next &% In®k-d(S;, S;)

units of virtual radius, we have that
A(radius(i) — radius(j)) > k*In® k - d(S;, S;) (rate(i) — rate(j)),

where A(radius(i) — radius(j)) is the change in radius(i) — radius(j). Since rate(i) >

WM and ¢ is faster than j, we have that

rate(:) — rate(j) > ! !
V= k-1 mik—1) R’k
1 1

> —
T (k-12I*k K20’k
2%k 41

k2(k —1)2In k

1

> .
T Bk

Thus, after k*In?k - d(S;, S;) units of virtual radius, we have that

A(radius(i) — radius(j)) > d(S;, S;)

radius(i) — radius(j) > d(S;,.S;).

If thread 7 is still active at the end of these iterations, this implies that thread i kills thread j
(Algorithm 10.3, line 18). Otherwise let thread i* be the active thread that subsumes thread

1. By Lemma 10.5.11, we have that

d(S;, Si+) < radius(:*) — radius(i).
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Thus, we get that

d(S;+,5;) < d(Si-,S;) +d(S;, ;)
< radius(i*) — radius(i) + radius(i) — radius(y)

< radius(i*) — radius(j),

which implies that thread ¢* will kill thread j. Thus, thread ;7 must be subsumed, and we

reach a contradiction. O

Theorem 10.5.16 (Competing with & trajectories online in radius and runtime). Algo-
rithm 10.3 is O(k*In* k)-competitive with any set of k trajectories in the total radius that
it searches. Furthermore, the total runtime of the algorithm over T days can be bounded by

O(1) times the total radius that it searches.

Proof. Fix a collection of trajectories ({P,:t€ TW}, ... {P:te T(k)}). We begin by

bounding the cost of Algorithm 10.3 on days that correspond to trajectory 1.

Consider a particular day ¢ that corresponds to trajectory 1. We claim that eventually, if
the algorithm runs longs enough, there will be at most k£ — 1 active threads with higher rates

than thread prev(!)(t).

We proceed iteratively. If there are < k — 1 active threads with higher rates than thread

prev)(t), we are done. Otherwise, of the k threads with rate 1, . .. there must be two

_ 1
> k21In? K’

of them that belong to the same trajectory ¢q. Let ﬁ(q) be the set of days between prev(®(t)

and t that are associated with trajectory q. We can bound the total distance between any
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two solutions in 7;((1) by the total distance the gth trajectory moves in this time as

< > d (¢, next@(t")) .

€T\ {prev(@ (t)}

Let t(@* be the thread of 7;(q) with the highest rate. By the selection of ¢, we know that

t@* has rate at least By Lemma 10.5.15, this means that all other members

1
(k—1)2 In?(k—1)"

of T, will be subsumed in
<k In*k - Z d (¢, next@(¢))
1T\ {prev(@) (1)}

additional units of virtual radius. Thus, after this many units of virtual radius, there can be
at most one thread belonging to trajectory q that has a higher rate than prev)(t). We say

that trajectory ¢ has “collapsed” between prev(!)(t) and t¢.

[terating this argument at most £ — 1 times gives us that after at most

k
i’k > d (¢, next@(t))

172 yeT, D\ {prev(®) ()}

iterations of the algorithm, there can be at most k — 1 active threads with higher rate than

thread prev(M(t). Thus, thread prev™(¢) has rate > 2 11121«

This means that in at most k?In’k - d(Sprev(1), St) additional units of virtual radius, we
have that

d(s

prev(D) (t), Ot) < radius(prev! (1)).
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Therefore, by Lemma 10.5.12, there must be some thread that solves day ¢ in at most
k
k- > d (¢, next@(t)) + k*In®k - d(Sprevt sy St)
q=2 t’ETt(q)\{prev(‘Y) (t)}

units of virtual radius, and by Lemma 10.5.13 the virtual radius of an algorithm is within a

O(1) factor of the total radius searched.

Now, we can sum the total radius searched over all days ¢ belonging to trajectory 1. The

total radius searched over these days can be bounded by

k
<D |0FW R D, d(next@(t) + ORI k) - d(Sprevin: S1)

teT() 0=2 T D\ {prev(®) (1)}
k
ks ln k Z Z d prev(@ St)

k
O(k*In* k) Zcost (P, teT9Y}),
q=1

where the last line follows by Corollary 10.5.5 because Y, 7 d(Sprev(a (1), St) is the cost of

“Predict yesterday’s solution” run on trajectory ¢ alone.

Finally, the same bound holds for all k£ trajectories, so we can conclude that the total radius

searched by Algorithm 10.3 over all days is

k
<O I’ k) - ) “cost({P: t € TW}),
q=1
and therefore Algorithm 10.3 is O(k*In? k) competitive against the k trajectories. Finally,
Lemma 10.5.14 tells us that the total runtime of Algorithm 10.3 is at most O(1) times the

total radius searched by Algorithm 10.3. [
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Remark 10.5.17. Instead of running the threads at quadratically decaying rates, i.e., the ¢th
fastest thread runs at rate ﬁ, we could run them at harmonically decaying rates, i.e.,
the ith fastest thread runs at rate “n%z This would result in an improved competitive ratio
of O(k*In® k) against any k trajectories, in the sum of the radii searched (number of steps
taken of the subroutine A). However, the total runtime could scale as badly as an O(T')

factor times the sum of the radii, where 7' is the time horizon.

The competitive ratio of the harmonic rate decay strategy is still worse than that of the
reduction to k-server, which achieves competitive ratio O(k?) (Corollary 10.5.7). However,
the rate decay strategy also has the benefit that it is oblivious to the setting of k, and

therefore achieves the guarantee for all £ simultaneously.

10.6 Future Directions

Our work leaves open a number of interesting research directions.

e Investigate whether it is possible to get more efficient algorithms for settings with a
specific structure. In this work, we considered the setting where we can group instances
using a k-wise partition. Are there other forms of structure that we can take advantage

of?

e Provide an algorithm with an improved competitive ratio for the online setting, or
provide a lower bound for this setting. Currently, the best lower bound we have is
Q(k), which carries over from the offline setting (Remark 10.3.6). It would also be
interesting to match the competitive ratio O(k?) of the k-server based algorithm, but

achieve it for all k simultaneously.

e Find other warm-start and/or local-search type settings to which our techniques are
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applicable.

e In this work, we define the Online Ball Search problem (Definition 10.5.1), and investi-
gate some connections to the k-server problem. Can algorithms for Online Ball Search
be transformed into algorithms for k-server? Alternatively, can we show a separation

between these two problems?

10.7 Chapter Acknowledgements

This chapter is based on joint work with Avrim Blum. Part of this work was supported by
the IDEAL (Institute for Data, Econometrics, Algorithms, and Learning) summer exchange

program.



410

Chapter 11

Conclusion and Outlook

In this thesis we developed a new toolkit for designing reliable methods that provably extract
value from unreliable black-box models. We explored two main approaches. The first ap-
proach was a task-agnostic approach that “wraps” a black-box model in a layer that ensures
reliability for any downstream task. This built on the paradigm of conformal prediction,
and provides distributional guarantees. The second approach was task-specific, and showed
how to use black-box methods to achieve speed ups when solving sequences of instances of
the same task. This built on the paradigms of algorithms with predictons and data-driven

algorithm design, and provided both distributional and worst-case single-shot guarantees.

We see many exciting directions for future exploration, that build on the ideas in this thesis.
In Section 11.1, we discuss directions related to the first approach and volume-optimal con-
formal prediction. In Section 11.2, we discuss directions related to the second approach and
solving sequences of related instances. Finally in Section 11.3, we discuss other promising
approaches, and connections to other lines of work in algorithms and theoretical machine

learning.
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11.1 Outlook for Volume-Optimal Conformal Predic-
tion

In this thesis we formulated the problem of volume-optimal conformal prediction, and de-
signed the first statistically and computationally efficient methods for this problem, to the

best of our knowledge.

We introduced a novel toolkit to address this problem in the basic, high-dimensional, and
online settings. We also showed connections between our problem and other fundamen-
tal problems in algorithms and statistics such as robust estimation, and robust subspace

recovery.

Going forward, we see this as the beginning of an area of study that has many promising

directions to expand.

Other set families C. There are many other set families C for which it would be interesting
to design computationally efficient methods to learn prediction sets. In this work, in the
high dimensional setting, we provide methods to learn Euclidean balls and ellipsoids. Other
interesting classes to study include L, balls, products of intervals (axis aligned boxes), or
perhaps even neural networks. In the high-dimensional setting, the work in this thesis
gives two algorithmic approaches— through robust-estimation, and through the primal-dual
structure of the algorithmic problem of enclosing all of the samples. It would be interesting
to see one of these paradigms, or a new paradigm, could extend broadly to a large family of
hypothesis classes C. Broadly, we phrase the following questions.

Question 11.1.1. What prediction set families C can be learned computationally and sta-

tistically efficiently?
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Applications to other statistical problems. Our algorithms for finding volume-optimal
prediction sets can be seen as a subroutine that is useful for identifying dense regions of ar-
bitrary distributions. This primitive has already been useful for us in designing an algorithm
for robust subspace recovery. We believe that this subroutine has promise in tackling many
other high-dimensional robust estimation questions, in a way that does not make strong

parametric assumptions.

Some works have also made connections between conformal prediction and other problems
such as risk-averse decision making [Kiyani, Pappas, Roth, and Hassani, 2025|, and chance-
constrained optimization [Zhao, Yu, Sesia, Deshmukh, and Lindemann, 2026]. It would
be interesting to see whether volume-optimal conformal techniques can be used to achieve

optimality in these other related settings.

Other notions of efficiency. In this thesis, we have been concerned with using the vol-
ume, or Lebesgue measure, of a prediction set as a measure of efficiency, or how informative it
is. This models settings where, for example, the prediction set captures a set of alternatives

that have to be tried in some downstream task.

Depending on the task, there may be other measures of efficiency that are more suitable.
For example, one may want to measure prediction sets according to a prescribed measure
(instead of the Lebesgue measure that we consider in this work), or according to the specific
cost of some downstream decision. It would be interesting to design methods that explicitly

optimize for these specific cost models.

Statistical limits of learning prediction sets. We still do not have a full characteriza-
tion of when it is possible to learn an approximately volume-optimal prediction set from a

family C statistically efficiently. We provide some partial results along this line in Chapter 7.
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It would be very interesting to resolve this question for the distribution-free setting. It would
also be interesting investigate whether this problem becomes more tractable in a beyond-
worst-case setting, when we assume extra properties about the underlying distribution P,

for example, in the smoothed analysis setting.

Extension to the supervised setting. We have studied some ways to lift our algorithms
for the unsupervised setting to the supervised setting, by predicting uncertainty sets for the
residuals, or training a black-box estimator for the conditional distribution (Section 3.3). It
would be interesting to investigate what kind of volume-optimal guarantees are possible in

the supervised setting.

11.2 Outlook for Solving Sequences of Instances

In this thesis, we explored two different ways of incorporating unreliable black-boxes to solve
specific tasks more efficiently. The first strategy used the framework of dynamic algorithms,
and we showed how to use unreliable predictions to lift algorithms from a promise setting,
where they are guaranteed accurate knowledge of future updates, to a predictions setting,

where the information of future updates is subject to error.

The second strategy used warm start algorithms, a type of algorithm with prediction, to
show that it is possible to solve sequences of instances faster than one at a time, by learning

information about the sequence, when the sequence has some structure.

These lead to a variety of interesting directions to explore in the future.

From promise problems to unreliable black-boxes. In Chapter 9, we showed how
to “lift” incremental, decremental, and offline algorithms to the fully dynamic setting using

unreliable predictions of future updates. It would be interesting to explore such transforma-
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tions in other settings. There are many other algorithmic tasks that have been studied under
promise settings, where the algorithm has access to some extra information in addition to
the instance, to help it solve the problem. These problems are potentially good candidates
for an algorithms with predictions approach.

Question 11.2.1. What other algorithms for promise problems can be lifted to the case

where the promised information is noisy or unreliable?

End-to-end guarantees for other tasks. In Chapter 10, we establish end-to-end guar-
antees for solving sequences of instances of a task, for which we have a warm start algorithm.
It would be interesting to establish similar guarantees for other kinds of algorithms, that
take advantage of unreliable information in other ways.

Question 11.2.2. What other algorithmic subroutines can be used to solve sequences of

related instances more efficiently than one at a time?

Incorporating black-box machine learning models in data-driven algorithms. In
Chapter 10, we design end-to-end algorithms that see sample instances from a distribution
or sequence, and learn predictions that are used with a warm start algorithm. We are able
to argue that this can result in gains over solving each individual instance from scratch.
In this section, we mostly study specific learning algorithms, or prescribed methods such as
empirical risk minimization (ERM). We see this as a proof of concept that there is something
to be gained by learning. It would be interesting to incorporate black-box models into this
process, to potentially gain over the methods that we have guarantees for. This direction
applies to many settings in data-driven algorithms, where typically we study metrics like
ERM, which are not always computationally efficient, and could potentially be aided by
black-box approaches.

Question 11.2.3. Are there ways to incorporate black-box predictions into data-driven al-
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gorithms, either to achieve stronger performance gains for the algorithmic task, or to make

the process of learning predictions more efficient?

Warm start algorithms: subroutines and applications. Chapter 10 uses warm start
algorithms with predictions as a subroutine to solve sequences of instances. Despite being an
early paradigm of algorithms with predictions, this paradigm of using a predicted solution
to speed up an algorithm that finds the true solution has not seen as many results as other
areas of algorithms with predictions. We believe that part of this is motivation— it seemed
like a very strong assumption to be able to get such a large and informative prediction.
In Chapter 10, we show that this paradigm is indeed powerful, and can be used, even in
theory, to achieve large gains in solving sequences of related instances. Given this, it is well
motivated to ask what other tasks admit such guarantees.

Question 11.2.4. What algorithmic tasks admit a warm start algorithm with predictions?

We believe that, to start, many algorithms that follow a [local search paradigm, can be
phrased as warm start guarantees. This could include powerful techniques such as convex
optimization, primal-dual algorithms, and more. It would be useful to see whether such

interpretations can be codified.

11.3 Future Directions for Reliable Machine Learning

with Unreliable Black Boxes

In this thesis, we studied two main approaches to achieve reliability with black-box models.
The first was a task-agnostic strategy that “wrapped” a black box model in a layer that
ensures reliability, that built on the ideas of conformal prediction. The second was task-

specific stratgies, that built on the ideas of algorithms with predictions and data-driven
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algorithm design. In addition to these, there have been many other interesting paradigms
that have been studied in the last few years to address the issue of reliable machine learning.
A very promising direction is to extend these lines of work to provide methods that use black-
boxes, and provide provable reliability guarantees. We believe that the new frameworks and
methods that we develop in this thesis can serve as a foundation on which to extend this

theory to many other exciting settings. We sketch a few potential directions below.

Distribution shift. Reliability of black-box models under distribution shift is problem
of huge practical importance. This problem arises in many high stakes settings, including
medical settings and self-driving cars, where classifiers trained on one population may be
deployed on another. This has led to an exciting line of theory and empirical work addressing

distribution shift.

Recent work has highlighted two broad approaches to designing machine learning meth-
ods with provable guarantees under distribution shift. One approach is to provide machine
learning methods that satisfy provable guarantees. For this to be tractable, we must of-
ten either settle for weak guarantees, like in domain adaptation [David, Lu, Luu, and Pal,
2010] or distribution-free PQ learning [Goldwasser, Kalai, Kalai, and Montasser, 2020], or
make strong distributional assumptions, like in distribution-specific testable learning with

distribution shift [Klivans, Stavropoulos, and Vasilyan, 2024].

Another approach, is to take a black-box predictor, and design methods to estimate its
accuracy on data from the test distribution. This can be used to decide how much stock
to place in the black-box predictions. At a high level, this is the idea behind strategies like
prediction-powered inference [Angelopoulos, Bates, Fannjiang, Jordan, and Zrnic, 2023b],
and average thresholded confidence [Garg, Balakrishnan, Lipton, Neyshabur, and Sedghi,

2022]. These methods will work very well if the black-box model is highly accurate, but may
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result in a trivial guarantee in the worst-case.

There is an opportunity here to design methods that gracefully tradeoff between the two
extremes.

Question 11.3.1. Can we design efficient methods for reliable predictions under distribution
shift, that adaptively transition between black-box based guarantees and distributional /worst-

case guarantees, based on which one is better suited to the data?

Robust Statistics. Robust statistics is a paradigm that aims to deal with the presence
of adversarial training examples. Typically, in this setting, we are given access to corrupted
dataset of n samples. For some corruption parameter «, we are promised that 1 — « fraction
of the samples come from some true inlier distribution D. The other « fraction are arbitrary
adversarial corruptions. The goal of the algorithm is to, without knowing which samples are
which, train a classifier that performs well on the uncorrupted distribution D [see the book
of Diakonikolas and Kane, 2023, for an overview of this area]. Such worst-case methods are
limited in the kinds of guarantees that they can provide, and often have to make strong
distributional assumptions on the inlier distribution D for learning to be possible, and for

computational efficiency.

Perhaps a black-box predictor could be helpful to make this process more efficient.
Question 11.3.2. Can we design a robust regression algorithm, that takes in a black-box
predictor f(-), and has performance that degrades gracefully as a function of the black-box

predictor f(-)s accuracy on the inlier distribution D?

Calibration. A recent rapidly growing line of work has addressed the reliability of machine
learning models via calibration. A machine learning model f(X) that predicts a target

variable Y is said to be calibrated if, conditioned on the model outputting a particular
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prediction ¥, the expected value of Y is 7,
vV y, s.t. f(X) supported on ¥, (XEy) Y|f(X)=1]=7y.

Calibration has nice properties in economics, decision theory, and machine learning, and at a
high level, allows a downstream user to treat the model as an unbiased estimator for Y [Foster
and Vohra, 1998]. While calibration has been studied for decades, it has recently become
a popular avenue to evaluate the trustworthiness of machine learning models [Wang, 2025].
This has led to a recent line of theoretical work designing metrics for measuring calibration
(i.e., how far a model is from perfectly calibrated) [Blasiok, Gopalan, Hu, and Nakkiran,
2023, Hu and Wu, 2024], and designing online predictors that achieve low calibration errors
[Foster and Vohra, 1998, Arunachaleswaran, Collina, Roth, and Shi, 2025, Hartline, Hu, and

Wu, 2026].

However, to the best of our knowledge, this line of work has not addressed the problem of
calibrating a black-box model online.

Question 11.3.3. Given a black-box model f(-) that predicts Y from X, can we generate
predictions Y, ..., yr online for an arbitrary sequence (X1,Y1),...,(Xr,Yr), such that the

yi 1s well-calibrated with respect to the Y;, and the y; achieve prediction accuracy competitive

with £(X1), ..., f(Xr)?

Distillation and certification. An exciting new line of work has developed methods
with theoretical guarantees for model distillation [Liu and Moitra, 2025, Golowich, Liu, and
Shetty, 2026, 2025]. The goal is, given query access to a black-box generative model f(-),
to learn a distilled representation f() that allows us to approximately sample from the
distribution of f(-). Among other things, such an approach potentially allows one to turn

a black-box model into a “white-box” model, since we have explicit access to the distilled
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model f(-).

Once we have explicit access to a model, we potentially have more leverage to evaluate and
certify various reliability criteria.
Question 11.3.4. Can we design model distillation methods that output “white-boxr” models

f() that have certifiable reliability quarantees?

Even if it is hard to provide reliability guarantees in the worst case, it would be interesting
if the white-box representation allowed us to more easily evaluate how reliable the model is,

or implement higher level reliability features.

New modes of reliabile machine learning. Finally, the area of designing methods that
use black-box machine learning models and provide provable guarantees is a nascent field.
There are many more notions of reliability, and scope to design new frameworks that apply
to problems of many different kinds. We hope that the work in this thesis can serve as a
foundation to reason about what such frameworks can and should do, and give a toolkit for

designing these methods.
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Appendix A

Details for Dynamic Algorithms with

Predictions

A.1 Preprocessing Proofs

In this section, we provide the proofs for preprocessing that we omitted in the main body of
Chapter 9. We first recall Lemma 9.3.3.

Lemma 9.3.3 (Initial Scheduling Quality and Runtime). Let p be the vector of predictions,
mapping each event to a day in [T)]. Let r be the (unknown to the algorithm) true vector of

real events, mapping each event to the day in [T] that it actually occurs.

Given p, we can compute an assignment vector ag such that ag assigns at most one insertion
event and at most one deletion event to each day, assigns all insertions events before deletion

events, and has error

Efllag = r[l] = O([[p — rlls - 1og(T)) -
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Furthermore, we can compute this in time O(T log™(T)).

Proof. We iterate through the events in P in arbitrary order; the reason is that the online
metric matching algorithm can handle requests that occur in any order. At each predicted
event, we match it to an available day assignment, where only one event can be scheduled
on each day. Then, this problem becomes an instance of online metric matching, where the
predicted events are requests, and there is one available server at each day. In particular,

our problem instances are over the line metric.

We implement the harmonic algorithm for online metric matching on line metrics, due to
Gupta and Lewi [2012]. In this algorithm, a request is matched to either its closest open
server on the left, or the closest open server on the right. Let di.;; be the distance from the
request to the closest open server to the left, and d,igne be the distance from the request to

the closest open server on the right. Then the request is assigned to the left server with

1/dleft

probability 1/diefs+1/dright

, and to the right server otherwise.

We note that this algorithm can be implemented in amortized O(log*(7")) time. We maintain
a union-find data structure that keeps track of contiguous blocks of assigned servers where
initially each ¢ € [T] is assigned to a different disjoint set. For each block, we maintain
metadata with the first open server to the left and the first open server to the right. Then,
when a new request arrives, finding the closest open servers can be done by looking up the
request’s representative element in the union-find data structure. One request is assigned
per arrival, so at most three sets must be merged for each arrival. Since union-find can
be implemented with amortized O (log™ (7)) update time, and we use a constant number of
calls to union-find (with constant additional work), we can implement this algorithm with

amortized O (log™(7T")) update time.
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Now we argue that it meets our correctness guarantees. The harmonic algorithm is O(log(T'))
competitive, for T" requests. Let r be the vector of the real update days of each event, p be
the predicted update times of each event, and ay be the assigned update days of each event.

We have

llag —rlly < |lag = pl[1 +||p — 1|)x

< O(log(T)) - lle = pll + [Ip — xll1,

where c is the feasible assignment with the lowest ¢; distance to p, in hindsight. Since we

know that r is also a feasible assignment, we have that

le=plh <llp—rlh

Thus,

[lag —r[ly < O(log(T)) - [[p — r[s-

Finally, to resolve the ordering constraints among events on the same element e, we iterate
through all of our assigned days and maintain a set of all elements for which we have seen
a deletion event but not an insertion event. Suppose that for element e we see an insertion
event on day t.; after its deletion event on day t.4, we reassign the day for the deletion
event to t.;. If there are multiple deletion events that occur before an insertion event, we
reassign each deletion event to the next available insertion event and to 7"+ 1 otherwise.
Since we are guaranteed at most one event per day before our reassignment of events and our
assignment procedure ensures that we reassign at most one deletion event for each element

e to its corresponding insertion event, the maximum number of events assigned to each day
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t € [T] is two and there is at most one insertion event and one deletion event assigned to t.

We produce a new vector ay, after this final processing.

We now prove that our new af, also satisfies our error bounds. We show the following
inequality since all insertion events are assigned the same days as ag and only deletions are

potentially reassigned:

llag —rlly < [lao —r[ls + [lag ger — Taallr,

where ag 4, and rqq are the assigned and real days, respectively, of the deletion events. We

now show that ||a{)7d‘31 — rqal||l1 < [|ag — r||; through several cases. Let f,-,e,l < tAi,&Q < .-+ be
the insertion times for element e in aq, fd@l < fd,e,g < --- be the deletion times for element
ein ag, tie1 < tie2 < --- be the insertion times for element e in r, and tg.1 < tge2 < ---

be the deletion times for element e in r. We assign ¢;.; = 17"+ 1 for any updates where we

have a greater number of predicted events than real events. Then, we show, for any j:
1’ If tive’j < ti,e:j < td7e7j or tize7j < ti7e7j < td7eaj7 then |td,6,j - ti7€7j| < |td’e’j - tdve’j|'
2. Otherwise, if ti,e,j < td,e,j < Ei,e,j, then |td,e,j — fi,e,j| <2- |lfi7€7j — ti,e,j|~

Hence, via the casework above, we show that

llag — r||1 <2 ||agins — Tins||1 + ||@0.del — Taall1 < 2 - |Jag — 1|1,

where agins and ri,s are the assigned and real days, respectively, of the insertion events.
This proof can be extended beyond insertions and deletions to any constant number of

ordering constraints of events on elements. Such a reassignment to produce af requires

O(T) additional work. O
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Lemma 9.3.5 (Partition-Tree has O(log(7")) Depth). The depth of a random partition-tree
drawn over T days is O(log(T")) in expectation. Furthermore, for any constant k > 36, the
depth is

< kIn(T) with probability >1 T .

Proof. Consider an arbitrary day ¢ € [T] which is a leaf in the partition-tree as defined
in Definition 9.3.1. We analyze the depth of the leaf containing ¢ in the partition-tree for
every t € [T]. Consider the path from the root of the partition-tree to this leaf, that is the

path of all windows containing ¢.

Consider some non-leaf window W of size S that contains ¢; the size of window W is a
random variable with value S conditioned on a set of events. We know that with probability

at least %, the random partition of W results in both children of W having size at most %.

We call this the “good event.” (Consider the center L%J elements of W. There are strictly

more dividers that border one of these center elements than there are dividers that do not

border these elements. If any of these dividers is chosen, the smaller child has size at least

%, thus both children have size at most %)

In(T)
In

Good events can occur at most log%(T) = < 4In(T') times over the windows on the

Wl

root-to-leaf path to ¢ before there is one element left and the path ends.

Now we bound the probability that t’s path in the partition-tree has length more than
k1In(T), for some constant k£ > 36. For this to occur, it is necessary that in the partitioning

for the first k£ In(7T") windows on t’s path, the good event occurred fewer than 41In(T") times.

We can bound the probability that good events occur fewer than 41In(7") times with the

Chernoff-Hoeffding inequality. Furthermore, for this analysis, we assume that the number
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of windows along t’s path is at least kIn(7"); otherwise, we have our desired property. Let
X =X1+ -+ Xpm),

where X is the indicator random variable that the good event occurred at the jth window

of i’s path. We have E[X;] > 1 and E[X] > MHT(T) Furthermore, each good event is

independent of previous good events. Thus,

Pr[X <E[X] —t] < ¢ %X

Pr[X < 4In(T)] = Pr | X < E[X] - (g — 4)In(T)

_(5-9mm)?

< Skipd

_ (-5 2ym(T)

< e 13T for k > 28
— T 1

This shows that any fixed day ¢ has depth at most £InT in the random partition-tree, with

probability at least 1 — T ~13,

Now, we can take a union bound over the T days, and say that all T days have depth at

most kInT in the random partition-tree with probability

=

_k

—1-T 1t >1_T =

[V

>1-=-T-T 1

To bound the expected depth of the tree, we can multiply the probability of the depth

being low by the depth, and, otherwise, multiply the maximum possible depth of 7" by the
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remaining probability. Using the above bound for k£ = 96, we get

E[depth] <96InT - (1 —T"*) +T-T~* = O(log(T)).

O

Lemma 9.3.6 (Work to Maintain Schedule). Algorithm 9.1 performs at most O(T logT)
reschedules to the predictions of updates and maintain the predicted schedule of events over

the course of the online dynamic updates.

Proof. Lemma 9.3.3 guarantees that at the end of preprocessing, we have at most two
events scheduled per day. Call this assignment of events ag. Over the course of the al-
gorithm, events are rescheduled via a doubling search procedure using PROCESSEVENT-
LATERTHANPREDICTION. For an event e, call this sequence of reschedulings a; (e), as(e), . . .,
where a;(e) = ag(e) + 2%, if it exists. Thus the set of existent a;(e), for event e, is some sub-
set of the events in ay, shifted by exactly 2°. Thus, each a; contributes at most a constant

number of scheduled events on each day.

Now, we note that since there are only 1" possible days, an event can only be rescheduled
O(log T) times. Thus, a;(e) only exist for ¢ € [k -logT)] for some constant k£ > 1. Together,
this results in at most O(logT') events (re)scheduled for any given day. There are T' days,

resulting in O(T logT") reschedules.

Now, consider the work done by our algorithm to maintain the schedule on a given day
t. The algorithm must potentially reschedule the prediction of one real event for day ¢
using PROCESSEVENTEARLIERTHANPREDICTION, and reschedule (via the guess and dou-
ble procedure in PROCESSEVENTLATERTHANPREDICTION) the predicted events that were

scheduled for day ¢ but did not occur. Rescheduling a predicted event using PROCES-
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SEVENTEARLIERTHANPREDICTION is done once per real event; since there are 7' real
events, this procedure requires O(T) reschedules. By our previous accounting, there are at
most O(T logT') events that are rescheduled by PROCESSEVENTLATERTHANPREDICTION.

Hence, our algorithm does O(T'log T") reschedules in total. O

A.2 Best-of-All-Worlds Backstop Proofs

Theorem 9.3.11 (Best-of-All-Worlds Backstop). Fiz N algorithms {A1, ..., Ay}, that will
see the same, a priori unknown, input sequence over T days. Define Ry, (t) to be the total

work that A; does over the first t days.

We can design a meta-algorithm M, such that
VE, Rpy(t) = O (N -min{Ry4 (t),...,Ray(t)}),
where Ry (t) is the total work that M does over the first t days.

Proof. At a high level, our meta-algorithm will update all of the algorithms in synchrony, but
it will perform computations at the rate of the faster algorithm. Thus, the faster algorithm
will be up-to-date with the current timestep and will provide the output computation; each
slower algorithm may have a backlog of computations that it has not yet performed. This is

described in Algorithm 9.3.

We fix a day ¢t and analyze the work done by the meta-algorithm up through the t¢-th
day. Algorithm 9.3 does O(t - N) work over ¢t updates. We can assume that Ra,(t) = Q(¢)
for all of the algorithms A; (where the algorithms perform (1) processing per update), and

thus the contribution of O(t - N) to the work will be dominated by faster growing terms.
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Algorithm 9.3 maintains the invariant that each of the algorithms Ay,..., Ay has been
run for the same number of computation steps. Thus, the first algorithm to complete the
computation for all of events in its buffer after the ¢-th update will be precisely the algorithm
A; that minimizes Ry, (t). Over the course of all updates up to ¢, the meta algorithm has

run A; for

R4, (t) = min{Ra,(t),..., Ray(t)} steps.

Since it has run each of the N algorithms for the same number of steps, it has done total

work

O (N -min{Ru, (t),...,Ra,(t)}).

Correctness of the algorithm follows because a solution output on day ¢ is the solution
output by A; upon seeing exactly the stream of events up to day ¢t. Thus, if A; is correct,

the meta-algorithm is also correct. O]
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Appendix B

Details for Volume Optimality

Framework for Conformal Prediction

B.1 Additional Numerical Experiments

B.1.1 Construction of Nested Systems

Recall the construction of the nested system described in Section 3.4.1. It immediately
follows from Proposition 3.2.4 that the construction satisfies Assumption 3.2.5 in the unsu-

pervised setting.

In the supervised setting, the construction of the nested system is based on F (y | ). For

each z € {X,11,..., Xony1}, we generate Yi(x),..., Y, (z) according to the quantile level
Yy(z) = argmax{y : F(y | z) <1/L}.

Then, the greedy expansion and contraction procedure described in Section 3.4.1 is applied
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on Y;(z),...,Y.(z). Effectively, this is equivalent to using F(y | ) = %Zle Y (z) <y}
as input. By its definition, F(y | 2) is a uniform approximation to F'(y | ) with error 1/L.
Thus, Assumption 3.3.1 is still satisfied for F'(y | z). In all of our experiments, we set L = m.
Remark B.1.1. It is clear that the details of the greedy expansion step and the greedy con-
traction step do not matter much for Assumption 3.2.5 or Assumption 3.3.1 to be satisfied.
However, different choices will indeed affect practical performance, especially in the super-
vised setting when F(y | z) is not close to F(y | ). To be more specific, sensible choices
of expansion and contraction sets from the S;- generated by DP will serve as a safety net

against model misspecification. We discuss this in more detail in Section B.1.3, see e.g.

Figure B.14.

B.1.2 Unsupervised Setting

Given i.i.d. observations Y7, Ys, ..., Yy, € R drawn from some distribution P, the goal is to
find a prediction set C = (7(Y1, ..., Ys,) such that P(Ys,,1 € @) > 1 — « for an independent
future observation Y5, drawn from the same P. We implement the proposed conformalized
dynamic programming (DP) method acp,Dp, and compare it with the conformalized kernel
density estimation (KDE) proposed by Lei, Robins, and Wasserman [2013] on the following

synthetic datasets:

(1) Gaussian

(2) Censored Gaussian
(3) Mixture of Gaussians

(4) ReLU-Transformed Gaussian
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Though the original conformalized KDE was proposed in the full conformal framework, we
will consider its split conformal version for a direct comparison. We believe the comparison
between the full conformal versions of the two methods will lead to the same conclusion.
For the conformalized DP method, the conformity score is constructed based on the nested
system described in Section B.1.1 with m = 50 and & = y/(k + logn)/n. The conformalized

KDE is also in the form of (3.8), with the conformity score given by

1 O y—Y;
QKDE<1E):_ K( )7

P

where K (+) is the standard Gaussian kernel and p is the bandwidth parameter. Both methods

involve a single tuning parameter, k for conformalized DP and p for conformalized KDE.

Gaussian. Our first distribution is P = N(0, 1), which is a benign example as a sanity
check. We consider sample size being 100, and set the coverage probability 1 — a = 30%
for a more transparent comparison between the two methods. The conformalized DP is
computed with number of intervals k£ ranging from 1 to 10. It turns out that the output of
the prediction set is quite stable when k varies (Figure B.2). Even for k£ = 10, our method

still produces a single interval in this unimodal distribution.

The conformalized KDE is implemented with bandwidth p ranging from 0.001 to 0.005.
We observe that the quality of the prediction set is quite sensitive to the choice of the
bandwidth. As is shown by Figure B.1, if the bandwidth of KDE is too small, the conformal
prediction will output almost the entire support of the data set. This is because if the
KDE overfits the training samples, the level set of the KDE will likely not cover the future
observation. Therefore, a conformal procedure, which guarantees finite sample coverage, has
to be conservative by outputting the entire support. Figure B.2 shows that this issue will

be alleviated as the bandwidth gets larger.
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Figure B.1: Conformal prediction sets on the Gaussian dataset. The left plot shows the
histogram of the dataset and the prediction set produced by conformalized DP with k& =
1; the right plot shows the kernel density estimation with bandwidth p = 0.001 and the
prediction set given by the conformalized KDE.
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Figure B.2: Volumes of prediction sets of the two methods on the Gaussian dataset (blue)
and the benchmark OPT;(N(0,1),0.3) = 0.7706 (red). The blue curves are computed by
averaging 100 independent experiments.

Censored Gaussian. We next consider P being a censored Gaussian distribution. We

take the sample size to be 100, and each sample can be generated according to

with Z; ~ N(0,1) and o(t) = max(t, 1) being the ReLLU transform. This is equivalently

a truncated Gaussian distribution, which has a standard Gaussian density on (0,2) and a
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point mass at 0 with probability P(Z; < —1) and another point mass at 2 with probabil-
ity P(Z; > 1). Again, for the sake of comparison, we set the coverage probability to be
1 —a=30%.

Since P(|Z;] < —1) > 1 — a, the population optimal volume is

OPT(P,0.3) = OPTy(P,0.3) = 0

due to the point masses at {0,2}. By setting k = 2 for the conformalized DP procedure,
the prediction set concentrates on the two point masses (Figure B.3). Moreover, it produces
very similar results as we increase k up to 10. Figure B.4 shows that the only exception is
k =1, since one short interval obviosly cannot cover two points that are far away from each

other.

We also run conformalized KDE with bandwidth p ranging from 0.001 to 1. Since the
distribution does not even have a density function on the entire support, KDE is not really
suitable for this setting. Not surprisingly, for a typical choice of bandwidth that is not
too small, the conformalized KDE will not identify the two point masses due to smoothing
(Figure B.3). Figure B.4 reports the volume of the prediction set as we vary bandwidth, and
the volume of the prediction set is close to optimal only when the bandwidth is extremely

close to 0.
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Figure B.3: Conformal prediction sets on the censored Gaussian dataset. The left plot
shows the histogram of the dataset and the prediction set given by conformalized DP with
k = 2 intervals (The prediction set is two zero-length intervals at 0.0 and 2.0). The right
plot shows the kernel density estimation with bandwidth p = 0.2 and the prediction set by
conformalized KDE.
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Figure B.4: Volumes of prediction sets of the two methods on the censored Gaussian dataset
(blue) and the optimal volume (red). The blue curves are computed by averaging 100
independent experiments.

Mixture of Gaussians. In this experiment, we consider
1 1 1
P = gN(—G, 0.0001) + gN(O, 1)+ gN(S, 0.25).

The sample size and coverage probability are set as 600 and 1 — a = 80%, respectively. The

two methods are compared with k& ranging from 1 to 10 in conformalized DP and bandwidth
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p ranging from 0.001 to 5 in conformalized KDE.
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Figure B.5: Prediction sets provided by the conformalized DP method with the number of
intervals k = 2, 3,6 on the mixture of Gaussians dataset.
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Figure B.6: Prediction sets provided by the conformalized KDE using bandwidth p =
0.01,0.5,5.0 on the mixture of Gaussians dataset.

We report typical results of conformalized DP with & € {2,3,6} in Figure B.5 and report
those of conformalized KDE with p € {0.01,0.5,5.0} in Figure B.6. The proposed method
based on DP produces similar prediction sets close to optimal as long as k > 3 (Figure B.7).
This is because OPT(P,0.8) = OPT3(P,0.8) with P being a Gaussian mixture of three
components. In comparison, the results based on KDE are quite sensitive to the bandwidth
choice, since different bandwidths lead to kernel density estimators with completely different
numbers of modes. Figure B.7 shows that for the optimal choice of bandwidth around 0.5,
the KDE successfully identifies the three modes of the Gaussian mixture. However, even

with the optimal bandwidth, the volume of the prediction set is in general still greater than
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that of the conformalized DP. This is partly because the three components of the Gaussian
mixture do not have the same variance parameters, and thus cannot be optimally estimated

by KDE with a single bandwidth.

20.0 —— Prediction Set Volume 20.0 —— Prediction Set Volume
17.5 ---- Optimal Volume (3.0178) 17.5 ---- Optimal Volume (3.0178)
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Figure B.7: Volumes of prediction sets of the two methods on the mixture of Gaussians
dataset (blue) and the optimal volume OPT(P,0.8) = 3.0178 (red). The blue curves are
computed by averaging 100 independent experiments.

ReLU-Transformed Gaussian. The ReLU-Transformed Gaussian is generated accord-

ing to

t
X; = Zaj x o(w; * Z; + b;),
j=1

with Z; ~ N(0,1). It includes the censored Gaussian as a special case. Here, we take t =7
and take a randomly generated set of coefficients. The resulting density function is plot in
Figure B.8a. The sample size and coverage probability are taken as 600 and 1 — a = 80%,

respectively.

Figure B.8 also shows a typical prediction set produced by conformalized DP with k& = 4
and one produced by conformalized KDE with bandwidth p = 0.02. Figure B.9 gives a
more thorough comparison. The proposed conformalized DP achieves near optimality when
k > 4, since the distribution has 4 modes. The KDE solutions are sensitive to the choice of

bandwidth for this complicated distribution.
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Figure B.8: Prediction sets on the ReLLU-Transformed Gaussian
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Figure B.9: Method comparison on ReLLU-transformed Gaussian. The blue curves are com-
puted by averaging 100 independent experiments.

Effects of Sample Sizes and Coverage Probabilites. Finally, we study the effects of
sample sizes and coverage probabilities for the two methods. Specifically, we examine how
the volume of the prediction set decays as the sample size increases and how it varies with

different coverage probabilities. The experiments will be conducted with data generated

from the following two distributions:

1. $N(—6,0.0001) + 3N (0,1) 4+ $N(8,0.25).

1
3
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2. The ReLU-Transformed Gaussian Y; = 22:1 aj * o(w; * Z; + bj) with Z; ~ N(0,1),

t = 7 and coefficients are the same as in the previous experiment.

For conformalized DP, we will set k = 3 for the first distribution and £ = 4 for the second
one to match the number of modes in the two cases. For conformalized KDE, since the
method is sensitive to the choice of bandwidth, we will scan the bandwidth p from 0.001 to
0.2, and only report the one with the smallest volume. We also benchmark the performances

of the two methods by the optimal volume and a standard split conformal procedure with

. _ 1 n
conformity score Gstandard (¥) = — ‘y — =i Yi}.
14.75
8.0
14.50 ‘ | \-\./—‘\,
| ‘ ‘ ‘ i 780 i ‘ ‘ ; ! ‘ : il
4.5 —eo— Conformalized DP (k=3) 65 ‘ —e— Conformalized DP (k=4)
Conformalized KDE (best p) Conformalized KDE (best p)
9 —=— Standard Split Conformal Q 6.0 —=— Standard Split Conformal
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(a) £N(—6,0.0001) + N (0,1) + 1N (8,0.25) (b) ReLU-Transformed Gaussian

Figure B.10: Volume of prediction set against sample size. All curves are plotted by averaging
results from 100 independent experiments.
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Figure B.11: Volume of prediction set against coverage probability. All curves are plotted
by averaging results from 100 independent experiments.

Figure B.10 shows the results with sample size ranging from 200 to 1000 with the coverage
probability fixed by 1 — a = 80%. Both conformalized DP and conformalized KDE produce
smaller prediction sets as sample size increase. Even with the bandwidth optimally tuned for
conformalized KDE, which is not feasible in practice, the proposed conformalized DP tends
to achieve smaller volumes in most cases. In setting of the ReLU-Transformed Gaussian, we
observe that the volume of conformalized KDE prediction set barely decreases after sample

size 600, since in this case density estimation is very hard for KDE.

Figure B.11 considers coverage probability ranging from 0.1 to 0.9, with sample size fixed
at 600. The conformalized DP constantly achieves smaller volume than the conformalized
KDE even though the later is computed with optimally tuned bandwidth. This demonstrates
the robustness of the conformalized DP in handling varying coverage requirements while

maintaining efficiency in volume.

Real-World Dataset. We compare the performance of conformalized KDE and confor-

malized dynamic programming (DP) methods on the Enzyme dataset in Table B.1 and
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Table B.2. For conformalized KDE, we report results across a range of bandwidths from 0.1
to 0.9; for conformalized DP, we vary the number of intervals £k = 1,...,5. We output the
average and standard deviation for volume and empirical coverage over 50 trials and 80%
target coverage. We observe that conformalized DP achieves higher coverage with lower
volume, indicating more efficient coverage compared to conformalized KDE.

Table B.1: Conformalized KDE on Enzyme Dataset

Bandwidth Volume Coverage
0.1 0.9826 + 0.0969 0.8081 + 0.0217
0.3 1.4640 £ 0.0940  0.8056 £ 0.0231
0.5 1.5218 £0.1332  0.7999 +£ 0.0268
0.7 1.4526 +0.1809  0.7962 £ 0.0272
0.9 1.3867 £0.1799  0.7971 £ 0.0236

Table B.2: Conformalized DP on Enzyme Dataset

k Volume Coverage

1 1.2207£0.1188  0.8101 £ 0.0461

2 0.8997 £ 0.1414 0.8144 £ 0.0353

1.0118 + 0.1975 0.8416 + 0.0390

A~ W

1.0131 + 0.1878 0.8458 + 0.0379

5 1.0520 £ 0.2002 0.8558 + 0.0353

B.1.3 Supervised Setting

In the supervised setting, we validate our results on the simulated datasets in Romano, Pat-

terson, and Candes [2019] and Izbicki, Shimizu, and Stern [2020a]. We compare against the
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methods of Conformalized Quantile Regression (CQR) of Romano, Patterson, and Candes
[2019] and Distributional Conformal Prediction (DCP) of Chernozhukov, Wiithrich, and Zhu
[2021] and CD-split and HPD-split of Izbicki, Shimizu, and Stern [2020b].

Simulated Dataset [Romano, Patterson, and Candeés, 2019]. We first describe
the simulated dataset in Romano, Patterson, and Candes [2019]. In this data, each one-
dimensional predictor variable X; is sampled uniformly from the range [0,5]. The response

variable is then sampled according to

Y; ~ Pois(sin?(X;) + 0.1) + 0.03 X; e1,; + 25 1{U; < 0.01} .,

where Pois(\) is the Poisson distribution with mean A, €;; and e5; are independent standard
Gaussian noise, and U; is drawn uniformly on the interval [0, 1]. The first component of the
distribution, Pois(sin*(X;) + 0.1), generates a distribution that is clustered around positive
integer values of Y, with variance that changes periodically in X. The second component of
the distribution, 0.03 X; €;;, adds some additional variance to each of the integer centered
clusters, where the magnitude of the variance increases with X. The final component,
25 1{U; < 0.01} &5, adds a small fraction of outliers to the distribution. We generate 2000
training examples, and 5000 test examples, as in the work of Romano, Patterson, and Candes
[2019]. The same subset of training and test examples are used in the illustration of each of
these methods. The set of test examples is visualized in Figure B.12, with the full range of
Y values including the outliers. In the plots associated with our conformal output, we zoom

in on the Y axis for readability, leaving the outliers off the chart.

Simulated Dataset [Izbicki, Shimizu, and Stern, 2020a]. We now describe the sim-
ulated dataset in Izbicki, Shimizu, and Stern [2020a]. In this data, the predictor variables

X = (Xq,...,Xy) with d = 20 dimensions are independently and uniformly sampled from
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Figure B.12: Simulated data of Romano, Patterson, and Candes [2019], including outliers.

the range [—1.5,1.5]. The response variable Y is then generated according to the following

bimodal conditional distribution:
Y | X ~ 05N (F(X) = g(X),0%(X)) + 05N (f(X) + g(X),0%(X)).

where the functions f(X), g(X), and 0%(X) are defined as:

F(X)=(X; - DX, +1), ¢g(X)=2I(X;>-05)V/X,+05, o*X)= i + | X

Here, N (1, 0?) denotes a normal distribution with mean p and variance o2, and the indicator
function I(X; > —0.5) accounts for the bimodal nature of the data, introducing a piecewise
behavior in the response variable. The first term f(X) captures a polynomial relationship
with X7, while the second term ¢(X) introduces an asymmetric bimodal effect depending on
the value of X;. The variance 0?(X) increases linearly with |X;|, adding heteroscedasticity

to the distribution.

We generate 2000 training examples and 5000 test examples. The same training and test

sets are used consistently across all experiments to ensure reproducibility. The test set is
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Figure B.13: Simulated data from Izbicki, Shimizu, and Stern [2020a], illustrating the bi-
modal distribution of the response variable.
visualized in Figure B.13, showcasing the full range of Y values, including the effects of

bimodality and variance heterogeneity.

Methods. We compare our conformalized DP with the following methods:
e Conformalized Quantile Regression (CQR) of Romano, Patterson, and Candes [2019],

e Distributional Conformal Prediction via Quantile Regression (DCP-QR) and Optimal
Distributional Conformal Prediction via Quantile Regression (DCP-QR*) of Cher-

nozhukov, Wiithrich, and Zhu [2021],
e CD-split and HPD-split of Izbicki, Shimizu, and Stern [2020b].

We now describe the implementation of these methods. The compared methods, CQR,
DCP-QR, DCP-QR*, and our conformalized DP rely on quantile regression. For simulated
dataset [Romano, Patterson, and Candes, 2019] with single dimensional predictor variable,
we use the package sklearn-quantile [Roebroek, 2023] to implement the quantile regres-

sion, which implements the method of Quantile Regression Forests, due to Meinshausen
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[2006]. The CD-Split and HPD-Split methods require the conditional density estimation,
which is achieved by the R package F1exCoDE [Izbicki and Lee, 2017]. For simulated dataset
[Izbicki, Shimizu, and Stern, 2020a] with high dimensional predictor variables, the quan-
tile regression by sklearn-quantile is not informative. For CQR, DCP-QR, DCP-QR*,
and our conformalized DP, we first use the R package F1exCoDE to generate the conditional
density estimation and then integrate the conditional density estimation to get quantile
regression and conditional CDF. The CD-Split and HPD-Split methods again use the con-
ditional density estimation provided by FlexCoDE. All methods are implemented within the
split conformal framework, where the training data is randomly divided into two equal parts.
Specifically, half of the data is allocated for model training, while the remaining half is used

as the calibration set to ensure valid coverage guarantees.

For convenience, we will refer to the ¢qth estimated quantile of Y given X = z as @(q,x).
Some of the following methods use quantile regression to estimate the whole conditional
c.d.f. of Y given X, by estimating a set of quantiles from a fine grid. This gives us an
estimate of the conditional c.d.f., which gives us access to F (y | ), the inverse of Q. (That
is, ﬁ(y | ) = ¢, such that y = @(q, x). Since we only have @ for values of ¢ in the grid, we

set F\(y | ) to be the smallest ¢ in the grid such that y < @(q, x).)

e Conformalized Quantile Regression (CQR) [Romano, Patterson, and Candes, 2019]:
This method fits a model to two quantiles of the data, qiow = § and guign =1 — 5. On
a new test example Xi.;, CQR uses the model to estimate the low and high quantile,

and the conformal procedure will output the interval

[Q\((ﬂowa Xtest) - b, Q\(thgha Xtest) + b] )

where b is a buffer value chosen in the calibration step of the conformal procedure to
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guarantee coverage.

e Distributional Conformal Prediction via Quantile Regression (DCP-QR) [Chernozhukov,
Wiithrich, and Zhu, 2021]: In this framework, we assume access to a model I that
can estimate the conditional c.d.f. of the distribution of Y given X, which we estimate
via quantile regression. Similar to CQR, we start with qow = § and guigh = 1 — 5. In

DCP, instead of adding the buffer in the Y space, the buffer is added in the quantile

space. That is, on a new test example Xi.i;, DCP will output the interval

[@(qmw - b7 Xtest)7 @\(thgh + b, Xtest)] )

where b is a buffer value chosen in the calibration step of the conformal procedure to

guarantee coverage.

e Optimal Distributional Conformal Prediction via Quantile Regression (DCP-QR*)
[Chernozhukov, Wiithrich, and Zhu, 2021]: The optimal DCP is very similar to DCP,
except that Giow and gnign need not be symmetric around the median (¢ = %) Instead,
they are chosen to provide the minimum volume interval that achieves the desired
coverage. We note that the buffer is still applied symmetrically in the quantile space.
That is, the lower quantile is lowered by some value b, and the upper quantile is raised

by the same value b.

e CD-Split [Izbicki, Shimizu, and Stern, 2020a,b]: This method provides prediction sets
based on the conditional density estimation and a partitioning of the feature space. The
conformity score in CD-split is based on a conditional density estimator, which allows
the method to approximate the highest predictive density (HPD) set. The feature space

is partitioned based on the profile of the conditional density estimator, and the cut-off
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values are computed locally within each partition. This approach enables CD-split
to achieve local and asymptotic conditional validity while providing more informative

prediction sets, especially for multimodal distributions.

e HPD-Split [Izbicki, Shimizu, and Stern, 2020b]: The HPD-split method outputs predic-
tion sets based on the highest predictive density (HPD) sets of the conditional density
estimation. Unlike CD-split, which partitions the feature space, HPD-Split uses the
conformity score based on the conditional CDF of the condition density estimator.
Since this conditional CDF is independent of the feature variable, HPD-Split does not
require the partition of the feature space and tuning parameters for that as in CD-
Split. When the conditional density estimation is accurate, HPD-Split converges to

the highest predictive density (HPD) sets.

e Conformalized Dynamic Programming, £ = 1 and £ = 5: We implement a modification
of the procedure described in this work. In the unsupervised setting, we described the
dynamic programming procedure that outputs the minimum volume set of &k intervals
that contain a desired fraction of samples. In this setting, given a new test example X,
we do not have access to samples. Instead, we have access to a grid of estimated quan-
tiles of Y given X. We implement a version of the dynamic programming procedure
that operates on this quantile grid instead of a set of points, to output the minimum
volume set of k intervals that cover at least the desired probability mass. We can also
modify our greedy contraction and expansion procedures to provide a nested system

of sets for different coverage levels.

Discussion. The results of our experiments are illustrated in Figure B.15. Our experi-
ments show that Conformalized Quantile Regression (CQR) and Distributional Conformal

Prediction via Quantile Regression (DCP-QR) perform approximately as well as each other
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on this dataset, achieving average volume 1.42 and 1.48 respectively (see Figure B.15a, Fig-

ure B.15Db).

Optimal Distributional Conformal Prediction via Quantile Regression (DCP-QR*) achieves
a significant improvement over DCP-QR on this data, achieving average volume 1.29 (see
Figure B.15¢). This is due to the fact that the distribution of Y values is not symmetric
around, or peaked at the median Y value. Thus, DCP-QR suffers a disadvantage, because it
outputs intervals that are centered around the median in quantile space, and does not take
into account the relative volumes of the quantiles in Y space. DCP-QR* on the other hand,
is able to take advantage of the fact that, for this data, quantiles close to 0 have very low

volume, and output intervals that use these quantiles.

While DCP-QR* uses information about the relative volume of the quantiles to choose gy
and gnign, which define the output intervals before conformalization, it does not take the
volume into account during the conformalization step. Expanding the interval by a buffer
value b that is small in quantile space, can lead to a large difference in Y space, increasing
the volume of the output interval significantly. For example in Figure B.15c, the intervals
for X just larger than 4 stretch very far into the negative Y region, as a small adjustment

in quantile space is a large adjustment in Y space.

This issue is avoided by our Conformalized Dynamic Programming (Conformalized DP)
method with greedy expansion and contraction for £ = 1 interval. Before conformalization,
the interval output by Conformalized DP and DCP-QR* is the same: it is the volume optimal
interval that achieves a given coverage according to the estimated c.d.f.. However, our
method takes the relative volume of different quantiles into account in the conformalization
step, and avoids the issue of expanding the interval in quantile space in directions that add

too much volume in Y space. This allows the method to achieve an improved average volume
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of 1.14 (see Figure B.15f).

An illustration of this issue is given in Figure B.14. Suppose that for a new test example
X, the estimated conditional distribution of Y is skewed. (In this illustration it is x*(5).)
Suppose that our target coverage was 0.5, and in the calibration phase we are required to
expand coverage to 0.7. Both ConformalizedDP and DCP-QR* will start by calculating the
minimum volume interval that captures 0.5 of the probability mass. In this case it is the red
region from x = 1.58 to x = 5.14 (i.e., the set of x such that f(z) > 0.12, where f(x) is the
p.d.f. of the distribution). Then, each method must expand this interval to capture 0.7 of
the probability mass. DCP-QR* does this by adding two blue regions, each of which capture
an additional 0.1 probability mass. This results in expanding the interval significantly to
the right, even though the density is low. ConformalizedDP takes the volume (i.e., density)
into account when expanding the interval, and produces the minimum volume interval that
captures 0.7 of the distribution (i.e., the set of z such that f(z) > 0.085), in this example.
(We note that the expansion and contraction procedure of ConformalizedDP does not always
result in the volume optimal prediction set for the adjusted coverage, only the original target
coverage. However, in this case, since the distribution is unimodal and k£ = 1, we do indeed

recover the volume optimal set even for the adjusted coverage.)

Finally, we also implement Conformalized DP with & = 5 intervals. This allows us to fit to
the multimodal shape of the Y data, and achieve a much lower average volume of 0.45 (see

Figure B.15g).
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(a) When expanding from the red region, cover- (b) When expanding from the red region, cover-
age 0.5, to a region of coverage 0.7, DCP-QR* age 0.5, to a region of coverage 0.7, Conformal-
chooses the blue region with additional volume ized DP chooses the blue region with additional
2.56. volume 1.96.

Figure B.14: We illustrate the difference between DCP-QR* and Conformalized DP for
k = 1, on the example where the estimated conditional distribution of Y for a new X
is x?(5). We plot the intervals that are chosen by the methods against the p.d.f. of the
estimated distribution.
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(a) Conformalized Quantile Regression
(CQR) [Romano, Patterson, and Candes,
2019], achieves average volume 1.42 and
empirical coverage 70.62%.
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(b) Distributional Conformal Prediction
(DCP) [Chernozhukov, Wiithrich, and Zhu,
2021], achieves average volume 1.48 and em-
pirical coverage 71.6%.
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(d) CD-split Conformal Prediction [Izbicki,
Shimizu, and Stern, 2020b], achieves average
volume 1.83 and empirical coverage 69.94%.

Figure B.15: Continued on following page.
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(e) HPD-split Conformal Prediction [Izbicki, (f) Conformalized Dynamic Programming
Shimizu, and Stern, 2020b], achieves average (k = 1), achieves average volume 1.14 and
volume 1.75 and empirical coverage 69.44%. empirical coverage 74.04%.
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(g) Conformalized Dynamic Programming
(k = 5), achieves average volume 0.45 and
empirical coverage 72.36%.

Figure B.15: Comparison of supervised conformal prediction methods on simulated data
from Romano, Patterson, and Candes [2019]. All results are for a target coverage of 0.70.
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(b) DCP-QR, achieves average volume 4.04 and (c) DCP-QR*, achieves average volume 4.05 and
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(d) CD-Split, achieves average volume 3.69 and (e) HPD-Split, achieves average volume 3.60 and
empirical coverage 69.86%. empirical coverage 69.64%.

Figure B.16: Continued on following page.
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(f) Conformalized Dynamic Programming (kK = (g) Conformalized Dynamic Programming (k =
1), achieves average volume 4.00 and empirical 2), achieves average volume 3.55 and empirical
coverage 68.98%. coverage 69.42%.

Figure B.16: Comparison of supervised conformal prediction methods on simulated data
from Izbicki, Shimizu, and Stern [2020a]. All results are for a target coverage of 0.70.

Real-World Dataset [Dhillon, Deligiannidis, and Rainforth, 2024]. We evaluate
our method along with several baselines on two real-world regression datasets from the UCI
repository: AirFoil and WineQuality. These two datasets were previously considered in
the conformal prediction study by Dhillon, Deligiannidis, and Rainforth [2024]. For each
dataset, we compare the empirical coverage, average volume, and runtime of the prediction
sets output by different methods, with a shared preprocessing time (for conditional CDF
estimation using F1exCoDE) excluded from reported runtimes. For AirFoil and WineQuality,
we repeat each experiment 20 times and report the mean and standard deviation of all results

with target coverage 0.8.

Recall that our method for the supervised setting requires a conditional CDF estimator.
When the feature space is high-dimensional in our experiments, this is constructed by using
as a black-box the conditional density estimator of Izbicki and Lee [2017] that underlies

CD-split and HPD-split. When the conditional density estimate is used as a black-box, the
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optimal volume set is produced by taking an appropriate level set of the conditional density
as taken by CD-split and HPD-split; hence we do not expect our method to outperform
CD-split and HPD-split in these experiments. However, we observe that our method is still

competitive in these experiments, as described below.

Interpretation: Among the competitive methods, CQR, DCP-QR, DCP-QR* all output a
single interval and are more suitable for unimodal distributions. On the other hand, CD-split
and HPD-split output a union of intervals and are suitable for data generated by multimodal
distributions. The experiments show that our proposed framework of Dynamic Programming
is competitive against both settings with different values of k. To be specific, for the dataset
in Table B.3, DP with & = 1 is competitive with the DCP-QR and DCP-QR* which achieves
the smallest volume, while in Table B.4, DP with k = 5 is competitive with HPD-split and
CD-split which achieve the smallest volume. In practice, the value of k can be tailored based
on the distribution, or chosen adaptively using the ideas in Bai, Mei, Wang, Zhou, and Xiong

2022].

Table B.3: Comparison of methods on the dataset AirFoil. Reported runtimes exclude a
shared preprocessing time of 6.3819 + 0.1456(s) for estimating the conditional CDF using
FlexCoDE common to all methods.

Method Average Volume Empirical Coverage Runtime (s)

CQR 7.1167 + 0.4479 0.8061 4+ 0.0266 0.3536 £ 0.0528
DCP-QR 6.4662 + 0.4478 0.8032 + 0.0268 0.8185 + 0.0613
DCP-QR*  6.4612 £ 0.4078 0.7953 £ 0.0240 0.9003 £ 0.0555
CD-split 7.5517 £ 0.5343 0.7962 £+ 0.0269 0.1311 4+ 0.0110
HPD-split  7.3650 + 0.6549 0.8013 4+ 0.0278 1.8243 4 0.0556

DP (k=1) 6.8287 + 0.3548 0.8065 + 0.0245 32.3420 £ 0.1109

DP (k=5) 7.5002 + 0.5302 0.8032 £ 0.0211 206.3317 £ 196.6624
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Table B.4: Comparison of methods on the dataset WineQuality. Reported runtimes exclude
a shared preprocessing time of 68.3879 4-2.8636(s) for estimating the conditional CDF using
FlexCoDE common to all methods.

Method Average Volume Empirical Coverage Runtime (s)

CQR 1.1251 £ 0.2066 0.8058 £ 0.0135 5.0441 + 0.5437
DCP-QR 0.9980 £ 0.0771 0.8042 £ 0.0122 7.2799 £ 0.7250
DCP-QR* 0.9514 £ 0.0721 0.8030 £ 0.0115 7.6734 £ 0.9398
CD-split 0.5066 + 0.7077 0.7759 £ 0.0368 2.6191 £ 0.1664
HPD-split 0.2694 + 0.0163 0.8010 + 0.0154 9.0277 £ 0.0973

C-DP(k=1) 0.9389 + 0.0555 0.8074 £ 0.0134 191.8998 £ 213.9385

C-DP(k =5) 0.2947 + 0.0215 0.8048 £ 0.0127 704.8169 + 40.4745

B.2 KDE Optimality Implies DP Optimality

Suppose a distribution P on R admits a density function p. The kernel density estimator

depending on k i.i.d. samples Zy,--- , Z} is defined by

p

J

n) = o kl k(25 (B.1)

where K (-) is a standard Gaussian kernel and p is a bandwidth parameter. The conformal
prediction method by Lei, Robins, and Wasserman [2013] is based on the idea that the level
set of py is close to that of p as long as py is close to p. In this section, we will show that as
long as py. is close to p, the dynamic programming also finds a prediction set whose volume
is nearly optimal compared with the level set of p. This implies that DP always requires no

stronger assumption to achieve volume optimality.
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The existence of a KDE close to p can be even weakened into the following assumption.
Assumption B.2.1. For any positive integer k, there exists some e, > 0 and some Gaussian

mizture Py, = Z?Zl wiN (p;,02) such that TV(Py, P) < .

J

In particular, the KDE (B.1) based on k samples is a special case of the Gaussian mixture,
given that Gaussian kernel is used. Though the characterization of the closeness between
pr and p is through /., norm by Lei, Robins, and Wasserman [2013], similar error bounds
also apply to the ¢; norm, which is the total variation distance. For example, suppose P
has bounded support and the Hélder smoothness is 8 € (0,2]. Then, one can take g, =
) <l{;_%> with an appropriate choice of the bandwidth, where O hides some logarithmic
factor of k.

Theorem B.2.2. Consider i.i.d. observations Y1,---,Y,, Y, 11 generated by some distribu-
tion P on R that satisfies Assumption B.2.1. For any «, 6,y € (0,1) such that § > 4/ k“%
and y+20+2¢;, < a, let 6Dp € Cy, be the output of Algorithm 3.1 with coverage level 1 —a+0

and slack . Then, with probability at least 1 — &, we have
1. ]P)<Yn+1 EC(\DP |lea 7Yn> 21_057'
2. vol(Cpp) < OPT(P,1 — o + 7 + 20 + 2¢y,).

The result of Theorem B.2.2 can also be conformalized as in Section 3.2.4, so that the
restricted volume optimality OPTy (P, -) in Theorem 3.2.6 can be strengthened to OPT(P, -)
without restriction whenever P satisfies Assumption B.2.1, which, in particular, includes the

situation where the density of P can be well estimated by KDE.

The volume sub-optimality given by Theorem B.2.2 is v 4+ 20 + 2¢;,. When the distribution
P is B-smooth, the sub-optimality is of order ) (\/% + k_wﬁﬁ) by taking ¢ = 5 (k:_%»

§=0 (ﬂ), and v sufficiently small. Thus, optimizing this bound over k leads to the rate
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S} <n_ﬁ). In comparison, the KDE achieves a faster rate 5) (n_%> [Lei, Robins, and
Wasserman, 2013] for smooth densities. This is actually a technical artifact by specializing
Assumption B.2.1 to the KDE (B.1). In fact, when the density of P is [-smooth, it is
well known that Assumption B.2.1 is satisfied with a better ¢, = ©(k™#) [Ghosal and
van der Vaart, 2007, Kruijer, Rousseau, and van der Vaart, 2010], which then leads to
the volume sub-optimality S) <\/§ + k_ﬂ) that leads to the near optimal rate ) <n_2ﬂ%>

with k& = (:)(nﬁ)

We first state a lemma that shows that a level set of a Gaussian mixture with k£ components
must belong to the class Cy.

Lemma B.2.3. For a Gaussian mizture P, = 25:1 w;N(pj,03) and any o € (0,1),

OPTk(Pk, 1-— Oé) = OPT(Pk, 1-— Oé).

The proof of the lemma is in Section B.3.4. Now we are ready to state the proof of Theo-

rem B.2.2.

Proof of Theorem B.2.2. By Proposition 3.2.4, we know that GDP satisfies Pn(aDp) > 1l—a+
§ and vol(Cpp) < OPT4(P,,1—a+8+7). The condition on § implies that supcee, [Pn(C) —
P(C)| < 4 with probability at least 1—¢ [Devroye and Lugosi, 2001]. Therefore, the coverage
probability is

IE»(Yn+1 € Cop | Vi, ,Yn> > P, (Cop) — 6> 1—a,
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and the volume can be bounded by

Vol(aDp) < OPTy(P,,1 —a+d+7)
< OPTR(P,1—a+20+7)
< OPTi(Pp, 1 —a+20+v+e¢g)
= OPT(P,1 —a+20+~+c¢ex)
< OPT(P,1—a+ 20+ v+ 2¢),
where the identity above is by Lemma B.2.3. O]

B.3 Additional Proofs

B.3.1 Proof of Theorem 3.2.2

The proof relies on the following technical lemma, whose proof will be given in Section B.3.4.
Lemma B.3.1. For any 6, > 0 and any integer n > 0, there exists some distribution 11
supported on

P.={P:supp(P) C [0,1],TV(P,A\) > 1—¢},
such that TV (A", [ PrdIl) < 6.

Now we are ready to state the proof of Theorem 3.2.2.

Proof of Theorem 3.2.2. By Lemma B.3.1, there exist II,, 5 and II,,1; s supported on Pj, such
that TV (A", [ PrdIL, ) <6 and TV (A", [ PPTdIL,46) < 6.
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Since P! (Y,4y € C(Yq, - ,Y,)) > 1 —a for all P, we have
/P"“(YnH eC(Yy, -, Y))dlL 15 > 1—a.
By TV (/\”“, i Pn+1dHn+175) < 9, we have
E  (MC(YVi,++ Vo) = A" (Yo € OV, Vo)) 2 1—a — 6.
By TV (A", [ P"dIl,s) < &, we have
/Yl 77777 IENPR)\@(YM e Y))dI s > 1 —a — 26,

Then, there must exists some P € supp(Il, 5) C Ps, such that

The fact that P € Ps implies TV(P,\) > 1 — 4. By the definition of total variation, there
exists some set B such that P(B)—\(B) > 1—6, which implies P(B) > 1—¢ and A\(B) <.
Therefore, OPT(P,1 —¢§) < §.

We finally have for any € € (0, ), the expected volume of prediction set is

E  vol(C(Yy,--,Y,)) > 1—a—26
Yi,..., n~ P
> 5
> OPT(P,1— )
> OPT(P,1—a+e¢),
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as long as ¢ is sufficiently small so that 6 < min{(1—«)/3,a—e}. The proof is complete. [

B.3.2 Proof of Theorem 3.2.6

Theorem 3.2.6 is a special case of Theorem 3.3.3 in the setting where F'(- | x) does not depend
on x and ﬁ( | ) is defined as the empirical CDF of Y3, ...,Y,. Then, Assumption 3.3.2 is

automatically satisfied by a standard VC dimension bound [Devroye and Lugosi, 2001].

B.3.3 Proof of Theorem 3.3.3

We will prove the three properties of Theorem 3.3.3 separately. We note that the marginal
coverage property holds without Assumption 3.3.1 and Assumption 3.3.2. It is a standard
consequence of applying the split conformal framework, but we still include a proof here for

completeness.

Proof of Theorem 3.3.3 (marginal coverage). By the construction of C\DCP_DP(XMH), we

have

P <Yv2n+1 € éDCPfDP(XQnJrl)) =P (Q(Yén+b X2n+1) > q[(nJrl)aj) .

Since the conformity score ¢ is constructed from F (- | -), it is independent from the second
half of the data. Thus, ¢(Y2,41, Xony1) is exchangeable with ¢(Y, 11, Xoa1), -+, ¢(Yan, Xon),

which implies the desired conclusion by the definition of q|(;41)a/- n

Next, we establish the conditional coverage property. We need the following property of the
conformity score that is computed based on a nested system.

Lemma B.3.2. For any j € [m+1], y € S;(x) if and only if q(y,x) > m —j+ 1, where the
set Spi1(x) is defined as R.
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The proof of the lemma will be given in Section B.3.4.

Proof of Theorem 3.3.3 (approximate conditional coverage). We first note that

Assumption 3.3.2 implies
E|F(- | Xans1) = F(- | Xang) koo < 20. (B.2)

We use Fy, to denote the o-field generated by the random variables (X1,Y7), -+, (Xop, Ya2,).
Let Ex,,., and Ez,, be the expectation operators under the marginal distributions of Xo, 1,

and of (X1,Y1), -+, (Xan, Ya,), respectively. Then, we have

P (Q(}/Zn+l>X2n+l) > qL(nJrl)aJ) = ]_Ig’ X2]E+1 P (Q(}/Qn+17X2n+l) > q|(n+1)a] ‘X2n+17‘/__.2n) .

By Lemma B.3.2, ¢(Yon+1, Xont1) = q|(n41)a) 1S equivalent to Yo, 1 € SE(XQ,LH) for somejj\
measurable with respect to F5,. Then, we have

E E P (Q(YQn-‘rla X2n+1) > q|(n+1)a] |X2n+17 FQn)
Fon Xon41

= Er.Ex,, P <}/2n+1 € Sj(inH)\XQnH, -7:2n>

= E]:2nEX2n+1/ dF(y | X2n+1)-
55(X2n+1)

Since S5(Xap11) € Ci, by (B.2), we have

Ef2nEX2n+1/ dF(y | X2n+l) SEFQnEX2n+1/ dﬁ(y ‘ X2n+1)
S5(Xont1)

55:(Xony1)

+ENF( | Xont1) = F(- | Xong1)|lkoo

SE]"%EX%H / dﬁ(y ‘ X2n+1> + 20.

55(X2n+1)
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By Assumption 3.3.1, we have fsf(xgnﬂ)dﬁ(y | Xont1) = i which is independent of

m’

Xont1, since 3 measurable with respect to Fs,. Thus, we have

Er,.Ex,.,, / AdF(y | Xons1) +26 = Ex, / AdF (y | Xoni1) + 26.
S5 (Xont1) S5(Xant1)

J

By Assumption 3.3.2, we have with probability at least 1 — ¢,

Br,, [ dPly| Xawt) + 25 B, [ dAF(y] Xawe) + 30
5+(Xant1) 5+(Xant1)

=P (¢(Yan+1, Xont1) = Q|nt1)a) | Xons+1) + 36.

Therefore, with probability at least 1 — §, the approximate conditional coverage holds

P (q(YQnH, Xont1) = qn+1)al | X2n+1) > P (q(Y2n+1,X2n+1) > qL(nH)aJ) —30>1—a—30.

Finally, we prove the last property on volume optimality.

Proof of Theorem 3.3.3 (conditional restricted volume optimality). By Assumption 3.3.1, there

exists some j* € [m], such that

~ 1
S+ (Xant1) n
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Assumption 3.3.2 implies that

P (Yani1 € Sj+(Xont1)) = E/ dF(y | Xont1)
Sj*(X2n+1)

v

E/ dﬁ(y | X2n+1)
S (Xant1)

—E|[F(- | Xont1) = F( | Xong1)llkoo

v

1
l—a+—+4.
n
By Hoeffding’s inequality and the condition on d, we have

2n
1
- > Y € 8 (X))} = P (Yanta € S+ (Xony1)) =,

i=n+1

with probability at least 1 — §. Combining the two inequalities above and Lemma B.3.2, we
get

2n

= Y: 1

— > HaViX)2m—j +1}21-a+ -,

n n
i=n-+1

with probability at least 1—4. This immediately implies q|na| = qn(a—n-1)+1] = m—j"+1 by
the definition of order statistics. Therefore, the volume of the prediction set aDCp,Dp(X on+1)

is at most

vol ({y e R:qy, Xon1) 2 C]L(n+1)aJ})
<vol ({y € R: q(y, Xant1) 2 qjnay })
<vol ({y € R: q(y, Xops1) = m —j* +1})

=vol(Sj» (Xant1)),

where the last identiy is by Lemma B.3.2. The volume of S;-(Xs,+1) can be controlled by
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Assumption 3.3.1,

~ 1
vol(Sj+(Xant1)) <OPTy, (F( | Xons1), 1 —a+ - + 36 + 7)

1

where the last inequality, which holds with probability at least 1 —4, is by Assumption 3.3.2.

Combining the inequalities above with union bound, we get the conclusion. O]

B.3.4 Proofs of Proposition 3.2.4, Lemma B.2.3, Lemma B.3.1

and Lemma B.3.2

Dynamic Programming Algorithm. The dynamic programming table DP(3, j, 1) stores
the minimum volume of ¢ intervals that collectively cover [yn points from the sorted training
data Y{y),...,Y(;, where the right endpoint of the rightmost interval is fixed at Y{;). Here,
Yy, ..., Y are the training data points Y7, ...,Y,, sorted in non-decreasing order. For each
state in the DP table, we iterate over all possible left endpoints of the rightmost interval,
as well as the right endpoint of the preceding interval (if it exists). This allows us to

systematically compute the optimal solution for each state by the following formula:

Ifi =1, DP(i,4,0) = Yy — Yi—fiyn]+1),

If'l > 1, DP('Z,], l) = min {}/(]) — )/(]/) + DP(Z — 1,jll, l/)},

i—1<5"<j'<j

where I =1 — |(j — 7'+ 1)/(yn)]. Finally, we find the minimum volume solution among
all entries DP(k, j, [(1 — «)/7]) for all 1 < j < n. Then, we use the standard backtrack

approach on the DP table to find the prediction set 6Dp.
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Proof of Proposition 3.2.4. Without loss of generality, we assume that 1/ is an integer,
otherwise, we can decrease vy to make this hold. For any i € [k],j € [n],l € [1/7], we use
the dynamic programming table entry DP(i, j,1) to store the minimum volume of ¢ intervals
that cover [l -~yn] points in Y(y),...,Y(;) and the right endpoint of the rightmost interval
is at Y{(;). If there is no feasible solution for this subproblem, we set DP(%, j, 1) = oo. This
dynamic programming is shown in Algorithm 3.1. This dynamic programming runs in time

O(n®k/y).

We then find the solution with the minimum volume among all subproblems DP(k, 7, [(1 —
a)/y]) for 1 < j < n. It is easy to see that there exists a feasible solution. Let Cpp € Cy, be a
union of k intervals in this solution. This solution covers at least [(1—a)/v-(ny)] = [(1—a)n]

points in X;,...,X,,. Thus, we have
]P)n(é\Dp) Z 1—a.

If the restricted optimal volume OPTy(P,, ((1 — «)/v + 1) - (ny)/n) is smaller than the
volume of GDP, then this solution cannot have the minimum volume among all subproblems

DP(k,7, [(1 —a)/~]) for 1 < j < mn. Thus, the volume of this solution must satisfy

vol(Cpp) <OPT(Py, (1 — @) /v + 1) - (ny)/n)

=O0PTy(P,,1 —a+7).
The proof is thus complete. O

Proof of Lemma B.2.3. By [Carreira-Perpindan and Williams, 2003], there are ¥’ < k local
maxima for the density function pp. We will use &’ intervals and define the rest of the

intervals to be empty. Suppose u; < uy < --- < up € R are the local maxima of p,. The
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density pi(y) is differentiable, and its local minima and local maxima have to alternate.
Hence there are exactly k' — 1 local minima, denoted by (1, 0o, ..., {1 with ¢; € [u;, u;41]
for all j € {1,2,...,k" —1}. (Note that there are no local minima less than u; or greater
than ug since pr(y) — 0 as y — £00). For notational convenience let ¢y = —o0, )y = oco.

Let C* C R satisfies P,(C*) > 1 — a and vol(C*) = OPT (P, 1 — «).

We now show that there exist Iy, --- , Iy € C; such that u; € I; C [{;_1,¢;] for all j € [K'],
Py(UR_11;) > 1 — a, and vol(UX, ;) < vol(C*). This would imply the desired conclusion.
Consider S; = S*N[¢;_1,¢;] for all j € [k']. Next we observe for all j € [k'], py, is monotonically
increasing in the interval [¢;_1,u;] and is monotonically decreasing in the intervals [u;, (],
with a local maximum at u;. Hence if S; comprises multiple disjoint intervals within [¢;_y, ¢,],
we can pick one interval with the same volume within [¢;_1, ¢;] that also includes u; and covers
at least as much probability mass. This establishes the property of U;‘?':lf ;, and hence the

lemma. ]

Proof of Lemma B.3.1. First, we construct a family of distributions supported on subsets
of [0,1]. Consider an integer m. We partition the interval [0,1] into m intervals with
length 1/m each and define the subinterval A; = [Z1, L) for j € [m]. We next define a
family of distributions supported on these subintervals. For any vector Z € {0,1}™, let
Az =U 2,-1 A; denote the union of intervals corresponding to the indices where Z; = 1.
Then, we define the density function

]I{y - Az}
pz(Y) = T
% Zj:l ZJ'

where I is the indicator function. Let P, be the corresponding distribution.

We then construct the weight distribution II. Given any ¢ > 0, we now provide a restricted
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set of vectors Z € {0,1}™ such that the distribution Pz has at least 1 — ¢ total variation
distance to the uniform distribution A. We pick a parameter § € (0, 1) depending on & and

m. Then, we define a set of vectors Z with Ay covering approximately g fraction of [0, 1],

O

Z:{Ze{o,l}m: %sz—ﬂ
j=1

For any Z € Z, we have the total variation distance

. 1 m B 1/3
TV(PZ,)\)ZA(AZ)zl—EjZIZj21—ﬁ—(E) .

Therefore, as long as § + (%)1/3 < ¢, we have P; € P. for all Z € Z. We construct the
weight distribution II supported on the {P; : Z € Z}. Let II = ®jL,Bernoulli(3) be the
product distribution on {0, 1} such that each coordinate is 1 with probability 5. Then, we

define II to be the distribution II conditioning on Z, II(Z) =

We bound TV(X", [ P2dlI(Z)) by chi-squared divergence,

STV ()\",/PgdH(Z))2 < /WL (/Zp}dH(Z))2dx Y

Since [ PZdII(Z) is a mixture of product distributions over {P} : Z € Z} with weights II,

we can expand the first term in the right-hand side as

/[0,1]" </z p%dH(Z))Q de =K, ,un (/pZ(y)pZI (y)dx)n.
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By taking the density pz(y) = - into the equation, we have

" 1
E_ i ( / pz(Y)pz (y)dx) =E__u o : : Z;7;
Z,7"<T YAVARSI % Zj:1 Zj 1 Z] . Z’ m Z

According to the construction of Z, for any vector Z € Z, we have % Z Z; > [ — ( )1/3.
Since II is the product of Bernoulli distribution with probability 3, by the Chernoff bound,

we have II(Z € Z) > 1 — (8/m)"/3. Thus, we have

B, iy ( / pz(y)pz (y)dw)
—2n 1 m n
< (6 ) EZ,Z’%iH (E Z ZjZ})
j=1
) R, (50 %7) HZ € 27 € 2)
(7 € 2)2
<

3 1/3\ 2 3 1/3\ ~2 /
(5‘<a) ) -(5) ) Baen Z”
The last term on the right-hand side can be bounded by
32 (1 , 8 1/3
e (50) < (2 a2 ()
" 1/3
(e ()7) ()
m

1/3
where the first inequality is using - >, Z; 75 < 1 for - >0 Z; 75 > % + (%) and

IN

the second inequality is from the Chernoff bound on the sum of m Bernoulli variables with
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probability 42. Combining all bounds above, we have

1/3\ ™ 1/3
1 (7)) ()
TV ()\" /PgdH(Z)) <
2 ’ - 5y1/3) 2" 511/3)2
(5—(5) ) ( — () )
It is clear that the above bound tends to zero when m — oco. Therefore, for any § > 0, we

have TV (A", [ PpdIl(Z)) < § for a sufficiently large m. O

Proof of Lemma B.3.2. The result is a direct consequence of the nested property of

{Si() }jepm)- 0
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Appendix C

Details for High-dimensional

Ellipsoids

C.1 Computational Hardness of Obtaining Non-trivial
Volume Approximation (Guarantees

In this section, we show evidence of computational intractability for obtaining any non-trivial
approximations for the volume of the ellipsoid. In we will show that it is computationally
hard to determine whether there exists a 1 — a-fraction of points that lie on a subspace.
Note that the volume of the minimum volume ellipsoid containing a set of points S is zero

exactly when S belongs to a subspace of dimension at most d — 1.

We start with a simple NP-hardness result due to Khachiyan [1995].
Proposition C.1.1. There exists a constant g > 0, such that for any o > ap(1 — ) + %

given any set of m points in d dimensions, assuming P # N P, there is no algorithm running
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in polynomial time (in m,d) that determines if there exists an ellipsoid of volume 0 that

contains at least (1 — a)m points.

Proof. Khachiyan shows that it is NP-hard to determine if there exists a d — 1 dimensional
subspace containing at least (1 — «ap)(1 — 1/d) fraction of points [Khachiyan, 1995]. The
volume of the minimum volume ellipsoid containing a set of points S is zero if and only if S
belongs to a subspace of dimension at most d — 1. Moreover, we can add additional random

points in R? to get the same hardness for any coverage 1 — a < (1 — ag)(1 — 1/d). O

C.2 Proofs of Claims in Section 5.4

Proof of Claim 5.4.2. Let S := Np(F) C V be the set of vertices incident to edges in F,
and let H := (S, F') be the subgraph of G induced by F' on the vertex set S.

We first prove the second inequality. Since for any edge e = (i,7) € F, the vector u, =
(ei + €;)/+/2, all vectors in P lie in the coordinate subspace spanned by e; for all i € S.
Therefore

dim(span P) < |S| = |Np(F)|.

We now prove the first inequality. Let the connected components of H be Hy, ..., H, with
vertex sets Sp,..., 5, (a partition of S) and edge sets Fi, ..., F, (a partition of F'). Since

the supports of the vectors {u, : e € F.} lie in disjoint coordinate blocks S., we have

dim(span P) = Zdim(span {uc:e € F.}).

c=1

Fix a component H.. Choose a spanning tree T, C F,; then |T.| = |S.| — 1. We claim that

the vectors {u : e € T.} are linearly independent. Indeed, suppose > _~ A.u, = 0. Pick a

6€Tc
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leaf v of the tree T, and let e, = {v,w} be its unique incident edge in T,. Looking at the
v-th coordinate of the preceding relation yields A, = 0, because u,_ has one in coordinate
v while all other u/, for e € T, \ {e,} have zero in that coordinate. Removing e, and v from

the tree and repeating this argument inductively forces all coefficients to be zero. Thus
dim(span {u. : e € F.}) = |T,| = |S.|—1.

Summing over components gives
dim(span P) = Y (|Se| —1) = |S| -

c=1

Finally, since S consists of vertices incident to edges of F', each component H. has at least

two vertices, so r < |S|/2. Therefore

dim(span P) > |S|—r > % _ |N32(F)|_

Combining with the upper bound proves the claim. O

C.3 Algorithm Details

C.3.1 Preliminaries

The Schur complement is a useful way to compute the determinant and eigenvalues of a
block matrix.

Fact C.3.1 (Schur complement [Bhatia, 1997]). Consider a (p + q) x (p + q) block matriz
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M where the submatriz X € RP*P s invertible.

XY
Wiz

Then the Schur complement for the block X is given by Z — W XY, and

det(M) = det(X) - det(Z — WX 'Y).

C.3.2 Bounding Ball

The first step of our algorithm is to restrict our attention to a bounding ball that has radius
proportional to the longest axis of the optimal ellipsoid. This can be done via a simple search
procedure.
Lemma C.3.2 (Bounding ball). For the set of points A = {ay,...,a,} C R?, create a set
of balls

B = {B(a, |la; —a;) - i,j € [n]}.

Remove any B € B such that |BN A| < (1 — a)n. We have that |B| < n?.

Let E* be the minimum volume ellipsoid of condition number at most 5 that contains at least
(1 — a)-fraction of the points. Then, there ezists a ball B € B such that B contains all of

the points in E*, and the radius 0f§ 15 at most twice the longest axis length of E*.

Proof. The bound |B| < n? is immediate from the construction since there are at most n?

pairs of i,j € [n].

Let ¢ be the center of the ellipsoid E*, and let R = max,cg« ||z — ¢|| be the length of its
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longest semi-axis. Let a;,a; € AN E* be the pair of centers that maximize the distance

among all pairs of points in AN E*, i.e.,
la; — ajl] = max{[la — a'[| : a,a" € AN E*}.

Set the ball B := B(ay, [|a; — a;]).

By construction, for every a, € AN E* we have |lay — a;|| < ||la; — a;|, so AN E* C B; that
is, B contains all points of A that lie in E*. Thus, we have the ball B e B, Moreover, since
A, Qj € E*,

la; — a;]| < lla; — || + |la; — ¢|| < R+ R = 2R,

so the radius of B is at most 2R, i.e., at most twice the longest semi-axis length of E*. This

proves the claim. O

C.3.3 Iterative Outlier Removal via Dual

We analyze the number of points that are removed in our iterative outlier removal pro-
cess. We use Chebyshev’s inequality with the observation that our removal process forms a
martingale.

Proposition C.3.3 (Point removal martingale). Let the random variable w,;1; be the
weight that is assigned by the SDP to point i in iteration j € [R] (jth time the SDP is
solved) in Algorithm 5.1, where we define wgj)+; = 0 for points that have already been

deleted by iteration j.

Let Xnj)+i ~ Bern(w, )+i) be the indicator random variable of whether point i was removed
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in iteration j. Define Z(, )4 as the deviation of X (n;)4 from its expectation,

Z(nj)-i—i = X(nj)+i — W(ng)+i-

We have that

E [Zk‘Zo, ey Zkfl] - O,

Thus, for any subset of the variables S C [nR], we have

2
Var Z Zr| =E (Z Zk;) = Z Z E [ZvZy]
kes kes keS k'eS
=Y E[Z}] <E|) wy|=E ZXk] .
kes keS keS

This allows us to conclude the two statements we need about the outlier removal process.
First we argue that over R rounds, we will make progress removing the outliers.

Lemma C.3.4 (Outlier removal progress). Assume an is at least a sufficiently large con-
stant. There exists a constant ¢ such that if we run the iterative outlier removal procedure
for R > C%L iterations, then with probability at least 0.99, there exists an iteration on which

less than vd mass was placed on outliers.

Proof. Consider the random variables as defined in Proposition C.3.3. Let S C [nR] be the

subset of indices that correspond to outliers,

S={(nj)+i:a; & E*},
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where E* is the optimal solution.

Let
Zs=) 7
kes

be the deviation of the number of outliers removed from its expectation.

By Proposition C.3.3 we have

Var(Zs) < E < an,

D Xi

kesS

since there are at most an outliers that can be removed in any run of the algorithm. By

Chebyshev’s inequality we have

an 1
PliZs| 2 (¢~ Dan] < (¢ —1)%(an)? B (c—1)2an

Let &€ be the event that on all R iterations, the SDP placed at least vd mass on outliers. We

have that in the event &,

YIS DL it

kesS kesS kesS

<an—R-~vd

< —(c—1)an.

Thus € is a subset of the event that |Zg| > (¢ — 1)an, and the probability of event &£ is

bounded by —=L—. Taking ¢ = 2 and an > 100 proves the claim. [

(c—1)2an"

We also must show that over R rounds we do not remove too many points total (outliers
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and inliers together).

Lemma C.3.5 (Bound on number of points removed). Assume % is at least a sufficiently
large constant. Let ¢ € R be a constant. Then there exists a constant co such that, if we run
the iterative outlier removal procedure for R = c% iterations, then with probability at least
0.99, we remove a total of at most

an .
Co—— points.
gl

Proof. Let

Z=Y 7z

ke€[nR)
be the deviation of the number of points removed from its expectation. By Proposition C.3.3

we have

Var(Z) <E Z Xk | < Rd,

kenR]

since the SDP assigns weight d in each round. By Chebyshev’s inequality, we have

Rd 1
P[|Z| > csRd] < _ ,
121 2 e Rd] < AR?d®>  3Rd
Thus,
an Co 1
PIY Xz <P | Z><——1>Rd <
k= - P= e =~ (e2/c—1)2Rd
k€[nR] k€[nR]

Taking ¢y such that ¢;/c — 1 > 1, and assuming Rd = % > 100 proves the claim. O
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C.3.4 Dual Equivalence

Proposition C.3.6 (Dual equivalence under the lift). Let ay, ..., a, € R and a; := (a;,1) €
R, Let w be any optimal dual solution for the free-center MVEE (Proposition 5.2.2) in R<.

Then w = d%lw is an optimal dual solution for the origin-centered MVEE (Proposition 5.2.4)

of the lifted points (a;) in R

Conversely, let w be any optimal dual solution for the origin-centered MVEE (Proposi-

tion 5.2.4) of the lifted points in R4, Then w = d;il@ 1s an optimal dual solution for

the free-center MVEE (Proposition 5.2.2) in RY.

Proof. We use KKT conditions for both problems.

KKT (free-center in R?). For any optimal primal-dual pair (Q, ¢, w) in R,

Ql'=M= Zwi(ai —¢c)(a;—¢)", c= ZZZHZJGZ, Zwi =d, (C.1)

(2

and complementary slackness: w; > 0= (a; — ¢)'Q(a; — ¢) = 1.

KKT (origin-centered on the lift in R¢"!). For any optimal primal-dual pair (@, w) on
the lifted points a;,

79

Q' =M= waa, Y @=d+1, (C.2)

i

and complementary slackness: w; > 0 = a, @51- =1

From d to d+ 1. Let w be optimal in R? and set ¢ and Q, M as in (C.1). Define the lifted

matrix

n T
-~ - | Xiwiaiag YD wia
A= g wia;a; = g w; a;a; =
, ; T
¢ =1 > wia D Wi
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The Schur complement using (C.1) gives

—~ M1 —M ¢ ~ 1
. — TAG = (- Mg — o)+ 2. (C3)
—c"M™ "M+ g d

Then, we set

~ d - _ d+1
:—A_l _
Ot d "
Thus, we have >, w; = (d+1)/d) , w; =d + 1 and
~ d+1 -~ d+1 _ _+ o
Qil :LA: szaz szaz ;

By (C.3) and feasibility of (Q, ¢, w), we have for any point a; with (a; — ¢)"Q(a; — ¢) < 1,

a Qa; = T ((al ¢) M~ (a; —¢) + d) <1,
with equality whenever w; > 0 (since then (a; — ¢)'Q(a; — ¢) = 1). Thus, primal feasibility

and complementary slackness hold for (Q, w), which implies optimality.

From d + 1 to d. Let (Q, @) be optimal in R4+ and set

d ~ Zz fﬁiai B Zz w;a;

w. = —W C .= — = .
’ Zz‘wi Ziwi

Define the matrix in R%*¢

M = Zwi(ai —c)(a;—c¢)" and Q:= M7
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Let A := >, wia;a; ; then

O~ :Z@Zazf dHZwWT 2 . 5=-L 3

Writing A~ in the block form (C.3) yields

~ d T 1
Q d_’_l((ai—C)Ml(ai—c)—l—a).

506

Thus, since E;@’di < 1, we have (a; —c¢)" M~ (a; —c) < 1. So, (@, c) is primal feasible in R?.

If @; > 0, then @, Q@; = 1 by the complementary slackness in R%*!, hence (a; — )T M~ (a; —

¢) = 1, which implies complementary slackness for (Q,c,w) as well. Thus, (Q,c,w) is an

optimal solution in R

]
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