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NORTHWESTERN UNIVERSITY 
IEMS 304: Statistical Methods for Data Mining, Spring 2011 

 
Instructor:  Prof. Daniel Apley; Rm. C150; 491-2397; apley@northwestern.edu; office 

hours: W 11:00-12:00 or by appointment or drop-in (if I am free). 
TA:  Michael Huang; Michael-Huang@u.northwestern.edu; Rm. C223; 847-491-3193; 

Office Hours:  M 4:00-5:00 (when no lab) and  Th 4:00-5:00 (in C236) 
Lecture:  MWF 10:00 – 10:50, TECH MG28. 
Lab:  M 4:00 – 4:50, TECH C135 (We will meet ~5 times for the lab and once for the 

midterm).  
Blackboard: Handouts, homework assignments, data sets, announcements, etc. will be 

posted regularly 
Prerequisite:  A previous course in statistics at the level of IEMS 303 plus a course in 

matrix analysis 
Text:  Applied Linear Regression Models, 4th Edition by M. H. Kutner, C. J. 

Nachtsheim, and J. Neter, McGraw-Hill, 2004, ISBN 13 9780073014661. 
 
Useful References: (if you want to dig deeper or see alternative presentation of material) 

1. Introduction to Linear Regression Analysis, 3rd ed., D. Montgomery, E. Peck, 
and G. Vining, Wiley, 2001, NY. 

2. Time Series Analysis: Forecasting and Control, 3rd ed., G. Box, G. Jenkins, and 
G. Reinsel, Prentice-Hall, 1994, Upper Saddle River, NJ. (probably not covering 
time series) 

 
Grading: Midterm 25%   (Mon, 5/2/11, 4:00-5:30 pm, TECH LR5) 
 Final 30%   (Tue, 6/7/11, 9:00-11:00 am, Lec. Rm.) 

Homework/Lab 25% 
Project 20% 
Participation Bonus see below 
 

Software: MINITAB, Excel, Matlab, all available in C135. Perhaps R, which is freeware 
download (www.r-project.org). Enrollment in class should allow you access to the 
lab; if not, contact Johnathan Gaetz (arioch@iems.northwestern.edu). You can 
download a six-month academic rental of Minitab from 
http://www.minitab.com/education/semesterrental/ for ~$30. 

 
Course Outline: 
1. Multiple linear regression: Basics (Chs. 6-8) (8 Lectures) 

• Model fitting 
• Statistical inference on model parameters 
• Assessing the fit 
• Prediction 

2. Multiple linear regression: Diagnostics (Chs. 10-11) (5 Lectures) 
• Leverage and influence 
• Residual analysis 
• Multicollinearity – measures and remedies 

3. Multiple linear regression: Model Selection (Ch. 9) (2 Lectures) 
• Best subsets 
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• Stepwise regression 
• Evaluation criteria – Cp, PRESSp, Cross Validation (covered in Lab), etc. 

4. Regression with categorical data (Chs. 8 and 14) (5.5 Lectures) 
• Categorical predictors and indicator variables 
• Categorical response and logistic regression 
• Statistical inference and model selection 
• Diagnostics 

5. Maximum likelihood estimation (1 Lecture, scattered throughout text) 
6. Nonlinear regression (Ch. 13) (5.5 Lectures) 

• General nonlinear regression 
• Model selection (cross validation already covered) 
• Statistical inference – bootstrap simulation 
• Neural networks 
• Classification and regression trees 
• Nearest neighbors 

7. Finding associations between variables (may not cover) 
• Principal components analysis 
• Association Rules 

8. Time series analysis and forecasting (Ch. 12 and lecture notes) (probably will not 
cover) 
• Components of time series 
• Additive and multiplicative models 
• MA, EWMA smoothing and forecasting 
• Holt, and Holt-Winters forecasting 
• Decomposition methods 
• Intro to ARMA modeling 

 
Homework: Homework will usually be assigned on an approximately weekly basis and 
due the following week, IN CLASS. There will be NO CREDIT given for late 
homework, but over the course of the quarter you are allowed to drop your single lowest 
homework score. HW solutions will be posted on Blackboard, so HW assignments will 
not be graded in detail. For each homework assignment, a randomly chosen subset of the 
problems will be graded. 
 
Exams:  The midterm and final exams will be closed book and closed notes, except for 
the following. You are allowed one page of "cheat sheet" notes (8-1/2" by 11", front and 
back) for the midterm and two pages for the final exam. In addition, you are allowed to 
bring a printout of the pdf handout of distribution tables from the textbook appendices 
(no notes written on the back/margins/etc. of these, though). The pdf handout will be 
posted on Blackboard. If you are unable to take the midterm and/or final at the scheduled 
time due to travel or other plans, then you should drop this course. 
 
Project:  The project should be done in groups of 4 students (or 5 if necessary; 3 is too 
few). Your project group should be the same as your lab group. The project should 
involve multiple regression (or related modeling of data) with a relatively large data set, 
modeling and forecasting of time-series data, or another suitable topic. You can use your 
own problem and data set (preferable), or find an interesting data set elsewhere (e.g., 
http://www.kdnuggets.com/datasets/index.html  or  http://lib.stat.cmu.edu/). A brief 
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project proposal, not to exceed one page, is due at the end of week 7 (Friday, May 13, 
by 5:00 pm). The proposal should describe the problem and data you will work with, 
why it is of interest to you, any conjectures you plan to investigate, and the methods of 
analysis that you propose to use. Each group should meet with me with me for feedback 
on your project at least once: 
 
1) The first meeting is mandatory and must take place shortly before the proposal is 

due. Please come with a one-page draft of your proposal in hand, after having spent 
considerable thought on your question(s) and your proposed methods of analysis. 
The purpose of this meeting is to give you feedback that you can incorporate into 
your proposal. 10% of your project grade will be based on your draft and your 
level of preparation for this meeting. 

2) The second meeting is optional and should take place the second-to-last week of 
class. Your progress should have advanced considerably since the first meeting. The 
purpose of this meeting is to give you further feedback on your analyses, to make 
sure it is thorough and at a level that meets expectations. 

 
It is the responsibility of the project groups to schedule these meetings far enough in 
advance to ensure that we can find a time to meet. 
 
The final project report is due the last day of class, Friday, June 3, in class. The final 
report should not exceed 12 double-spaced pages (excluding any appendices).  Although 
there is no single standardized format that you must follow for the project report, there 
are some common ingredients that all good reports should have. These include: 1) 
Introduction that includes a problem overview and motivation (see below), project 
objectives, etc; 2) Clear description of data and data collection procedure; 3) Data 
analyses:  methods (both graphical and quantitative), results, interpretation of results and 
how it relates to the question(s) that motivated your work, significance of your findings, 
etc; 4) Discussion of any shortcomings of the study (such as error, bias, or confounding 
factors introduced by an imperfect data collection procedure).   Graphs that are central to 
your analysis and to any important arguments that you make belong in the main body of 
the report. Graphs that support tangential arguments belong in the Appendix. Graphs that 
support no arguments do not belong in the report at all.  
 
Finally, and most importantly, your analyses should be designed to answer a well-
defined, specific question or set of questions. You should not just flounder through an 
analysis purely for the sake of using tools we learned in class, with no real aim or 
question in mind. Your analysis MUST be focused and motivated by a real question that 
you find interesting or important. This motivation should be clearly stated in your 
introduction.  
 
Example projects from the past are: 
 

• Way too many sports-related projects (e.g., predicting team/individual performance using 
various statistics; whether there is truth to the sophomore slump; whether player salaries are 
related to team/individual performance or various other statistics; using logistic regression to 
predict whether a team will make the playoffs based on various statistics) 

• Using logistic regression to predict package size required for mail orders of 
cosmetics 



4 
 

• Using logistic regression to predict whether an email is spam. 
• Modeling airline ticket price as a function of many different factors and 

identifying which factors are key ones.  
 
Class Participation Bonus:  This is purely an opportunity to raise your grade and will in 
no way lower your grade. The most important part of analyzing data is interpreting the 
result, both quantitative and visual displays, and drawing conclusions. Although the 
science (i.e., the formulae and mechanics) of numerical calculations are usually covered 
adequately in textbooks, the art of interpretation is usually not. This is something that is 
much easier to cover in lecture, with the aid of interactive software and visual displays of 
information. I try to emphasize this as much as possible on the exams and projects, and I 
have noticed in the past a very strong correlation between exam/project performance and 
the extent to which students attend lecture, pay attention, and participate in discussion. 
The purpose of this bonus is to encourage students to do this, helping to ensure that 
you get the most out of the class. 
 
The bonus is as follows.  If you have good participation, and your final grade is close to 
the border between two letter grades, then you will be bumped up to the higher of the two 
grades. The lower boundary of the bump-up margin will be extended for exceptional 
class participation (e.g., down to the midpoint of the range for the lower grade). 
Inadequate class participation will not affect your grade. Participation means coming to 
class (on time), asking questions, and volunteering answers. I may occasionally collect 
in-class feedback on how well students are absorbing the material via short written 
answers to a question. Being present and writing a reasonable answer will count towards 
your participation.  
 
Announcements:  
 

•  
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